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Preface

These lecture notes were written for the course ACM 217: Advanced Topics in Stochas-
tic Analysis at Caltech; this year (2007), the topic of this course was stochastic calcu-
lus and stochastic control in continuous time. As this is an introductory course on the
subject, and as there are only so many weeks in a term, we will only consider stochas-
tic integration with respect to the Wiener process. This is sufficient do develop a large
class of interesting models, and to develop some stochastic control and filtering theory
in the most basic setting. Stochastic integration with respect to general semimartin-
gales, and many other fascinating (and useful) topics, are left for a more advanced
course. Similarly, the stochastic control portion of these notes concentrates on veri-
fication theorems, rather than the more technical existence and uniqueness questions.
I hope, however, that the interested reader will be encouraged to probe a little deeper
and ultimately to move on to one of several advanced textbooks.

I have no illusions about the state of these notes—they were written rather quickly,
sometimes at the rate of a chapter a week. I have no doubt that many errors remain
in the text; at the very least many of the proofs are extremely compact, and should be
made a little clearer as is befitting of a pedagogical (?) treatment. If I have another
opportunity to teach such a course, I will go over the notes again in detail and attempt
the necessary modifications. For the time being, however, the notes are available as-is.

If you have any comments at all about these notes—questions, suggestions, omis-
sions, general comments, and particularly mistakes—I would love to hear from you. I
can be contacted by e-mail at ramon@its.caltech.edu.

Required background. 1 assume that the reader has had a basic course in probabil-
ity theory at the level of, say, Grimmett and Stirzaker [GSO1] or higher (ACM 116/216
should be sufficient). Some elementary background in analysis is very helpful.

Layout. The I&TEX layout was a bit of an experiment, but appears to have been
positively received. The document is typeset using the memoir package and the
daleif1l chapter style, both of which are freely available on the web.
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Introduction

This course is about stochastic calculus and some of its applications. As the name
suggests, stochastic calculus provides a mathematical foundation for the treatment
of equations that involve noise. The various problems which we will be dealing with,
both mathematical and practical, are perhaps best illustrated by considering some sim-
ple applications in science and engineering. As we progress through the course, we
will tackle these and other examples using our newly developed tools.

Brownian motion, tracking, and finance
Brownian motion and the Wiener process

In 1827, the (then already) famous Scottish botanist Robert Brown observed a rather
curious phenomenon [Bro28]. Brown was interested in the tiny particles found inside
grains of pollen, which he studied by suspending them in water and observing them
under his microscope. Remarkably enough, it appeared that the particles were con-
stantly jittering around in the fluid. At first Brown thought that the particles were alive,
but he was able to rule out this hypothesis after he observed the same phenomenon
when using glass powder, and a large number of other inorganic substances, instead
of the pollen particles. A satisfactory explanation of Brown’s observation was not
provided until the publication of Einstein’s famous 1905 paper [Ein05].

Einstein’s argument relies on the fact that the fluid, in which the pollen parti-
cles are suspended, consists of a gigantic number of water molecules (though this is
now undisputed, the atomic hypothesis was highly controversial at the time). As the
fluid is at a finite temperature, kinetic theory suggests that the velocity of every water
molecule is randomly distributed with zero mean value (the latter must be the case, as
the total fluid has no net velocity) and is independent from the velocity of the other
water molecules. If we place a pollen particle in the fluid, then in every time inter-
val the particle will be bombarded by a large number of water molecules, giving it
a net random displacement. The resulting random walk of the particle in the fluid is
precisely what Brown observed under his microscope.

How should we go about modelling this phenomenon? The following procedure,
which is a somewhat modernized version of Einstein’s argument, is physically crude
but nonetheless quite effective. Suppose that the pollen particle is bombarded by N
water molecules per unit time, and that every water molecule contributes an indepen-
dent, identically distributed (i.i.d.) random displacement &,, to the particle (where &,
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Figure 0.1. Randomly generated sample paths (V) for the Brownian motion model in the
text, with (from left to right) N = 20, 50, 500 collisions per unit time. The displacements &,
are chosen to be random variables which take the values =N ~'/2 with equal probability.

has zero mean). Then at time ¢, the position z;(IN) of the pollen particle is given by

LNt

2¢(N) =z + Z &
n=1

We want to consider the limit where the number of bombardments NV is very large,
but where every individual water molecule only contributes a tiny displacement to the
pollen particle—this is a reasonable assumption, as the pollen particle, while being
small, is extremely large compared to a single water molecule. To be concrete, let us
define a constant v by var(§,,) = yN 1. Note that  is precisely the mean-square
displacement of the pollen particle per unit time:

N
E(a1 (N) — 20)? = var (Z sn) = Nvar(6,) = 7

The physical regime in which we are interested now corresponds to the limit N — oo,
i.e., where the number of collisions N is large but the mean-square displacement per
unit time ~y remains fixed. Writing suggestively

[Nt] =

2:(N) = g + tﬂ7
t( ) 0 \/’7_ \/m

where Z,, = £,/ N/ are i.i.d. random variables with zero mean and unit variance,
we see that the limiting behavior of z,(N) as N — oo is described by the central limit
theorem: we find that the law of a+(IN') converges to a Gaussian distribution with zero
mean and variance ~y¢. This is indeed the result of Einstein’s analysis.

The limiting motion of the pollen particle as N — oo is known as Brownian mo-
tion. You can get some idea of what x;(N) looks like for increasingly large N by
having a look at figure 0.1. But now we come to our first significant mathematical
problem: does the limit of the stochastic process t — x+(N) as N — oo even exist
in a suitable sense? This is not at all obvious (we have only shown convergence in
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distribution for fixed time t), nor is the resolution of this problem entirely straightfor-
ward. If we can make no sense of this limit, there would be no mathematical model of
Brownian motion (as we have defined it); and in this case, these lecture notes would
come to an end right about here. Fortunately we will be able to make mathematical
sense of Brownian motion (chapter 3), which was first done in the fundamental work
of Norbert Wiener [Wie23]. The limiting stochastic process x; (with v = 1) is known
as the Wiener process, and plays a fundamental role in the remainder of these notes.

Tracking a diffusing particle

Using only the notion of a Wiener process, we can already formulate one of the sim-
plest stochastic control problems. Suppose that we, like Robert Brown, are trying to
study pollen particles. In order to study the particles in detail, we would like to zoom
in on one of the particles—i.e., we would like to increase the magnification of the
microscope until one pollen particle fills a large part of the field of view. When we do
this, however, the Brownian motion becomes a bit of a nuisance; the random motion
of the pollen particle causes it to rapidly leave our field of view. If we want to keep
looking at the pollen particle for a reasonable amount of time, we have to keep moving
around the cover slide in order to track the motion of the particle.

To deal with this problem, we attach an electric motor to the microscope slide
which allows us to move the slide around. Let us call the position of the slide relative
to the focus of the microscope z;; then we can write

dZt

— =au

dt ts
where w, is the voltage applied to the motor and o > 0 is a gain constant. The position
of the pollen particle relative to the slide is modelled by a Wiener process ¢, so that
the position of the particle relative to the microscope focus is given by =4 + z;. We
would like to control the slide position to keep the particle in focus, i.e., it is our goal
to choose u; in order that z; + z; stays close to zero. To formalize this problem, we
could introduce the following cost functional:

1 /7
0

where p and ¢ are some positive constants. The first term in this expression is the
time-average (on some time interval [0, T']) mean square distance of the particle from
the focus of the microscope: clearly we would like this to be small. The second term,
on the other hand, is the average power in the control signal, which should also not
be too large in any realistic application (our electric motor will only take so much).
The goal of the optimal control problem is to find the feedback strategy w; which
minimizes the cost Jr[u]. Many variations on this problem are possible; for example,
if we are not interested in a particular time horizon [0, T'], we could try to minimize

1T ) 1"
= e+ 20)“dt| + g limsup E —/ uy dt| .
T/o (¢ + 21) q THOOP T/, “

+qE

Jrlul =pE l%/o (z¢ + 2) dt

Joo[t] = p limsup E

T—o0
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The tradeoff between the conflicting goals of minimizing the distance of the particle
to the focus of the microscope and minimizing the feedback power can be selected by
modifying the constants p,q. The optimal control theory further allows us to study
this tradeoff explicitly: for example, we can calculate the quantity

<vl

1 T

i.e., C(U) is the smallest time-average tracking error that is achievable using con-
trols whose time-average power is at most U. This gives a fundamental limit on the
performance of our tracking system under power constraints. The solution of these
problems, in a much more general context, is the topic of chapter 6.

T
C(U) = inf {lim sup E l%/ (z¢ + 2)2 dt] :limsup E
0

T—o0 T—o00

The stock market: how to invest your money

Though the theoretical ideas behind Brownian motion are often attributed to Einstein,
the same model was developed several years earlier in a completely different con-
text by the French mathematician Louis Bachelier [Bac00].! Bachelier was interested
in speculation on rentes (French government bonds), and introduced the Brownian
motion to model the fluctuations in the bond prices. Bachelier’s work forms the foun-
dation for much of the modern theory of mathematical finance, though his work was
virtually unknown to economists for more than half a century. These days mathe-
matical finance is an important application area for stochastic analysis and stochastic
control, and provides a rich source of interesting problems.

We will only consider stock. Companies issue stock in order to finance their op-
erations; the money made from the sale of stock can then be used by the company to
finance production, special projects, etc. In return, a certain portion of the profit made
by the company is periodically paid out to the shareholders (people who own stock
in the company). Such payments are called dividends. If the company is doing well
(e.g., if sales are soaring), then owning stock in the company is likely to be profitable.

This is only the beginning of the story, however. Any individual who owns stock
in a company can decide to sell his stock on a stock market. As you can imagine,
the going rate for a particular stock depends on how well the company is doing (or is
expected to do in the future). When the company is doing well, many people would
like to own stock (after all, there is a prospect of large dividends) while few people
who own stock are willing to sell. This drives up the market price of the stock. When
the company is not doing well, however, it is likely that more shareholders are willing
to sell than there is demand for the stock, so that the market price of the stock is low.
Due to these “market forces”, the stock prices tend to fluctuate randomly in the course
of time; see, for example, figure 0.2. Even if we ignore dividends (which we will do
to simplify matters), we can still try to make money on the stock market by buying
stock when the price is low and selling when the price is high.

There are now many interesting and pertinent questions that we can ask. For
example, how should we invest our money in the stock market to maximize our profit?

! An excellent annotated translation has recently appeared in [DE06].
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McDonald’s Corporation (MCD) Stock Prices 1970-2007
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Figure 0.2. Market price of McDonald’s stock on the New York Stock Exchange (NYSE) over
the period 1999-2007 (upper plot) and 1970-2007 (lower plot). The stock price data for this
figure was obtained from Yahoo! Finance at finance.yahoo.com.

This is essentially a stochastic control problem, which was tackled in a famous paper
by Merton [Mer71]. A different class of questions concerns the pricing of options—a
sort of “insurance” issued on stock—and similar financial derivatives. The modern
theory of option pricing has its origins in the pioneering work of Black and Scholes
[BS73] and is an important problem in practice. There are many variations on these
and other topics, but they have at least one thing in common: their solution requires a
healthy dose of stochastic analysis.

For the time being, let us consider how to build a mathematical model for the stock
prices—a first step for further developments. Bachelier used Brownian motion for this
purpose. The problem with that model is that the stock prices are not guaranteed to
be positive, which is unrealistic; after all, nobody pays money to dispose of his stock.
Another issue to take into account is that even though this is not as visible on shorter
time scales, stock prices tend to grow exponentially on the long run: see figure 0.2.
Often this exponential rate will be larger than the interest rate we can obtain by putting
our money in the bank, which is a good reason to invest in stock (investing in stock
is not the same as gambling at a casino!) This suggests the following model for stock
prices, which is widely used: the price S; at time ¢ of a single unit of stock is given by

o2
St:SQGXp{<M—7)t+O—Wt}a

where W, is a Wiener process, and Sy > 0 (the initial price), ¢ > 0 (the return
rate), and o > 0 (the volatility) are constants. A stochastic process of this form is
called geometric Brownian motion. Note that S; is always positive, and moreover
E(S;) = Soett (exercise: you should already be able to verify this!) Hence evidently,
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on average, the stock makes money at rate . In practice, however, the price may
fluctuate quite far away from the average price, as determined by magnitude of the
volatility o. This means that there is a probability that we will make money at a
rate much faster than p, but we can also make money slower or even lose money. In
essence, a stock with large volatility is a risky investment, whereas a stock with small
volatility is a relatively sure investment. When methods of mathematical finance are
applied to real-world trading, parameters such as p and o are often estimated from
real stock market data (like the data shown in figure 0.2).

Beside investing in the stock S;, we will also suppose that we have the option of
putting our money in the bank. The bank offers a fixed interest rate » > 0 on our
money: that is, if we initially put R dollars in the bank, then at time ¢ we will have

R; = Ry exp(rt)

dollars in our bank account. Often it will be the case that » < p; that is, investing in
the stock will make us more money, on average, than if we put our money in the bank.
On the other hand, investing in stock is risky: there is some finite probability that we
will make less money than if we had invested in the bank.

Now that we have a model for the stock prices and for the bank, we need to be
able to calculate how much money we make using a particular investment strategy.
Suppose that we start initially with a capital of X dollars. We are going to invest some
fraction 6y of this money in stock, and the rest in the bank (i.e., we put (1 — 6y) X,
dollars in the bank, and we buy 6y X(/So units of stock). Then at time ¢, our total
wealth X; (in dollars) amounts to

Xt = 90X0 8<M_U2/2)t+0Wt + (1 - GO)XOe”.

Now suppose that at this time we decide to reinvest our capital; i.e., we now invest a
fraction 6; of our newly accumulated wealth X} in the stock (we might need to either
buy or sell some of our stock to ensure this), and put the remainder in the bank. Then
at some time ¢’ > ¢, our total wealth becomes

Xy = 0,X; =0 /DW —0+a Wy =We) (1 _ gy, =0,

Similarly, if we choose to reinvest at the times 0 = tg < t; < --- < tny_1 <ty =1,
then we find that our wealth at time ¢ is given by

N
n=1

In principle, however, we should be able to decide at any point in time what fraction
of our money to invest in stock; i.e., to allow for the most general trading strategies
we need to generalize these expressions to the case where 6, can vary continuously in
time. At this point we are not equipped to do this: we are missing a key mathematical
ingredient, the stochastic calculus (chapters 4 and 5). Once we have developed the
latter, we can start to pursue the answers to some of our basic questions.
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White noise, corrupted signals, and noise-driven systems
White noise and the Wiener process

Despite the fact that its mathematical description is somewhat elusive, the notion of
white noise is used widely in science and engineering. Indeed, you have most likely
encountered this idea in some form or another in the past. We will revisit it now and
exhibit some of the associated difficulties.

Perhaps the simplest notion of white noise is the one used in discrete time. Sup-
pose that we have some discrete time message {a,, } which we would like to transmit
to a receiver. During the transmission, however, the message becomes corrupted: for
example, any signal transmitted through a wire is subject to thermal noise, whereas
signals sent through radio-frequency transmission are subject to all sorts of environ-
mental disturbances. Now it is very often the case that each letter a,, of the message is
essentially corrupted independently. For example, the atmospheric disturbances tend
to fluctuate much faster than the rate at which we transmit the letters in our message, so
by the time we transmit the next letter a,,; we see a completely different disturbance.
In this case, we would model the signal observed by the receiver by x,, = a,, + &,
where {¢,, } are i.i.d. random variables with zero mean. If, in addition, we assume that
every disturbance is itself generated by many independent small effects, then the cen-
tral limit theorem suggests that &,, should be Gaussian random variables. In this case,
we say that {&,,} is discrete time white noise, or AWGN (“additive white Gaussian
noise”) in the language of communications theory.

How should we generalize this to the continuous time case? A first idea would be
to attach to every time ¢ € R an i.i.d. zero mean Gaussian random variable &; (with
unit variance, say), just like we did in the discrete time case. Evidently we would have
E(¢,&) = 0if s # t and E(¢€2) = 1. Even putting aside the issue of mathematical
well-posedness of this process, we can see immediately that it would not be of much
use. Let us, hypothetically, take our process &; and pass it through a signal processing
device which calculates its time average =. over an arbitrarily small interval [0, ]

1 €
=, = —/ & dt.
€Jo

Then obviously E(Z.) = 0, but also

1 € €
var(Z.) = E(Z2) = 5—2/0 /0 E(&s&) dsdt = 0.

Hence suppose we transmit a letter ag of our message in white noise: x; = ag + &;.
Then after an arbitrarily small time ¢ (i.e. as soon as we have data, however little), we
would be able to know exactly what ag was simply by calculating the time average of
x;. Clearly &; does not qualify as noise, so we dump it in the stack of bad ideas.?

2 Mathematically, the process &; suggested in this paragraph is a mess. One could, at least in principle,
construct such a process using a technique known as Kolmogorov’s extension theorem. However, it turns
out that there is no way to do this in such a way that the sample paths ¢t — & are even remotely well-
behaved: such paths can never be measurable [Kal80, Example 1.2.5]. In particular, this implies that there
is, even in principle, no way in which we could possibly make mathematical sense of the time average of
this process (integration requires measurability, the integral of a non-measurable function is meaningless).
This resolves our little paradox, but also highlights that this sort of construction is manifestly useless.
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How, then, should we define white noise &; in a meaningful way? Having learned
our lesson from the previous example, we might try to insist that the time average of
& is well defined. Inspired by AWGN, where in unit time the corrupting noise is a
zero mean Gaussian random variable (with unit variance, say), we could require that
the average white noise in unit time =; is a zero mean Gaussian random variable with
unit variance. We also want to insist that &; retains its independence property: &; and
&, arei.i.d. for t # s. This means, in particular, that

1/2 1
St dt and gt dt
0 1/2
must both be Gaussian random variables with mean zero and variance 1/2 (after all,
their sum equals =; and they must be i.i.d.), etc. Proceeding along these lines (con-
vince yourself of this!), it is not difficult to conclude that

t
/ (s ds =Wy must be a Wiener process.
0

Hence we conjecture that the correct “definition” of white noise is: &; is the time
derivative dW, /dt of a Wiener process W;. Unfortunately for us, the Wiener process
turns out to be non-differentiable for almost every time ¢t. Though we cannot prove
it yet, this is easily made plausible. Recall that W; is a Gaussian random variable
with variance ¢; to calculate dW;/dt at ¢ = 0, for example, we consider W, /t and
let ¢ — 0. But W/t is a Gaussian random variable with variance t~1 so clearly
something diverges as ¢ — 0. Apparently, we are as stuck as before.

Let us explore a little bit further. First, note that the covariance of the Wiener
process is® E(W W) = s A t. To see this, it suffices to note that for s < ¢, Wy — W,
and W are independent (why?), so E(W W,;) = E(W2) + E(W (W, — Wy)) = s.
Let us now formally compute the covariance of white noise:

d d dds+t—|t—s| d1+sign(t—s)
B&&) = G B W) = G 4 2 T adt 2
where §(¢) is the Dirac delta “function”. This is precisely the defining property of
white noise as it is used in the engineering literature and in physics. Of course, the
non-differentiability of the Wiener process is driven home to us again: as you well
know, the Dirac delta “function” is not actually a function, but a distribution (general-
ized function), an object that we could never get directly from the theory of stochastic
processes. So the bad news is that despite the widespread use of white noise,

= 5(t_5)7

a mathematical model for white noise does not exist,

at least within the theory of stochastic processes.* Fortunately there is also some good
news: as we will see below and throughout this course,

3 The lattice-theoretic notation a A b = min(a, b) and @ V b = max(a, b) is very common in the
probability literature. We will adopt it throughout this course.

4 We could generalize our notion of a stochastic process to include random objects whose “sample
paths” can be, for example, tempered distributions. In the class of generalized stochastic processes one can
make sense of white noise (see [Hid80, HOUZ96], or [Arn74, sec. 3.2] for a simple introduction). This is
not particularly helpful, however, in most applications, and we will not take this route.
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almost anything we would like to do with white noise, including its ap-
plications in science and engineering, can be made rigorous by working
directly with the Wiener process.

For example, consider the transmission of a continuous-time signal a; through white
noise &: i.e., the corrupted signal is formally given by x; = a; + &. This quantity is
not mathematically meaningful, but we can integrate both sides and obtain

t t t t
Xt:/ :CstZ/ asds—i—/ fsds:/ asds + W;.
0 0 0 0

The right-hand side of this expression is mathematically meaningful and does not
involve the notion of white noise. At least formally, the process X; should contain
the same information as x;: after all, the latter is obtained from the former by formal
differentiation. If we want to estimate the signal a; from the observations x;, we might
as well solve the same problem using X, instead—the difference being that the latter
is a mathematically well-posed problem.

Why do we insist on using white noise? Just like in mathematics, true white noise
does not exist in nature; any noise encountered in real life has fairly regular sample
paths, and as such has some residual correlations between the value of the process at
different times. In the majority of applications, however, the correlation time of the
noise is very short compared to the other time scales in the problem: for example,
the thermal fluctuations in an electric wire are much faster than the rate at which we
send data through the wire. Similar intuition holds when we consider a dynamical
system, described by a differential equation, which is driven by noise whose random
fluctuations are much faster than the characteristic timescales of the dynamics (we will
return to this below). In such situations, the idea that we can approximate the noise
by white noise is an extremely useful idealization, even if it requires us to scramble a
little to make the resulting models fit into a firm mathematical framework.

The fact that white noise is (formally) independent at different times has far-
reaching consequences; for example, dynamical systems driven by white noise have
the Markov property, which is not the case if we use noise with a finite correlation
time. Such properties put extremely powerful mathematical tools at our disposal, and
allow us to solve problems in the white noise framework which would be completely
intractable in models where the noise has residual correlations. This will become
increasingly evident as we develop and apply the necessary mathematical machinery.

Tracking revisited

Let us return for a moment to the problem of tracking a diffusing particle through a
microscope. Previously we tried to keep the particle in the field of view by modifying
the position of the microscope slide based on our knowledge of the location of the par-
ticle. In the choice of a feedback strategy, there was a tradeoff between the necessary
feedback power and the resulting tracking error.

The following is an interesting variation on this problem. In biophysics, it is of sig-
nificant interest to study the dynamical properties of individual biomolecules—such
as single proteins, strands of DNA or RNA—in solution. The dynamical properties
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Figure 0.3. Optimal feedback control strategies with full (left) and partial (right) information.
In the full information case, the control signal is a function of the state of the system. In the
partial information case, the observation process is first used to form an estimate of the state of
the system; the control signal is then a function of this estimate.

of these molecules provide some amount of insight into protein folding, DNA repli-
cation, etc. Usually, what one does is to attach one or several fluorescent dyes to the
molecules of interest. Using a suitably designed microscope, a laser beam is focused
on a dilute sample containing such molecules, and the fluorescent light is captured
and detected using a photodetector. The molecules perform Brownian motion in the
solution, and occasionally one of the molecules will randomly drift into the focus of
the laser beam. During the period of time that the molecule spends in the focus of the
beam, data can be collected which is subsequently analyzed to search for signatures of
the dynamical behavior of interest. The problem is that the molecules never stay in the
beam focus very long, so that not much data can be taken from any single molecule
at a time. One solution to this problem is to anchor the molecules to a surface so
that they cannot move around in solution. It is unclear, however, that this does not
significantly modify the dynamical properties of interest.

A different solution—you guessed it—is to try to follow the molecules around
in the solution by moving around the microscope slide (see [BM04] and references
therein). Compared to our previous discussion of this problem, however, there is now
an additional complication. Previously we assumed that we could see the position of
the particle under the microscope; this information determined how we should choose
the control signal. When we track a single molecule, however, we do not really “see”
the molecule; the only thing available to us is the fluorescence data from the laser,
which is inherently noisy (“shot noise”). Using a suitable modulation scheme [BM04],
we can engineer the system so that to good approximation the position data at our
disposal is given by y; = [xy + &, where &, is white noise, x; is the distance of the
molecule to the center of the slide, and 3 is the signal-to-noise ratio. As usual, we
make this rigorous by considering the integrated observation signal

t t
Yt:/ ysds:/ Bxsds + Wy.
0 0

Our goal is now to minimize a cost function of the form J [u], for example, but with
an additional constraint: our feedback strategy u; is only allowed to depend on the
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Figure 0.4. Setup for the transmission of a message over a noisy channel. We get to choose the
encoder and the decoder; moreover, the encoder has access to the corrupted signal observed by
the decoder. How should we design the system to minimize the transmission error?

past observations, i.e., on the process Y on the interval s € [0,¢]. Compared to our
previous discussion, where we were allowed to base our feedback strategy directly on
the particle position x5, we have apparently lost information, and this will additionally
limit the performance of our control strategy.

At first sight, one could expect that the optimal control strategy in the case of
observation-based feedback would be some complicated functional of the observation
history. Fortunately, it turns out that the optimal control has a very intuitive structure,
see figure 0.3. The controller splits naturally into two parts. First, the observations are
used to form an estimate of the state of the system (i.e., the position of the molecule).
Then the control signal is chosen as a function of this estimate. This structure is quite
universal, and is often referred to as the separation principle of stochastic control.
It also highlights the fact that filtering—the estimation of a stochastic process from
noisy observations—is intimately related with stochastic control. Filtering theory is
an interesting and important topic on its own right; it will be studied in detail in chapter
7, as well as the connection with control with partial observations.

Transmitting a message over a noisy channel

A somewhat nonstandard control problem appears in communications theory, see fig-
ure 0.4. We would like to transmit a message 6; over a noisy channel. If we were to
send the message directly over the channel, the receiver would see the corrupted mes-
sage y; = 0y + & where &, is white noise; what remains is a filtering problem, where
the receiver attempts to form an estimate 0, of the message from the noisy signal.

We are free, however, to encode the message in any way we want at the transmit-
ter side: i.e., we transmit the encoded message A;(6) over the channel, so that the
receiver sees y; = A¢(0) 4+ &. We then have to design a decoder on the other end
to extract the encoded message appropriately from the noisy signal. The problem be-
comes even more interesting if the encoder can see the corrupted signal observed by
the receiver; in this case, the encoded message takes the form A;(6,y) (we speak of
a noisy channel with noiseless feedback). The questions are obvious: how should we
design the encoder-decoder pair to minimize the error between the true message 60
and the decoded message 6,, and what is the optimal performance? Note that just as
in the tracking example, we will have to impose some restriction on the signal power,
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for example, we could impose a constraint of the form

E <U.

l/TA(H )2 dt
T 0 t\v, Yy

After all, if we do not do this then we could transmit an arbitrarily strong signal
through the channel, and an optimal solution would be to transmit the message 6
directly through the channel with an infinite signal-to-noise ratio. With a power con-
straint in place, however, there will be a fundamental limitation on the achievable
performance. We will see that these problems can be worked out in detail, for exam-
ple, if the message 6, is modelled as a Gaussian process (see, e.g., [LSO1b]).

Changepoint detection and hypothesis testing

Suppose we have a device which exhibits an abrupt change of behavior at a certain
random time. For example, imagine a production line in a factory where one of the
machines along the line breaks down; a computer network that suddenly gets attacked
by hackers; or an atom in a quantum optics laboratory which spontaneously emits a
photon. We would like to detect when the change occurs so that we can take appro-
priate measures; for example, if one of the machines in the factory breaks down, we
should fix it. Often, however, we cannot directly observe when the change occurs; all
we have available to us is noisy data. In the factory case, we would observe what per-
centage of the production is defective; in the network case we are trying to observe a
change in the network traffic; and in the case of an atom we are observing a photocur-
rent with the associated shot noise. In all these cases we are faced with the problem of
distinguishing an abnormal change from the normal fluctuations in the observed data.
In statistics this is known as the problem of changepoint detection.

To model the problem, suppose that the abrupt change occurs at a time 7, which
is randomly distributed according to a suitable law. The signal that we are allowed to
observe is of the form y; = al;>, + &, where a > 0, £; is white noise and 1;>, =1
if t > 7 and 0 otherwise. Our goal is to find a time 1 which depends only on the
observations y; and which is close to 7 in an appropriate sense.

In choosing ¥ there are two conflicting considerations. First, we would like to
minimize the probability of ¥ < 7, i.e., of deciding to intervene before the change
has actually occured. Clearly trying to repair a machine which is operating perfectly
well is a waste of time and money. On the other hand, if ¥ > 7, we do not want the
detection delay ¥ — 7 to be too large; if we wait longer than necessary to repair the
machine, we will waste expensive material and produce a lot of defective merchandise.
To formalize these considerations, we could introduce a cost functional of the form

JW) =pPW < 7]+ qE[Y — 7|9 > 7] P[Y > 7].

The goal is then to choose +) that minimizes J[¢], and the choice of p and ¢ determine
the relative importance of achieving a low false alarm rate or a short detection delay.
Alternatively, we could ask: given that we tolerate a fixed false alarm rate, how should
we choose ¢ is minimize the detection delay? Note that these considerations are
very similar to the ones we discussed in the tracking problem, where the tradeoff was
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between achieving good tracking performance and low feedback power. Indeed, in
many ways this type of problem is just like a control problem, except that the control
action in this case is the time at which we decide to intervene rather than the choice
of a feedback strategy. Similarly, the separation principle and filtering theory play an
important role in the solution of this problem (due to Shiryaev [Shi73]).

A related idea is the problem of hypothesis testing. Here we are given noisy data,
and our job is to decide whether there is a signal buried in the noise. To be more
precise, we have two hypotheses: under the null hypothesis Hy, the observations have
the form y, = & where &; is white noise; under the alternative hypothesis H; there is
a given signal 6; buried in the noise, i.e., y = 0; + &. Such a scenario occurs quite
often, for example, in surveillance and target detection, gravitational wave detection,
etc. It is our goal to determine whether the hypothesis Hy or H; is correct after
observing y; some time . Once again we have conflicting interests; on the one hand,
we would like to make a pronouncement on the matter as soon as possible (¢} should
be small), while on the other hand we would like to minimize the probability that we
obtain the wrong answer (we choose H( while H is true, and vice versa). The rest of
the story is much as before; for example, we can try to find the hypothesis test which
takes the least time ¢ under the constraint that we are willing to tolerate at most some
given probability « of selecting the wrong hypothesis.

Both these problems are examples of optimal stopping problems: control prob-
lems where the goal is to select a suitable stopping time . Optimal stopping theory
has important applications not only in statistics, but also in mathematical finance and
in several other fields. We can also combine these ideas with more traditional con-
trol theory as follows. Suppose that we wish to control a system (for example our
favorite tracking system) not by applying continuous feedback, but by applying feed-
back impulses at a set of discrete times. The question now becomes: at which times
can we best apply the control, and what control should we apply at those times? Such
problems are known as impulse control problems, and are closely related to optimal
stopping problems. Optimal stopping and impulse control are the topics of chapter 8.

Stochastic differential equations

In the previous sections we have discussed some applications of the Wiener process
and its use in white noise modelling. In each example, the Brownian motion or white
noise were used “as is”; in the tracking and finance examples the dynamics of interest
was itself a Wiener process, whereas in the remaining examples pure white noise was
used as a model for signal corruption. We have left for last what is perhaps the most
important (and widely used) form of stochastic modelling in continuous time: the use
of white noise as a driving force for differential equations. The theory of stochastic
differential equations is extremely flexible and emerges naturally in a wide range of
applications; it is thus not surprising that it is the basic tool in the modelling and
analysis of a large number of stochastic systems.

The basic idea is very simple: we would like to give meaning to the solution x; of

d(Et

= b(t,z¢) + o(t, z¢) &,
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where b and o are given (sufficiently smooth) functions and &; is white noise. Such
an equation could be interesting for many reasons; in particular, one would expect to
obtain such an equation from any deterministic model

dl’t

dt
where u; is some input to the system, when the input signal is noisy (but we will see
that there are some subtleties here—see below). If o = 0, our stochastic equation is
just an ordinary differential equation, and we can establish existence and uniqueness
of solutions using standard methods (notably Picard iteration for the existence ques-
tion). When o # 0, however, the equation as written does not even make sense: that
infernal nuisance, the formal white noise &, requires proper interpretation.

Let us first consider the case where o(t, z) = o is a constant, i.e.,

dCCt
dt
This additive noise model is quite common: for example, if we model a particle with

mass mn in a potential V' (z), experiencing a noisy force F; = o&; (e.g., thermal noise)
and a friction coefficient k, then the particle’s position and momentum satisfy

dx; -1 dpy dV
= — kp; + .
dt dt dx () P+ ok

How should we interpret such an equation? Let us begin by integrating both sides:

= b(t7 .Tt) =+ O'(t7 .Tt) U,

= b(t, ) + 0&:.

t
xt::co—i—/ b(s,zs)ds + oW,
0

where W; is a Wiener process. Now this equation makes sense! We will say that the
stochastic differential equation

d(Et = b(t, l’t) dt + 0o th

has a unique solution, if there is a unique stochastic process z that satisfies the associ-
ated integral equation. The differential notation dx,, etc., reminds us that we think of
this equation as a sort of differential equation, but it is important to realize that this is
just notation: stochastic differential equations are not actually differential equations,
but integral equations like the one above. We could never have a “real” stochastic
differential equation, because clearly z; cannot be differentiable!

For additive noise models, it is not difficult to establish existence and uniqueness
of solutions; in fact, one can more or less copy the proof in the deterministic case
(Picard iteration, etc.) However, even if we can give meaning to such an equation,
we are lacking some crucial analysis tools. In the deterministic theory, we have a key
tool at our disposal that allows us to manipulate differential equations: undergraduate
calculus, and in particular, that wonderful chain rule! Here, however, the chain rule
will get us in trouble; for example, let us naively calculate the equation for z2:

d ] d
_x% z thﬁ =22, b(t, 2¢) + 2004 &4
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This is no longer an additive noise model, and we are faced with the problem of giving
meaning to the rather puzzling object

t
/ rs€sds = 17,
0

The resolution of this issue is key to almost all of the theory in this course! Once we
have a satisfactory definition of such an integral (chapter 4), we are in a position to
define general stochastic differential equations (chapter 5), and to develop a stochastic
calculus that allows us to manipulate stochastic differential equations as easily as
their deterministic counterparts. Here we are following in the footsteps of Kiyosi Itd
[1t644], whose name we will encounter frequently throughout this course.

In chapter 4 we will define a new type of integral, the [ integral

t
/ 2y dWW,,
0

which will play the role of a white noise integral in our theory. We will see that this
integral has many nice properties; e.g., it has zero mean, and will actually turn out to
be a martingale. We will also find a change of variables formula for the It6 integral,
just like the chain rule in ordinary calculus. The It6 change of variables formula,
however, is not the same as the ordinary chain rule: for example, for any f € C?

df (W) = [/ (W) dWy + 5. /" (Wh) dt,

while the usual chain rule would only give the first term on the right. This is not
surprising, however, because the ordinary chain rule cannot be correct (at least if we
insist that our stochastic integral has zero mean). After all, if the chain rule were
correct, the variance of W; could be calculated as

t
var(W;) = E(W?) = E [2/ W, dWS} =0,
0
which is clearly untrue. The formula above, however, gives the correct answer

t t
var(W;) = E(W?) = E [2/ Wi dWs+/ ds} =t.
0 0

Evidently things work a little differently in the stochastic setting than we are used to;
but nonetheless our tools will be almost as powerful and easy to use as their determin-
istic counterparts—as long as we are careful!

The reader is probably left wondering at this point whether we did not get a little
carried away. We started from the intuitive idea of an ordinary differential equation
driven by noise. We then concluded that we can not make sense of this as a true
differential equation, but only as an integral equation. Next, we concluded that we
didn’t really know what this integral is supposed to be, so we proceeded to make one
up. Now we have finally reduced the notion of a stochastic differential equation to a
mathematically meaningful form, but it is unclear that the objects we have introduced
bear any resemblance to the intuitive picture of a noisy differential equation.
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To justify our models, let us consider a differential equation driven by a random
process &; with (piecewise) continuous sample paths:

dz;
dt

This is just a nonautonomous ordinary differential equation, and can be solved in
the usual way. The idea is now to assume that £ fluctuates so fast, that it is well
approximated by white noise: to be more precise, we assume that £&§ = dWF/dt,
where W converges to a Wiener process in a suitable sense as € — 0. Obviously the
limit of §; as ¢ — 0 cannot exist. Nonetheless the limit of 7 as € — 0 is usually
perfectly well defined (in a suitable sense), and x; = lim._,o zf can in fact be shown
to satisfy an It stochastic differential equation. Hence our use of the It6 theory is well
justified in hindsight: we can indeed use it to approximate differential equations driven
by rapidly fluctuating non-white noise. There are significant advantages to making the
white noise approximation, however: for one, the process x; turns out to be a Markov
process, whereas this is certainly not the case for 7. The Markov property is crucial
in the development of stochastic control and filtering theory—these and many other
developments would be completely intractable if we worked directly with 5.

What is perhaps surprising is that the limiting equation for x; is not the one we
expect. In fact, z; will satisfy the stochastic differential equation [WZ65]

=b(t,zf) +o(t,x) & .

dl’t = b(t, l’t) dt + %U’(h l't)U(t7 l't) dt + O'(t, l’t) th,

where o’ (t,x) = do(t,z)/dz. The second term on the right is known as the Wong-
Zakai correction term, and our naive interpretation of stochastic differential equations
cannot account for it! Nonetheless it is not so strange that it is there. To convince
yourself of this, note that 7 must satisfy the ordinary chain rule: for example,

dx} d(a7)?
dt dt

If we take the limit as € — 0, we get using the Wong-Zakai correction term

= Aaf + BaS €, = 2A(a)” + 2B(a5)2 ;.

dry = (A+3B?)zy dt+ Bz, dW,, d(z4)? = (2A+2B?) () ?dt+2B(x;)>dWy.

If the ordinary chain rule held for x; as well, then we would be in trouble: the latter
equation has an excess term B?(z;)2dt. But the ordinary chain rule does not hold for
x¢, and the additional term in the 1t6 change of variables formula gives precisely the
additional term B?(z;)?dt. Some minor miracles may or may not have occured, but
at the end of the day everything is consistent—as long as we are sufficiently careful!

Regardless of how we arrive at our stochastic differential equation model—be it
through some limiting procedure, through an empirical modelling effort, or by some
other means—we can now take such an equation as our starting point and develop
stochastic control and filtering machinery in that context. Almost all the examples that
we have discussed require us to use stochastic differential equations at some point in
the analysis; it is difficult to do anything without these basic tools. If you must choose
to retain only one thing from this course, then it is this: remember how stochastic
calculus and differential equations work, because they are ubiquitous.
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An outline of this course

Now that you have a flavor of things to come, little remains but to dive in. This
introductory chapter has necessarily been a little vague at points; things will become
increasingly clear and precise as we make our way through the theory.

We will begin, in chapter 1, by reviewing the basic tools of mathematical prob-
ability theory. Perhaps the theory will be presented a little more formally than you
have seen in previous courses, but a measure-theoretic approach to probability will be
indispensible in the remaining chapters. Chapter 2 introduces some more of the basic
tools: conditional expectations, martingales, stochastic processes, and stopping times.
Chapters | and 2 together provide a crash course in the fundamentals of probability
theory; much of this material may be known to you already—the more the better!

In chapter 3 we will discuss the Wiener process. Mostly we will prove that it
actually exists—a nontrivial exercise!—and investigate some of its properties.

Chapters 4 and 5 are the most important chapters of this course. They introduce
the It6 integral and stochastic differential equations, respectively. We will also discuss
some of the most important theorems in stochastic analysis, Girsanov’s theorem and
the martingale representation theorem, that you absolutely cannot live without. On the
side we will learn some useful tricks, such as how to simulate stochastic differential
equations in MATLAB, and how Lyapunov function methods can be extended to the
stochastic case (which allows us to do some simple nonlinear stochastic control).

The remainder of the course centers around stochastic control and filtering. Chap-
ter 6 introduces the basic methods of optimal stochastic control, which will allow us to
solve problems such as the tracking example (with full observations) and some prob-
lems in finance. Chapter 7 develops filtering theory and its connection with control.
Finally, chapter 8 discusses optimal stopping and impulse control problems.



CHAPTER

Review of Probability Theory

This chapter is about basic probability theory: probability spaces, random variables,
limit theorems. Much of this material will already be known to you from a previous
probability course. Nonetheless it will be important to formalize some of the topics
that are often treated on a more intuitive level in introductory courses; particularly the
measure-theoretic apparatus, which forms the foundation for mathematical probabil-
ity theory, will be indispensible. If you already know this material, you can skip to
chapter 2; if not, this chapter should contain enough material to get you started.

Why do we need the abstraction provided by measure theory? In your undergrad-
uate probability course, you likely encountered mostly discrete or real-valued random
variables. In the former case, we can simply assign to every possible outcome of a
random variable a probability; taking expectations is then easy! In the latter case, you
probably worked with probability densities, i.e.,

b 00
Prob(X € [a,b]) :/ px(x)dx, E(X) :/ rpx(x)dx, (1.0.1)

a — 00

where px is the density of the real-valued random variable X. Though both of these
are special cases of the general measure-theoretic framework, one can often easily
make do without the general theory.

Unfortunately, this simple form of probability theory will simply not do for our
purposes. For example, consider the Wiener process W;. The map ¢ — W, is not a
random number, but a random sample path. If we wanted to describe the law of this
random path by a probability density, the latter would be a function on the space of
continuous paths. But how can we then make sense of expressions such as eq. (1.0.1)?
What does it mean to integrate a function over the space of continuous paths, or to take
limits of such functions? Such questions have to be resolved before we can move on.

18
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1.1 Probability spaces and events

To build a probability model, we need at least three ingredients. We need to know:
e What are all the things that could possibly happen?
e What sensible yes-no questions can we ask about these things?
e For any such question, what is the probability that the answer is yes?

The first point on the agenda is formalized by specifying a set 2. Every element
w € £ symbolizes one possible fate of the model.

Example 1.1.1. A coin flip could be modelled by 2 = {heads, tails}, a roll of a single
dieby Q = {1,2,3,4,5,6}, aroll of two dice (or of the same die twice in a row!) by
Q={(1,1),(1,2),...,(1,6),(2,1),...,(6,6)}.

Example 1.1.2. The position of the particle in a fluid could be modelled by 2 = R3.

Example 1.1.3. The random motion of the particle in a fluid could be modelled using
Q = C([0, 0o[; R?), the space of R3-valued continuous functions of time [0, co|.

Once we have specified (2, any yes-no question is represented by the subset of {2
consisting of those w € () for which the answer is yes.

Example 1.1.4. Suppose we throw a die, so Q = {1,2,3,4,5,6}. The question did
we throw a three? is represented by the subset {3}, did we throw a three or a six? by
{3, 6}, did we throw an even number? by {2, 4,6}, etc. You get the picture.

We need to specify what yes-no questions make sense. We will collect all sensible
yes-no questions in a set F, i.e., F is a set of subsets of 2. Not every such F qualifies,
however. Suppose that A, B C (2 are sensible. Then A and B? and A or B? should
also be sensible questions to ask.! Convince yourself that A and B? is precisely the
question A N B, and A or B? is the question A U B. Similarly, if A C Qis a
sensible question, its complement not A? should also make sense; the latter is clearly
equivalent to A° = Q\ A. Finally, the deep question 2 (is anything true?) should
always be allowed. Except for a small addition, we have grasped the right concept.

Definition 1.1.5. A o-algebra F is a collection of subsets of €2 such that
1. If A, € F for countable n, then | J,, A,, € F.
2. If A € F, then A¢ € F.
3. Qe F.

An element A € F is called an (F-)measurable set or an event.

' A curiosity: in quantum mechanics, this is not true—this is a major difference between quantum
probability and classical probability. Now that you have read this footnote, be sure to forget it.
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The second and third condition are exactly as discussed above. In the first condi-
tion, we have allowed not only A or B?, but also A; or As or As or ...2, as long as
the number of questions A,, are countable. This is desirable: suppose, for example,
that 2 = N, and that {n} € F for any n € N (is it three? is it six? . ..); then it would
be a little strange if we could not answer the question {2n : n € N} (is it an even
number?). Note that the fact that F is closed under countable intersections (ands)
follows from the definition: after all, (), A, = (U,, A%)°.

Example 1.1.6. Let 2 be any set. Then the power set F = {A : A C Q} (the
collection of all subsets of 2) is a o-algebra.

We can make more interesting o-algebras as follows.

Definition 1.1.7. Let {A;} be a (not necessarily countable) collection of subsets of
Q. Then F = o{A;} denotes the smallest o-algebra that contains every set A;, and is
called the o-algebra generated by { A;}.

It is perhaps not entirely obvious that {A;} exists or is uniquely defined. But
note that the power set contains all A; C €2, so that there exists at least one o-algebra
that contains all A;. For uniqueness, note that if {;} is a (not necessarily countable)
collection of o-algebras, then (); F; is also a o-algebra (check this!) So o{A4;} is
uniquely defined as the intersection of all o-algebras that contain all A;.

Example 1.1.8. Let Q@ = {1,2,3,4,5,6}. Then the o-algebra generated by {1} and
{4}is o{{1},{4}} = {@, {1}, {4}, {1}, {4}, {1,4}, {1, 4}, Q}. Interpretation: if
I can answer the questions did we throw a one? and did we throw a four?, then I can
immediately answer all the questions in o{{1},{4}}. We think of o{{1},{4}} as
encoding the information contained in the observation of {1} and {4}.

This example demonstrates that even if our main o-algebra is large—in the ex-
ample of throwing a die, one would normally choose the o-algebra F of all sensible
questions to be the power set—it is natural to use subalgebras of F to specify what
(limited) information is actually available to us from making certain observations.
This idea is very important and will come back again and again.

Example 1.1.9. Let ) be a topological space. Then o{A C Q : A is an open set} is
called the Borel o-algebra on (2, denoted as 5(12).

When we work with continuous spaces, such as 2 = R or = C([0, co[; R?)
(with its natural topology of uniform convergence on compact sets), we will usually
choose the o-algebra F of sensible events to be the Borel o-algebra.

Remark 1.1.10. This brings up a point that has probably puzzled you a little. What
is all this fuss about “sensible” events (yes-no questions)? If we think of {2 as the
set of all possible fates of the system, then why should any event A C  fail to be
sensible? In particular, why not always choose F to be the power set? The answer
to this question might not be very satisfying. The fact of the matter is that, as was
learned the hard way, it is essentially impossible to build a consistent theory if F
contains too many sets. We will come back to this very briefly below and give a
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slightly more satisfying answer. This also provides an excuse for another potentially
puzzling aspect: why do we only allow countable unions in the definition of the o-
algebra, not uncountable unions? Note that if F had to be closed under uncountable
unions, and contained all individual points of ) (surely a desirable state of affairs),
then F would be the power set and we would be in trouble. If you are interested
in this sort of thing, you will find plenty written about this in the literature. We will
accept it as a fact of life, however, that the power set is too large; fortunately, the Borel
o-algebra is an extremely rich object and is more than sufficient for most purposes.

It remains to complete the final point on our agenda: we need to assign a proba-
bility to every event in F. Of course, this has to be done in a consistent way. If A
and B are two mutually exclusive events (A N B = o), then it must be the case that
the probability of A or B? is the sum of the individual probabilities. This leads to the
following definition, which should look very familiar.

Definition 1.1.11. A probability measure is a map P : F — [0, 1] such that
1. For countable {A,} s.t. A, N Ay, = @ forn # m, P(U,, An) =, P(4n).
2. P(@)=0, P(Q) =1.

The first property is known as countable additivity. It is fundamental to the inter-
pretation of the theory but also to its mathematical structure: this property will allow
us to take limits, and we will spend a lot of time taking limits in this course.

Definition 1.1.12. A probability space is a triple (2, F, P).
The simplest examples are the point mass and a finite probability space.

Example 1.1.13. Let €2 be any set and F be any o-algebra. Fix some & € €. Define
P as follows: P(A) = 1if & € A, and P(A) = 0 otherwise. Then P is a probability
measure, called the point mass on @w. Intuitively, this corresponds to the situation
where the fate w always happens (PP is a “deterministic”” measure).

Example 1.1.14. Let Q) be a finite set, and F be the power set of (2. Then any proba-
bility measure on €2 can be constructed as follows. First, specify for every pointw € 2
a probability P({w}) € [0, 1], such that 3~ _, P({w}) = 1. We can now extend this
map P to all of F by using the additivity property: after all, any subset of {2 is the dis-
joint union of a finite number of sets {w}, so we must have P(A4) = >, P({w}).

This example demonstrates a basic idea: in order to define PP, it is not necessary
to go through the effort of specifying P(A) for every element A € F; it is usually
enough to specify the measure on a much smaller class of sets G C F, and if G is
large enough there will exist only one measure that is consistent with the information
provided. For example, if € is finite, then G = {{w} : w € Q} is a suitable class.

When (2 is continuous, however, specifying the probability of each point {w} is
clearly not enough. Consider, for example, the uniform distribution on [0, 1]: the
probability of any isolated point {w} should surely be zero! Nonetheless a similar
idea holds also in this case, but we have to choose G a little more carefully. For the
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case when {2 = R and F = B(R), the Borel o-algebra on R, the appropriate result
is stated as the following theorem. The proof of this theorem is far beyond our scope,
though it is well worth the effort; see [Bil86, Theorem 12.4].

Theorem 1.1.15. Ler P be a probability measure on (R, B(R)). Then the function
F(z) = P(]—o0, 2]) is nondecreasing, right-continuous, and F(z) — 0asx — —o0,
F(z) — 1 as x — oo. Conversely, for any function F(x) with these properties, there
exists a unique probability measure P on (R, B(R)) such that F(z) = P(] — o0, z]).

You must have encountered the function F'(x) in your introductory probability
course: this is the cumulative distribution function (CDF) for the measure P on R.
Theorem 1.1.15 forms a link between introductory probability, which centers around
objects such as F'(z), and more advanced probability based on measure spaces.

In this course we will never need to construct probability measures directly on
more complicated spaces than R. As we will see, various techniques allow us to
construct more complicated probability spaces from simpler ones.

Example 1.1.16. The simple Gaussian probability space with mean ;1 € R and vari-
ance o > 0 is given by (Q, F,P) with @ = R, F = B(R), and P is constructed
through Theorem 1.1.15 using F'(z) = 3 + Lerf((z — p) /o V/2).

Remark 1.1.17. We can now say a little more about the discussion in remark 1.1.10.
Suppose we took §2 = R, say, and we took F to be the power set. What would go
wrong? It turns out that there do not exist any probability measures on the power set
of R such that P({x}) = 0 for all x € R. This is shown by Banach and Kuratowski
[BK29]; for more information, see [Dud02, Appendix C] or [Bir67, sec. XI.7]. This
means that if we wanted to work with the power set, the probability mass could at best
concentrate only on a countable number of points; but then we might as well choose
Q) to be the set of those points, and discard the rest of R. The proof of Banach and
Kuratowski assumes the continuum hypothesis, so might be open to some mathemat-
ical bickering; but at the end of the day it seems pretty clear that we are not going to
be able to do anything useful with the power set. For us, the case is now closed.

1.2 Some elementary properties

Now that our basic definitions are in place, we can start pushing them around. The
following results are extremely simple and extremely useful; they are direct conse-
quences of our definitions and some set manipulation gymnastics! If you have never
seen these before, take a piece of scratch paper and try to prove them yourself.

Lemma 1.2.1. Let (2, F,P) be a probability space.
1. Ac F=P(A°) =1-P(A).
2. ABe F, Ac B=P(A) <P(B).
3. {A,} C F countable = P(|J,, An) <>, P(Ap).
4. Ay C Ay C - € F=lim,_ P(4,) =P(U,, 4n).
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5. A1 D Ay D € F=lim, .o P(4,) = P(N),, 4n).

Proof.
. Q=AUA°and ANA° =2,501 =P(Q) =P(A) + P(A°).
2. B=AU(B\A)and AN (B\A) = @,s0 P(B) = P(A) + P(B\A) > P(A).

3. Assume without loss of generality that n € N ({A,} is a sequence). We construct sets
{Bn} that are disjoint, i.e., B, N By, = & for m # n, but such that | J, Ax = (J,, Bs:
choose B1 = A4, By = AQ\A], Bs = A3\(A1 U AQ), ... But note that By, C Ay, for
any k. Hence P(By) < P(Ay), and we obtain

P <ij Ak> =P <ij Bk) = ;P(Bk) < ;P(Ak).

4. Write B1 = A1, By, = Ak\Akfl, SO P(Bk) = P(Ak) — ]P)(Ak71). The By, are disjoint
and their union is the union of the Ay, so we obtain

P (ij Ak> =P (ij Bk> =P(A) + kZ_Q{]P’(Ak) ~P(Ax-1)} = lim P(Ay).
5. Use(),, An = (U,, A%)¢ and the previous result. d

The following simple corollary is worth emphasizing.

Corollary 1.2.2. Ler (Q, F,P) be a probab. space, and let { A,,} C F be countable.
1. If P(A,) = 0 for all n, then P(|J,, A,) = 0.
2. If P(Ayn) = 1 foralln, thenP(, An) = 1.

In words: if every event A,, has zero probability of happening, then with unit proba-
bility none of these events happen. If every event A,, happens with unit probability,
then the probability that all these events occur simultaneously is one.

Remark 1.2.3. This may seem a tautology, but it is nice to see that our intuition
is faithfully encoded in the mathematics. More importantly, however, note that the
statement is not true for uncountable families { A,, }. For example, under the uniform
distribution on [0, 1], any individual outcome {z} has zero probability of occuring.
However, the probability that one of these outcomes occurs is P([0, 1]) = 1!

Let us now introduce another useful concept. Suppose that {A,,} C F is a se-
quence of measurable sets. We would like to know: what is the set of points w € 2
which are an element of infinitely many of the A,,? Sometimes this set is denoted as
{w e Q:w e A, io.}, where io. stands for infinitely often. We will find that this
concept is very useful in proving convergence of a sequence of random variables.

Let us characterize this set. For some w € (, clearly w € A,, infinitely often if
and only if for any n, there is an N(n,w) > n such that w € Ay y o). Thatis,

we€ A, io. <— wEUAkVn = wEﬂUAk.

k>n n>1k>n
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The rightmost set is called lim sup Ay, in analogy with the limit superior of a sequence
of numbers. We have thus established:

{weQ:weAd,io}= ﬂ U Ay, = limsup Ay.

n>1k>n

This also proves measurability, i.e., {w € Q : w € A, i.0.} € F (why?). This was
not entirely obvious to begin with!

We can now prove various results for this set; for example, you should prove that
P(lim sup Ag) > lim sup P(Ag). The most useful result, however, is the following.

Lemma 1.2.4 (Borel-Cantelli). If > P(A,) < oo, then P(limsup A,) = 0.

Proof. Simply use lemma 1.2.1:

P(limsup A,) = P (ﬂ U Ak> = lim P (U Ak) < lim » P(A) =0,

n>1k>n k>n k>n

where we have used that | J,-,,, A is a nonincreasing sequence of sets. O

1.3 Random variables and expectation values

The next most important ingredient in probability theory is the random variable. If
(Q, F,P) describes all possible fates of the system as a whole and their probabilities,
then random variables describe concrete observations that we can make on the system.
That is, suppose that we have a measurement apparatus that returns an element in some
set S; for example, it could measure a real number (such as a measurement of distance
using a ruler), a point on the circle (measuring an angle), a point in a finite set, and
entire trajectory, ... The outcome of such a measurement is described by specifying
what value it takes for every possible fate of the system w € 2.

Definition 1.3.1. An (F-)measurable function is amap f : @ — S from (2, F) to
(S,S) such that f~1(A) = {w € Q: f(w) € A} € Fforevery A € S. If (Q, F,P)
is a probability space and (5, S) is a measurable space, then a measurable function
f: Q — Sis called an S-valued random variable. A real-valued random variable
(S =R, § = B(R)) is often just called a random variable.

The notion of measurability is fundamental to our interpretation of the theory.
Suppose we have a measurement apparatus that returns a real number; this is described
by a random variable X : 2 — R. At the very least, our model should be able to
answer the question: if we perform such a measurement, what is the probability of
observing a measurement outcome in some set A € B(R)? Clearly this probability is
precisely P(X ~1(A)); for this expression to make sense, X has to be measurable.

Remark 1.3.2 (Common notational conventions). We will often overload notation
in obvious but aesthetically pleasing ways. For example, the probability that the ran-
dom variable X : Q — S takes a value in A € S could be denoted by P(X € A);
technically, of course, we should write P({w € Q : X(w) € A}). Similarly we will
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encounter notation such as P(X > 0), P(|X,| > € i.0.), etc. Such notation is very
intuitive, but keep in mind that this is actually short-hand notation for well-defined
mathematical objects: the probabilities of certain events in F.

We will take another notational liberty. If we make some statement, for example,
if we claim that X € A (i.e., we claim to have proved that X € A) or that | X,,| > ¢
infinitely often, we generally mean that that statement is true with probability one,
e.g., P(X € A) =1orP(|X,,| > ei.0.) = 1. If we wanted to be precise, we would
say explicitly that the statement holds almost surely (abbreviated as a.s.). Though
sets of probability zero do not always play a negligible role (see section 2.4), we are
ultimately only interested in proving results with unit probability, so it is convenient
to interpret all intermediate statements as holding with probability one.

Now you might worry (as well you should!) that this sort of sloppiness could get
us in big trouble; but we claim that as long as we make only countably many almost
sure statements, we have nothing to worry about. You should revisit Corollary 1.2.2
at this point and convince yourself that this logic is air-tight.

It is not always entirely trivial to prove that a map is measurable. The following
simple facts are helpful and not difficult to prove; see, for example, [Wil91, Ch. 3].

Lemma 1.3.3. Let (2, F,P) be a probability space and (S, S) be a measurable space.
1. Ifh:Q— Sand f: S — S’ are measurable, then f o h is measurable.

2. If {hn} is a sequence of measurable functions h,, :  — S, then inf,, h,,
sup,, hn, liminf,, h,, and lim sup,, h,, are measurable.

3. If h1, ho : Q@ — R are measurable, then so are h1 + hy and hihs.

4. If Q is a topological space with its Borel o-algebra F = B(XQ), then any con-
tinuous function h : ) — R is measurable.

The following idea is very important:

Definition 1.3.4. Let 2 be a set and (.5, S) be a measurable space. Let {h;};c be a
(not necessarily countable) collection of maps h; : Q@ — S. Then o{h;} denotes the
smallest o-algebra on ) with respect to which every h; is measurable, and is called
the o-algebra generated by {h;}. Note that o{h;} = o{h; '(A): A€ S, i € I}.

One could use this as a method to generate a o-algebra on 2, if we did not have
one to begin with, starting from the given o-algebra S. However, usually this concept
is used in a different way. We start with a probability space (€2, F,P) and consider
some collection {X;} of random variables (which are already F-measurable). Then
o{X;} C F is the sub-o-algebra of F which contains precisely those yes-no ques-
tions that can be answered by measuring the X;. In this sense, 0{ X;} represents the
information that is obtained by measuring the random variables X;.

Example 1.3.5. Suppose we toss two coins, so we model 2 = {HH, HT,TH,TT},
F is the power set of €2, and we have some measure [P which is irrelevant for this
discussion. Suppose we only get to observe the outcome of the first coin flip, i.e., we
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see the random variable X (HH) = X(HT) = 1, X(TH) = X(TT) = 0. Then
o{X}={2,{HH,HT} {TH,TT},Q} C F contains only those yes-no questions
which can be answered from our knowledge of the outcome of the first coin flip (e.g.,
the event { H H, HT'} is did the first coin come up heads?).

The converse of this idea is equally important. Suppose that we are working on
(Q,F,P), and that G C F is some sub-c-algebra representing a limited amount of
information. We ask: when is the knowledge of the information in G sufficient to
determine the outcome of some random variable X ? It is easy to see that the answer to
every question we can ask about X can be determined from the available information
G if and only if X is G-measurable (why?) The following lemma, for a special case,
suggests how we could think intuitively about this idea.

Lemma 1.3.6. Ler (Q, F,P) be a probability space and let X1, ..., X, and X be
real-valued random variables. Suppose that X is 0{X1, ..., X, }-measurable. Then
there exists a measurable map f : R™ — R such that X = f(X1,...,Xy,).

Partial proof. Let us prove the result for the case where (2 is a finite set and F is the power set.
The general proof proceeds along the same lines, see [Bil86, Theorem 20.1].

When (2 is a finite set, X and X, ..., X,, can each only take a finite number of values; let
us write =, =Z; C R for the possible values of X and X, respectively. We can now consider
X. = (X1,...,Xn)asan E1 X - - - X E,-valued random variable, and we would like to prove
that X = f(X.) for some function f : 51 X -+ X E, — E.

As X iso{Xi,..., X, }-measurable, we have X ~'(z) € 0{X1,..., X, } forany = € =.
It is not difficult to convince yourself that 0{X1,..., X, } consists of the empty set & and
of all sets X, *(A) with A C Z;1 x --- X Z,,. Hence for every z, there is an A, such that
X '(z) = X;'(A,), and we have A, N Ay = @ forz # yand |, A = E1 X -+ X Ep,.
We can now define the function f uniquely by setting f(§) = z forall £ € A,. O

We will not need this lemma in the rest of this course; it is included here to help
you form an intuition about measurability and generated o-algebras. The point is
that if { X} is a collection of random variables and X is o{X}-measurable, then
you should think of X as being a function of the X;. It is possible to prove analogs
of lemma 1.3.6 for most situations of interest (even when the collection {X;} is not
finite), if one so desires, but there is rarely a need to do so.

The rest of this section is devoted to the concept of expectation. For a random
variable that takes a finite number of values, you know very well what this means: it
is the sum of the values of the random variable weighted by their probabilities.

Definition 1.3.7. Let (2, F,P) be a probability space. A simple random variable
X : Q — R is a random variable that takes only a finite number of values, i.e.,
X () ={x1,...,x,}. Its expectation is defined as E(X) = >"}'_, xx P(X = xy,).

Remark 1.3.8. Sometimes we will be interested in multiple probability measures on
the same o-algebra F (P and Q, say). The notation E(X) can then be confusing: do
we mean »_, x; P(X = xy) or >, 1 Q(X = x1)? Whenever necessary, we will
denote the former by Ep and the latter by Eq to avoid confusion. Usually, however, we
will be working on some fixed probability space and there will be only one measure
of interest IP; in that case, it is customary to write E(X) to lighten the notation.
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We want to extend this definition to general random variables. The simplest ex-
tension is to the case where X does not take a finite number of values, but rather a
countable number of values. This appears completely trivial, but there is an issue here
of the elementary calculus type: suppose that X takes the values {x } xen and we de-
fine E(X) = > po; 2 P(X = ;). It is not obvious that this sum is well behaved: if
zy, is an alternating sequence, it could well be that the series Y, _, zx P(X = zy) is
not absolutely convergent and the expectation would thus depend on the order of sum-
mation! Clearly that sort of thing should not be allowed. To circumvent this problem
we introduce the following definition, which holds generally.

Definition 1.3.9. Let us define X+ = max(X,0) and X~ = —min(X,0), so that
X = XT — X~. The expectation E(X) is defined only if either E(X ) < oo or
E(X ™) < oo. If this is the case, then by definition E(X) = E(X ™) — E(X ).

As such, we should concentrate on defining E(X ) for nonnegative X. We have
got this down for simple random variables and for random variables with countable
values; what about the general case? The idea here is very simple. For any nonnega-
tive random variable X, we can find a sequence X,, of simple random variables that
converges to X; actually, it is most convenient to choose X, to be a nondecreasing
sequence X,, /" X so that E(X,,) is guaranteed to have a limit (why?).

Definition 1.3.10. Let X by any nonnegative random variable. Then we define the
expectation E(X) = lim,,_,~ E(X,,), where X,, is any nondecreasing sequence of
simple random variables that converges to X .

It remains to prove (a) that we can find such a sequence X,; and (b) that any
such sequence gives rise to the same value for E(X). Once these little details are
established, we will be convinced that the definition of E(X') makes sense. If you are
already convinced, read the following remark and then skip to the next section.

Remark 1.3.11. The idea of approximating a function by a piecewise constant func-
tion, then taking limits should look very familiar—remember the Riemann integral?
In fact, the expectation which we have constructed really is a type of integral, the
Lebesgue integral with respect to the measure P. It can be denoted in various ways:

E(X) = / X (w) P(dw) = / X dP.

Unlike the Riemann integral we can use the Lebesgue integral to integrate functions
on very strange spaces: for example, as mentioned at the beginning of the chapter,
we can integrate functions on the space of continuous paths—provided that we can
construct a suitable measure [P on this space.

When Q = R?, F = B(R?) and with a suitable choice of measure y (instead of
P), the Lebesgue integral can actually serve as a generalization of the Riemann inte-
gral (it is a generalization because the Riemann integral can only integrate continuous
functions, whereas the Lebesgue integral can integrate measurable functions). The
Lebesgue measure 11, however, is not a probability measure: it satisfies all the condi-
tions of Definition 1.1.11 except () = 1 (as u(R%) = 0o). This does not change
much, except that we can obviously not interpret x probabilistically.



1.4. Properties of the expectation and inequalities 28

Let us tie up the loose ends in our definition of the expectation.

Lemma 1.3.12. Let X be a nonnegative random variable. Then there exists a nonde-
creasing sequence of simple random variables X, such that X,, /" X.

Proof. Define X,, as

0 if X(w) =0,
Xn(w)=<¢ (k—1)27" if(k—1)2"" < X(w) <k2™", k=1,...,n2",
n if X(w) > n.
(Why is X, measurable?) Clearly X,, / X, and we are done. O

Lemma 1.3.13. Let X > 0, and let { X, } and {X,,} be two sequences of simple ran-
domvariables s.t. X,, /* X and X,, /" X. Thenlim,,_. .. E(X,,) = lim,,_, E(X,,).

Proof. 1t suffices to prove that E(X:) < limy—oo E(X,,) for any k. After all, this implies
that limg— 0o B(Xj) < lim,—oo B(X,), and inequality in the reverse direction follows by
reversing the roles of X,, and X,,. To proceed, note that as X, is simple, it takes a finite

number of values 1, ...,z on the sets A; = X, (). Define

B ={we Ai: Xpn(w) >z —c}.
Note that X, (w) /* X (w) and Xi(w) < X(w),so B C B C -+ and U, B = A..
By lemma 1.2.1, we have P(B;*) /" P(A;). But it is not difficult to see that

e
E(Xn) > (zi—e)P(BY) = lim E(X,) > E(X)) —e.

‘ n—oo
i=1

As this holds for any € > 0, the statement follows. a

1.4 Properties of the expectation and inequalities

Having defined the expectation, let us first investigate some of its simplest properties.
Most of these are trivial for simple random variables and will be well known to you;
but can you prove them in the general case?

Lemma 1.4.1. Let (Q, F,P) be a probability space, X, Y be random variables whose
expectations are assumed to be defined, and o, 3 € R are constants.

1. If X =Y as., then E(X) = E(Y).

IfX <Y as., then E(X) <E(Y).

E(aX 4+ 8Y) = oE(X) + BE(Y) provided the right hand side is not co — co.
[E(X)] < E(1X]).

IfE(X) is finite, then X is finite a.s.

S

IfX >0as and E(X) =0, then X =0 a.s.
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Proof. The main idea is to prove that these results are true for simple random variables (this is
easily verified), then take appropriate limits.

1. Firstassume X,Y > 0. Apply lemma 1.3.12 to X, Y’; this gives two sequences X, Yy,
of simple functions with X,, / X, Y, /Y,and X,, =Y, as. for all n (why?). It is
immediate that E(X,) = E(Y;) for all n, so the result follows by letting n — co. Now
drop the assumption X,Y > 0 by considering separately X *,Y " and X, Y .

Same idea.
Same idea.
Use —|f| < f <|f| and that X <Y implies E(X) < E(Y).

Suppose X is not finite a.s.; then on some set A € F with P(A) > 0 we have X = oo
or —oo (we can not have both, as then E(X) would not be defined). It follows from the
definition of the expectation that E(X ) = oo or E(X ™) = oo, respectively (why?).

wok wen

6. Suppose that P(X > 0) > 0. We claim that there isae > 0s.t. P(X > ¢) > 0.
Indeed, the sets A. = {w € Q : X(w) > e} increase in size with decreasing ¢, so
P(A:) /" P(Ag) = P(X > 0) > 0 (remember lemma 1.2.1?), and thus there must
exist a positive € with P(A.) > 0. But then E(X) > E(ela.) = eP(A:) > 0 (here
I4(w) =1ifw € A, 0 otherwise) which contradicts the assumption. |

Next, let us treat two elementary inequalities: Chebyshev’s inequality (often called
Markov’s inequality) and Jensen’s inequality. These inequalities are extremely useful:
do not leave home without them! In the following, we will often use the notation

1 ifwe A,
Ta(w) = { 0 otherwise, AeF.

The function [ 4 is called the indicator or characteristic function on A.
Proposition 1.4.2. Let (Q, F,P) be a probability space and X be a random variable.
1. (Chebyshev/Markov) For any o > 0, we have

B(IX| 2 @) < X,

2. (Jensen) Let g(x) be a real-valued convex function (such a function is always

measurable) and let E(X) be finite. Then E(g(X)) > g(E(X)).

Proof. To prove Chebyshev’s inequality, let us define A = {w € Q : | X(w)| > a}. Clearly
| X (w)] > ala(w),so E(|X|) > aE(14) = aP(A).

For Jensen’s inequality, note that g(x) is continuous (by convexity), so it is measurable.
As g is convex, there is a line f(x) = ax + b such that f(E(X)) = g(BE(X))and f < g
everywhere. Thus g(E(X)) = f(E(X)) = E(f(X)) < E(g(X)). O

Chebyshev’s inequality allows us to bound the fail of a random variable: it says
that if the expectation of a nonnegative random variable X is finite, then X will rarely
take very large values. Though the bound is quite crude (in specific situations much
tighter bounds on the tails are possible), it is often very effective. Jensen’s inequality
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is quite fundamental; it says, for example, something that you know very well: the
variance var(X ) = E(X?) — E(X)? is always nonnegative (as 22 is convex).

Recall that the expectation of X is defined when E(X 1) < co or E(X ™) < oo.
The most useful case, however, is when both these quantities are finite: i.e., when
E(|X]) = E(XT) + E(X ) < oo. In this case, X is said to be integrable. It is not
necessarily true, e.g., that an integrable random variable has a finite variance; we need
to require a little more for this. In fact, there is a hierarchy of regularity conditions.

Definition 1.4.3. For a random variable X and p > 1, let | X||, = (E(|X[?))'/?.
A random variable with || X||; < oo is called integrable, with || X |2 < oo square
integrable. A random variable is called bounded if there exists K € R such that
| X| < K a.s.; the quantity || X|| o is by definition the smallest such K.

Remark 1.4.4. Almost all the material which we have discussed until this point has
had direct intuitive content, and it is important to understand the intuition and ideas be-
hind these concepts. Integrability conditions are a little less easy to visualize; though
they usually have significant implications in the theory (many theorems only hold
when the random variables involved satisfy || X ||, < oo for some sufficiently large p),
they certainly belong more to the technical side of things. Such matters are unavoid-
able and, if you are a fan of analysis, can be interesting to deal with in themselves (or
a pain in the butt, if you will). As we progress through this course, try to make a dis-
tinction for yourself between the conceptual challenges and the technical challenges
that we will face (though sometimes these will turn out to be intertwined!)

The spaces LP = LP(Q, F,P) = {X : Q@ - R; || X|, < oo} play a fundamental
role in functional analysis; on £L?, || - ||, is almost a norm (it is not a norm, because
| X, = O implies that X = 0 a.s., not X (w) = 0 for all w) and L is almost a
Banach space; similarly, £2 is almost a Hilbert space. Functional analytic arguments
would give an extra dimension to several of the topics in this course, but as they are
not prerequisite for the course we will leave these ideas for you to learn on your own
(if you do not already know them). Excellent references are [RS80] and [LLO1]. Here
we will content ourselves by stating the most elementary results.

Proposition 1.4.5. Define LP as the space of random variables X with | X ||, < oc.
1. LPislinear: ifa € Rand X,Y € LP, then X +Y € LP and aX € LP.
22IfX eLPandl < q<p, then || X|q < || X||p (so LP C L)

3. (Holder’s inequality) Let p~' + ¢! = 1. If X € LP and Y € L9, then
[E(XY)| < [ X[pl[Y]lq (s0 XY € L),

4. (Minkowski’s inequality) If X, Y € L?, then || X + Y ||, < || X, + [|Y |-
Proof.
1. Linearity follows immediately from |z + y|? < (2]z| V |y|)? < 2P(|a|? + [b|?).

2. We would like to prove E(|X|?) = || X5 > || X||? = E(|X|?)?/9. But this follows
directly from convexity of zP/9 on [0, oo[ and Jensen’s inequality.
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3. We can restrict ourselves to the case where X and Y are nonnegative and || X ||, > 0
(why?) Forany A € F, define Q(A) = E(J4X?)/E(X?). Then Q is also a probability
measure on JF (this idea is fundamental, and we will come back to it later on). Define
Z(w) = Y (w)/X (w)?~! wherever X (w) > 0, and Z(w) = 0 otherwise. But then

E(XY) = E(X?) Eqg(Z) < E(X") (Eq(2"))"/" =
(X)) 0 (B (150 Y I X/ X4 DE=D)) 10—
Xy (B Tpaxrs0n) M < (XY o

where we have used that p~! + ¢! = 1 implies (¢ — 1)(p — 1) = 1.

4. Letq ' =1—p . Weclaim that | X + Y|?~' € £% To see this, note that we can
write | X + Y|9P~1) = | X 4+ Y|P which is integrable by the linearity of £P. Hence

E(IX +Y") SE(X[IX +Y" ) +E(Y[IX +Y]") <
UX Tl + 1Y 1) X + Y7 g = (X[l + 1Y 1) E(X + Y 7)1,

using Holder’s inequality, from which the result follows. O

1.5 Limits of random variables

Suppose we have a sequence of random variables X,,. We often want to study limits
of such random variables: the sequence X,, converges to some random variable X.
We already encountered one such limit in the definition of the expectation, where we
meant X,, — X in the sense that X, (w) — X (w) for every w € €. This is not the
only way to take limits, however; in fact, there is quite a number of limit concepts
for random variables, each of which with its own special properties. At first this may
seem like a pure technicality, but the conceptual differences between these limits are
very important. We will see, for example, that the selection of the appropriate type of
limit is crucial if we wish to define a meaningful stochastic integral (chapter 4). This
section introduces the most important concepts which we will need further on.

Definition 1.5.1. Let X be a random variable and {X,,} be a sequence of random
variables on the probability space (2, F,P).

1. X, > X as if P{w € Q: X,,(w) — X(w)}) = 1 (why is this event in F?).
2. X,, — X in probability if P(| X,, — X| > €) — 0 asn — oo for every € > 0.
3. X, = X in LPif || X, — X||, — Oasn — oo.
4

. X, — X in law (or in distribution, or weakly) if E(f(X,,)) — E(f(X)) for
every bounded continuous function f.

Take a moment to think about these definitions. All of them seem like reasonable
ways to characterize the limit of a sequence of random variables—right? Nonetheless
all these limit concepts are inequivalent! To give you some feeling for how these
concepts work, we will do two things. First, and most importantly, we will prove
which type of limit implies which other. Next, we will give illustrative examples of
sequences { X, } that converge in one sense, but not in another.
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Figure 1.1. The sequence { X, } of example 1.5.3. Shown is the path n — X, (w) withw = a1
(blue) and w = a2 (red) forn = 1, ..., 10. Both paths occur with equal probability.

Proposition 1.5.2. Let X be a random variable and { X,,} be a sequence of random
variables on the probability space (2, F,P). The following implications hold:

1. X,, - Xas. = X, — X inprobability.

2. X, - XinlP = X, — X inprobability.
3. Xp—=>Xinll = X,—XinLll(q<p)
4. X,, — X in probability — X,, — X inlaw.

Proof.

1. If X;, — X a.s. then with unit probability, there is for any £ > 0 an N(w, €) such that
| Xn(w) — X(w)| < eforalln > N(w,e). Hence with unit probability, | X, — X| > ¢
only happens for finitely many n, so P(|X,, — X| > € i.0.) = 0. It remains to note that
P(lim sup A,) > lim sup P(A») (prove this!), so we obtain convergence in probability
limsupP(| X, — X| >¢) <P(|X,, — X| >¢eio0.)=0.

2. Note that P(|X,, — X| > ¢) = P(|X;, — X|? > €P). Now use Chebyshev.
3. Use | X — Xy < 11X — Xp.

4. fisbounded, i.e., |f(z)| < K/2 for some K < oo, and continuous, i.e., for any £ > 0
there is a § > O such that | f(x) — f(y)| > e implies |x — y| > J. Note that

[E(f(Xn) = £(X)] SE(f(Xn) = f(X)]) =
E((r(xn) -5 T L px) -0 1<) [F(Xn) = F(X)).

Now E(I)r(x,)— r(x)|<e| f(Xn) — f(X)]) < €, while by boundedness of f we obtain
B(1(x)- 015l F(Xn) = F(X)]) < KE( 4(x,) - (x)1><)- Thus

[E(f(Xn) = F(XD] < e+ KP(|f(Xn) = f(X)]| > ) e+ KP(| X5 — X[ >9)

where we have used continuity of f. The rightmost term converges to zero as X,, — X
in probability, so we find that lim sup [E(f(X,) — f(X))| < . But this holds for any
e > 0, so evidently E(f(X,)) — E(f(X)) and we are done. |

These are the only implications that hold in general. Though this proposition is
very useful in practice, you will perhaps get the most intuition about these modes of
convergence by thinking about the following counterexamples.



1.5. Limits of random variables 33
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Figure 1.2. The random variables X1, X2, X4, Xg of example 1.5.4. The horizontal axis
represents 2 = [0, 1], the vertical axis the value of X, (w). Note that the probability that X, is
nonzero shrinks to zero, but the value of X,, when it is nonzero becomes increasingly large.

Example 1.5.3 (Convergence in law but not in probability). It is easy to find coun-
terexamples for this case; here is one of the simplest. Let Q@ = {a1, a2}, F is the
power set, and PP is the uniform measure (P({a1}) = 1/2). Define the random vari-
able X(a1) = 1, X(a2) = —1, and consider the sequence X,, = (—1)"X. Ob-
viously this sequence can never converge in probability, a.s., or in £LP. However,
E(f(X,)) = E(f(X)) for any f, so X,, — X inlaw (and also X,, — —X in law!)
Evidently this type of convergence has essentially no implication for the behavior of
the random process X,,; certainly it does not look anything like convergence if we
look at the paths n — X, (w) for fixed w! (See figure 1.1). On the other hand, this is
precisely the notion of convergence used in the central limit theorem.

The following three examples use the following probability space: = [0, 1],
F = B([0,1]), and IP is the uniform measure on [0, 1] (under which P([a, b]) = b— a).

Example 1.5.4 (Convergence a.s. but not in £?). Consider the sequence of random
variables X, (w) = n [j,1/n)(w) (With w € © = [0,1]). Then X,, — 0 a.s.: for any
w, it is easy to see that I)g,1/,)(w) = 0 for n sufficiently large. However, || X, ||; =
nE(fo,1/n)) = 1 for every n, so X,, /4 0 in L'. As convergence in £P implies
convergence in L' (for p > 1), we see that X,, does not converge in £P. What is
going on? Even though P(X,, # 0) shrinks to zero as n — oo, the value of X, on
those rare occasions that X,, # 0 grows so fast with n that we do not have convergence
in LP, see figure 1.2 (compare with the intuition: a random variable that is zero with
very high probability can still have a very large mean, if the outliers are sufficiently
large). Note that as X,, converges a.s., it also converges in probability, so this example
also shows that convergence in probability does not imply convergence in LP.

Example 1.5.5 (Convergence in £? but not in £?). Let X,,(w) = n!/? Iy 1 /) (w).
You can easily verify that X,, — 0in L9 for all ¢ < p, but not for ¢ > p. Intuitively,
X, — X in £? guarantees that the outliers of | X,, — X| do not grow “too fast.”

Example 1.5.6 (Convergence in £? but not a.s.). This example is illustrated in figure
1.3; you might want to take a look at it first. Define X, as follows. Write n as a binary
number, i.e., n = Zfio n;2" where n; € {0, 1}. Let k be the largest integer such that
ny, = 1. Then we set X,,(w) = j(n_ok)2-+ (n—2t41)2-+) (w). Itis not difficult to see
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Figure 1.3. The random variables X,,, n = 1,...,14 of example 1.5.6. The horizontal axis
represents 2 = [0, 1], the vertical axis the value of X, (w). Note that the probability that X, is
nonzero shrinks to zero, but limsup,, , . Xn(w) = 1 for any w > 0.

that X,, — 0 in £ for any p: indeed, E(|X,,|P) = E(X,,) = 27% — 0asn — oo.
However X,,(w) # 0 for any w > 0; after all, for any n there is an N(w) > n such
that X () (w) = 1; hence X, (w) = 1 infinitely often for every w > 0, and we
most certainly do not have a.s. convergence. The occurence of X,,(w) = 1 becomes
increasingly rare, however, when n is large, so that nonetheless the probability that
X, > 0 goes to zero (and as outliers are not an issue, the same holds in LP).

Before you move on, take some time to make sure you understand the
various notions of convergence, their properties and their relations.

If you take a piece of paper, write on it all the modes of convergence which we
have discussed, and draw arrows in both directions between each pair of convergence
concepts, you will find that every one of these arrows is either implied by proposition
1.5.2 or ruled out, in general, by one of our counterexamples. However, if we impose
some additional conditions then we can often still obtain some of the opposite impli-
cations (needless to say, our examples above will have to violate these conditions).
An important related question is the following: if X,, — X in a certain sense, when
does this imply that E(X,,) — E(X)? The remainder of this section provides some
answers to these questions. We will not strive for generality, but concentrate on the
most widely used results (which we will have ample occasion to use).

Let us first tackle the question: when does convergence in probability imply a.s.
convergence? To get some intuition, we revisit example 1.5.6.

Example 1.5.7. The following is a generalization of example 1.5.6. We construct a
sequence of {0, 1}-valued random variables X, such that P(X,, > 0) = ¢(n), where
£(n) is arbitrary (except that it is [0, 1]-valued). Set Xi(w) = Ijg ¢1y](w), then set
Xo(w) = De(1),e01)+£(2)) mod [0,1] (w), etc., so that each X, is the indicator on the
interval of length ¢(n) immediately adjacent to the right of the interval corresponding
to X,,_1, and we wrap around from 1 to O if necessary. Obviously X,, — 0 in
probability iff £(n) — 0 as n — oo. We now ask: when does X,, — 0 a.s.? If this is
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not the case, then X,, must revisit every section of the interval [0, 1] infinitely many
times; this means that the total “distance” travelled must be infinite ) ¢(n) = oo.
On the other hand, if ), ¢(n) < oo, then eventually the right endpoint of the interval
corresponding to X,, has to accumulate at some z* € [0, 1], so that X,, — 0 a.s.

This example suggests that X,, — X in probability would imply X,, — X a.s.
if only the convergence in probability happens “fast enough”. This is generally true,
and gives a nice application of the Borel-Cantelli lemma.

Lemma 1.5.8. Ler X,,, X be random variables on a probability space (Q, F,P) s.t.
X,, — X inprobab. If 3, P(| X, — X| > ¢€) < oo forany e > 0, then X,, — X a.s.

Proof. By the Borel-Cantelli lemma P(| X, — X| > e i.0.) = 0 for any € > 0. Thus
P (for any k € N, | X, — X| > % for a finite number of n only) =1 (why?).

Now use the usual calculus definition of convergence of a sequence X, (w). a
The following corollary will sometimes be useful.

Corollary 1.5.9. Suppose that X,, — X in probability as n — oo. Then there exists
a subsequence n(k) /* 0o such that Xny) — X as.ask — oo.

Proof. AsP(|X, — X| >¢€) — Ofore > 0, there is for any £ > 0 and 6 > 0 an N such that
P(| X, — X| > ¢) < dforall n > N. Choose n(1) such that P(|X,,1) — X| > 1/2) < 1/2;
now let n(k) be such that P(| X, ) — X| > 27%) < 2 ¥ and n(k) > n(k—1). Then evidently
the sequence X, i) satisfies the condition of the previous result. O

Our remaining goal is to find conditions under which convergence in probability
implies convergence in £P. Before we can make progress in this direction, we need
to introduce two fundamental results about convergence of expectations which are by
themselves extremely useful and widely used.

Theorem 1.5.10 (Monotone convergence). Let { X,,} be a sequence of random vari-
ables such that 0 < X; < Xy < ...a.s. Then E(X,,) / E(lim,— o X;,).

For sequences X, of simple functions the theorem is trivial: this is just the defini-
tion of the expectation! It only remains to extend the statement to general sequences.
Note that the theorem holds even if E(lim,,,o, X,) = oco.

Proof. We can assume that { X, (w)} is nondecreasing for all w € 2 by setting X, (w) = 0 for
those w where this is not the case; this will not change the expectations (and hence the statement
of the theorem), as by assumption the set of these w has zero probability.

For every X, let { X*} < be the approximating sequence of simple functions as in lemma
1.3.12, and let { X*} be the approximating sequence for X = lim, .. X, (the latter exists by
monotonicity of X,,, though it may take the value oo). By construction X* " X,,, X* ~ X
as k — o0, and you can verify directly that X*  X* as n — oco. By the definition of the
expectation limy_, oo limy, 0o B(XF) = E(X). But X* < X,, (as X} is nondecreasing), so
E(X) < limE(X). On the other hand X,, < X, so limE(X,) < E(X). |
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Lemma 1.5.11 (Fatou’s lemma). Let { X} be a sequence of a.s. nonnegative ran-
dom variables. Then E(liminf X)) < liminf E(X,,). In there exists a Y such that
Xn <Y as. forallnand E(Y) < oo, then E(limsup X,,) > limsup E(X,,).

This should really be a theorem, but as it is called “Fatou’s lemma” we will con-
form. The second half of the result is sometimes called the “reverse Fatou’s lemma”.

Proof. Define Z,, = infy>n Xk, so liminf, X, = lim,, Z,. Note that Z, is nondecreasing,
so by monotone convergence E(lim inf, X,) = lim, E(Z,). But E(Z,) < infi>, E(Xk)
(why?), so E(liminf, X,,) < lim inf,, E(X,). The second half of the result follows by apply-
ing the first half to the sequence X, =Y — X,,. O

We can now proceed to find a useful condition when convergence in probability
implies convergence in £P. What sort of condition can we expect? Recall that intu-
itively, a sequence X,, — X in probability should converge in L? if the outliers of
| X, — X| do not grow too fast. A good way to control the outliers is to impose suitable
boundedness conditions on | X,, — X|, which is precisely what we will do.

Theorem 1.5.12 (Dominated convergence). Let X,, — X in probability, and sup-
pose there exists a nonnegative Y € LP, with p > 1, such that | X,,| <Y a.s. for all
n. Then X and X,, are in LP for all n, X,, — X in LP, and E(X,,) — E(X).

Proof. We begin by proving the theorem assuming that X,, — X a.s. At the end of the day,
we will weaken this to convergence in probability.

First, note that | X,| < Y implies that E(|X,|?) < E(Y?) < oo, so X, € LP for
all n. As X,, — X as., |[X| < Y as well, so X € LP. Next, note that | X, — X|? <
(|Xn| + |X])? < (2Y)P, and the latter is integrable by assumption. Hence by Fatou’s lemma
limsup E(| X, — X|?) < E(limsup | X, — X|?) = 0, so X,, — X in LP. But convergence
in £P (p > 1) implies convergence in £, so that |[E(X,,) — E(X)| < E(| X, — X|) — 0.

Now suppose that X,, — X in probability (rather than a.s.), but || X;, — X||, does not
converge to zero. Then there is a subsequence n(k) ,” oo such that || X, k) — X|lp — €
for some € > 0. But clearly X,,(xy — X in probability, so by corollary 1.5.9 there exists a
further subsequence n’(k) such that X,,/(xy — X a.s. But then by the a.s. version of dominated
convergence || X,/ (k) — X||p — 0as k — oo, which contradicts || X,/ ) — X||, — €. O

A special case of the dominated convergence theorem is used particularly often:
if the sequence {X,,} is uniformly bounded, i.e., there is some K < oo such that
|X,| < K as. for all n, then X,, — X in probability (or a.s.) gives E(X,,) — E(X).

Let us finally discuss one convergence result of a somewhat different nature. Note
that all the convergence theorems above assume that we already know that our se-
quence converges to a particular random variable X,, — X they only allow us to
convert between one mode of convergence and another. However, we are often just
given a sequence X,,, and we still need to establish that X,, converges to something.
The following method allows us to establish that a sequence X, has a limit, without
having to know in advance what that limit is. We will encounter another way to show
that a sequence converges in the next chapter (the martingale convergence theorem).

Definition 1.5.13. A sequence {X,,} of random variables in £LP, p > 1 is called a
Cauchy sequence (in LP) if sup,, > [| Xm — Xnllp — 0as N — oc.
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Proposition 1.5.14 (Completeness of LP). Let X, be a Cauchy sequence in LP. Then
there exists a random variable X o, € LP such that X,, — X in LP.

Remark 1.5.15. As you know from your calculus course, R™ also has the property
that any Cauchy sequence converges: if sup,, ,,>  [m — ¥n| — 0as N — oo for a
sequence {x, } C R™, then there is an z, € R™ such that x,, — Zoo. In fact, many
(but not all) metric spaces have this property, so it is not shocking that it is true also
for LP. A metric space in which every Cauchy sequence converges is called complete.

Proof of proposition 1.5.14. We need to do two things: first, we need to identify a candidate
X . Once we have constructed such an X, we need to show that X,, — X, in LP.

Let M(N) /* oo be a subsequence such that sup,., ,,>ar(n) [[Xn — Xin|lp < 27 for all
N.As ||{l1 < ||-Il» (recall that we assume p > 1), this implies Sup,y, ,, > ar(ny B(|Xn—Xom|) <
27" and in particular E(| Xarv+1) — Xmnyl) < 27N Hence

E (Z | X 0t (ns1) — XM(n)|> = ZE (I X (nt1) — Xaramy]) < 00,

n=1 n=1

where we have used the monotone convergence theorem to exchange the summation and the ex-
pectation. But then the series Xas(n) = Xar1) + D r o (Xark) — Xar(e—1)) is a.s. absolutely
convergent, $0 X 57(n) converges a.s. to some random variable X . Moreover,

E(Xu() — Xool?) = E (liminf | Xasqey — Xal”) < lim inf E(|Xargey — Xal?) <27

using Fatou’s lemma, so we conclude that X ;(z) — X in L7, and in particular X € L7
itself (the latter follows as evidently X ys(x)y — Xoo € L7, Xps(x) € LP by assumption, and L?
is linear, s0 Xoo = Xprr) — (Xar(r) — Xoo) € LP).

It remains to show that X,, — X in £? (i.e., not necessarily for the subsequence M (n)).
To this end, note that || X, — Xeo|lp < || X0 — Xnr(n)llp + | X ar(n) — Xoo||ps that the second
term converges to zero we have already seen, while that the first term converges to zero follows
directly from the fact that X, is a Cauchy sequence. Thus we are done. O

1.6 Induced measures, independence, and absolute continuity

We have seen that the construction of a useful probability space is not a trivial task.
It was, perhaps surprisingly, not straightforward to define a o-algebra that is suffi-
ciently small to be useful; and constructing a suitable probability measure on such a
o-algebra is something we swept under the carpet even in one of the simplest cases
(theorem 1.1.15). Fortunately we will not need to appeal to the precise details of these
constructions; once a probability space has been constructed, it is fairly easy to use.

Up to this point, however, we have not constructed any probability space that
is more complicated than {2 = R. The theme of this section is: given an existing
probability space (€2, F,P), how can we transform this space into a different (and
potentially more complicated or interesting) probability space? The techniques of this
section will be sufficient to last us throughout this course.
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Induced measures and laws

Let (2, F,P) be a probability space, and let (.S, S) be another space with a suitable o-
algebra S. We want to construct a probability measure x4 on S, but we do not wish to
go about this from scratch (having gone through all the trouble to construct P already!)
Fortunately there is an easy way to “inherit”  from P.

Definition 1.6.1. If & : 2 — S is measurable, then the map 1 : S — [0, 1] defined by
u(A) = P(h=1(A)) is a probability measure (why?), called the induced measure.

If we interpret the map h as an S-valued random variable, then the induced mea-
sure pp, on S is called the law of h or the distribution of h. This familiar concept is
often used to characterize random variables, for example, a (scalar) Gaussian random
variable is a random variable X whose law p x is a Gaussian measure on (R, B(R))
(in the sense of example 1.1.16). Given the law of X, the probability of observing
X € A (for any A € S) can always be calculated as px (A).

Independence and product spaces

Let us begin by recalling the basic notions of independence. This should already be
very familiar to you, certainly on an intuitive level.

Definition 1.6.2. Let (2, F,P) be a probability space.

1. A countable set of events { A, },e; C F are independent if
P(Ap, N Ap, NN Ay,) = P(Ag, ) P(Ak,) -+ P(Ag,),
for all finite (n < oo) subsets {k1,. .., ky} of the index set I.

2. A countable set {G,, }ner of o-algebras G,, C F are independent if any finite
set of events Ay, ..., A, from distinct G are independent.

3. A countable set { X, } . of random variables are independent if the o-algebras
generated by these random variables X,, = o(X,,) are independent.

Example 1.6.3. We throw two dice. Thus = {(1,1),(1,2),...,(6,6)}, F is the
power set and P({(7,7)}) = 1/36 for all (i,5) € Q. Define the random variables
X1((4,7)) = i and X2((i,7)) = j, corresponding to the outcome of the first and
second die, respectively. Then P(X; € Aand X» € B) = E(J4(X1)Ip(X2)) =
o UG NI Ip() = S#A x 1B = P(X, € A)P(X; € B) for any
sets A, B C {1,...,6}. But o(X;) consists of @ and all sets of the form X, *(A),
and similarly for o(X5). Hence X; and X are independent.

Example 1.6.4. The last example suggests a way to construct probability spaces
that carry independent events. Suppose we start with two discrete probability spaces
(Q1, F1,P1) and (Qg, Fo,P3), where F; and F; are the power sets. Now consider
the space (Q, F,P) where Q = Q1 X Qy = {(w1,wa) : w1 € Y, we € N}, F
is the power set, and P({(w1,w2)}) = P1({w1}) P2({w=}). The individual proba-
bility spaces are naturally embedded in (2, F,P): if we define the projection maps
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p1 ¢ (wi,w2) = wp and py : (wi,ws) — wo, then P(p;*(A)) = Py(A) and
P(p, '(B)) = Py(B) forany A € Fi, B € Fa. You can now easily repeat the
previous example to conclude that pl_l (F1) and pg !(Fy) are independent under P.

We have just shown off the notion of a product space. A very similar idea holds
in the general case, except that there will be some unpleasantness in proving that the
product measure P = P; x P, is well defined (actually this is quite straightforward;
see, e.g., [Wil91, chapter 8] or [Bil86, sec. 18]). Let us just state the facts.

Definition 1.6.5. Given two measurable spaces ({21, F1) and (22, F2), we define the
product space Q1 X Qo = {(w1,w2) : w1 € Q1, wa € Qo}. The product o-algebra
on 1 x Qo is defined as Fy; x Fa = o{p1, p2}, where p; : Q1 x Qo — Q; are the
projection maps p; : (w1, ws) — wi and ps : (W1, ws) — wa.

Theorem 1.6.6. Let (21, F1,P1) and (Qo, F2,Pa) be two probability spaces, and
denote by p1 : Q1 X Qo — Q1 and ps : Q1 x Qo — Qo the projection maps.

1. There exists a unique probability measure P1 X Py on F1 X Fa, called the
product measure, under which the law of p1 is P1, the law of ps is Po, and py
and po are independent Q1 - and Qo-valued random variables, respectively.

2. The construction is in some sense unique: suppose that on some probability
space (Q, F,P) are defined an S-valued random variable X (with law px)
and a T-valued random variable Y (with law vy ). Then the law of the S x T -
valued random variable (X,Y") is the product measure j1x X py.

3Iff Q1 x Qo — Ris Fy X Fo-measurable, then f(w1,-) : Q2 — Ris
Fo-measurable for all wy, and f(-,w2) : Q1 — R is Fi-measurable for all wo.

4. (Tonelli) If f : Q1 x Qo — Ris F1 X Fa-measurable and f > 0 a.s., then

Ep, xp,(f) = Ep, |:/f(wlaw2)]P)l(dW1):| = Ep, |:/f(wlaw2)]P)2(dW2)

In particular, these expressions make sense (the inner integrals are measurable).

5. (Fubini) The previous statement still holds for random variables f that are not
necessarily nonnegative, provided that E(|f]) < oc.

The construction extends readily to products of a finite number of spaces. Start-
ing from, e.g., the simple probability space (R, B(R),Py) where Py is a Gaussian
measure (with mean zero and unit variance, say), which we have already constructed
in example 1.1.16, we can now construct a larger space (€2, 7, P) that carries a finite
number d of independent copies of a Gaussian random variable: set 2 =R x --- xR
(d times), F = B(R) x --- x B(R), and P = Py x --- x Py. The independent
Gaussian random variables are then precisely the projection maps py, .. ., p4.

Remark 1.6.7. The Fubini and Tonelli theorems tell us that taking the expectation
with respect to the product measure can often be done more simply: if we consider
the product space random variable f : 2 X 2o — R as an w; -valued random variable
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f(wi,+) : Q2 — R, then we may take the expectation of this random variable with
respect to Po. The resulting map can subsequently be interpreted as an wi-valued
random variable, whose P;-expectation we can calculate. The Fubini and Tonelli
theorems tell us that (under mild regularity conditions) it does not matter whether we
apply Ep, xp,, or Ep, first and then Ep,, or vice versa.

We will more often encounter these results in a slightly different context. Suppose
we have a continuous time stochastic process, i.e., a collection of random variables
{Xt}te[o,T] (see section 2.4 for more on this concept). Such a process is called mea-
surable if the map X. : [0,T] x Q@ — Ris B([0,T]) x F-measurable. In this case,

T
Y(w)z/o Xi(w)dt

is a well defined random variable: you can interpret this as 7" times the expectation of
X.(w) : [0,T] — R with respect to the uniform measure on [0, 7] (this is the Lebesgue
measure of remark 1.3.11, restricted to [0, T]). Suppose that we are interested in the
expectation of Y'; it is then often useful to know whether we can exchange the order
of integration and expectation, i.e., whether

E(Y)=E </OTXtdt> :/OTE(Xt) dt.

The Fubini and Tonelli theorems give sufficient conditions for this to be the case.

As you can tell from the preceding remark, product spaces play an important role
even in cases that have nothing to do with independence. Let us get back to the theme
of this section, however, which was to build more complicated probability spaces from
simpler ones. We have seen how to build a product probability space with a finite
number of independent random variables. In our construction of the Wiener process,
however, we will need an entire sequence of independent random variables. The con-
struction of the product space and o-algebra extends trivially to this case (how?), but
the construction of an infinite product measure brings with it some additional difficul-
ties. Nonetheless this can always be done [Kal97, corollary 5.18]. For the purposes of
this course, however, the following theorem is all we will need.

Theorem 1.6.8. Let {IP,,} be a sequence of probability measures on (R, B(R)). Then
there exists a probability measure P on (RxRx--- | B(R)x B(R) x - - - ) such that the
projection maps p1, p2, . . . are independent and have the law P1,Ps, . . ., respectively.

The proof of this result is so much fun that it would be a shame not to include it.
However, the method of proof is quite peculiar and will not really help you in the rest
of this course. Feel free to skip it completely, unless you are curious.

Rather than construct the infinite product measure directly, the idea of the proof is to con-
struct a sequence of independent random variables { X, } on the (surprisingly simple!) proba-
bility space ([0, 1], B([0, 1]), A), where X is the uniform measure, whose laws are Py, Po, .. .,
respectively. The theorem then follows trivially, as the law of the R X R x - - - -valued random
variable X = (X1, Xo,...) is then precisely the desired product measure P.
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It may seem a little strange that we can construct all these independent random variables on
such a simple space as ([0, 1], B([0, 1]), A)! After all, this would be the natural space on which
to construct a single random variable uniformly distributed on the interval. Strange things are
possible, however, because [0, 1] is continuous—we can cram a lot of information in there, if
we encode it correctly. The construction below works precisely in this way. We proceed in two
steps. First, we show that we can dissect and then reassemble the interval in such a way that
it gives an entire sequence of random variables uniformly distributed on the interval. It then
remains to find functions of these random variables that have the correct laws Py, Po, . . ..

The dissection and reassembly of the interval [0, 1] is based on the following lemma.

Lemma. Ler & be a random variable that is uniformly distributed on [0, 1], and denote by
& =00 &a27 " its binary expansion (i.e., & are {0, 1}-valued random variables). Then all
the &y, are independent and take the values 0 and 1 with equal probability. Conversely, if {€,}
is any such sequence, then & = Y_°7_ | £,27" is uniformly distributed on [0, 1).

Proof. Consider the first £ binary digits &,,, n < k. If you write down all possible combinations
of k zeros and ones, and partition [0, 1] into sets whose first & digits coincide to each of these
combinations, you will find that [0, 1] is partitioned into 2* equally sized sets, each of which
has probability 27%. As for every n < k the set {&» = 1} is the union of 27+ sets in our
partition, we find that every such set has probability 27*. But then clearly the &, n < k must
be independent (why?) As this holds for any £ < oo, the first part of the lemma follows. The
second part of the lemma follows directly from the first part, as any random variable constructed
in this way must have the same law as the random variable £ considered in the first part. O

Corollary. There exists a sequence {Yy,} of independent random variables on the probability
space ([0,1], B([0,1]), \), each of which is uniformly distributed on the unit interval [0, 1].

Proof. Define £ : [0,1] — R, £(x) = z. Then £ is uniformly distributed on [0, 1], so by the
previous lemma its sequence of binary digits {£, } are independent and take the values {0, 1}
with equal probability. Let us now reorder {5, },en into a two-dimensional array {émn}m,neN
(i.e., each émn coincides with precisely one &,). This is easily done, for example, as in the
usual proof that the rational numbers are countable. Define Y, = Y >_, émn27m. By the
previous lemma, the sequence {Y,, } has the desired properties. O

Proof of theorem 1.6.8. We have constructed a sequence {Y,,} of independent uniformly dis-
tributed random variables on [0, 1]. The last step of the proof consists of finding a sequence
of measurable functions f, : [0, 1] — R such that the law of X,, = f(Y%) is Pn. Then we
are done, as { X, } is a sequence of independent random variables with law P1, P, . . ., and the
product measure PP is then simply the law of (X1, X2,...) as discussed above.

To construct the functions f,, let F},(z) = P, (] — 0o, z]) be the CDF of the measure P,,

(see theorem 1.1.15). Note thst F), takes values in the interval [0, 1]. Now define f,(u) =
inf{z € R: u < Fp(x)}. Then A(fn(Yn) < y) = A(Yn < Fu(y)) = Fa(y), as Yy is
uniformly distributed. Hence f, (Y5,) has the law P,,, and we are done. O

Absolutely continuous measures and the Radon-Nikodym theorem

Let (92, F,P) be a given probability space. It is often interesting to try to find other
measures on J with different properties. We may have gone through some trouble
to construct a measure [P, but once we have such a measure, we can generate a large
family of related measures using a rather simple technique. This idea will come in
very handy in many situations; calculations which are difficult under one measure can



1.6. Induced measures, independence, and absolute continuity 42

often become very simple if we change to a suitably modified measure (for example, if
{X,} is a collection of random variables with some complicated dependencies under
P, it may be advantageous to compute using a modified measure QQ under which the
X, are independent). Later on, the change of measure concept will form the basis for
one of the most basic tools in our stochastic toolbox, the Girsanov theorem.

The basic idea is as follows. Let f be a nonnegative random variable with unit
expectation E(f) = 1. For any set A € F, define the quantity

Q(A) = Be(I4f) = /A £(w) P(d).

Then Q(A) is itself a probability measure (why?), and moreover

Eg(g) = / 9(w) Q(dw) = / 0(w) (@) P(dw) = Es(g)

for any random variable g for which either side is well defined (why?).

Definition 1.6.9. A probability measure Q is said to have a density with respect to
a probability measure [P if there exists a nonnegative random variable f such that
Q(A) =Ep(Iaf) for every measurable set A. The density f is denoted as dQ/dP.

Remark 1.6.10. In your introductory probability course, you likely encountered this
idea very frequently with a minor difference: the concept still works if P is not a
probability measure but, e.g., the Lebesgue measure of remark 1.3.11. We then define

Q(A) = /A f@ydr, eg, Qab])= / f() d,

where f is now the density of Q with respect to the Lebesgue measure. Not all
probability measures on R admit such a representation (consider example 1.1.13),
but many interesting examples can be constructed, including the Gaussian measure
(where f oc exp(—(x — u)?/20)). Such expressions allow nice explicit computations
in the case where the underlying probability space is R?, which is the reason that
most introductory courses are centered around such objects (rather than introducing
measure theory, which is needed for more complicated probability spaces).

Suppose that Q has a density f with respect to P. Then these measures must
satisfy an important consistency condition: if P(A) = 0 for some event A, then Q(A)
must also be zero. To see this, note that [ 4 (w)f(w) = 0 forw € A° and P(A°) =1
so I4f = 0 P-a.s. In other words, if Q has a density with respect to PP, then any
event that never occurs under [P certainly never occurs under Q. Similarly, any event
that happens with probability one under P must happen with probability one under
Q@ (why?). Evidently, the use of a density to transform a probability measure P into
another probability measure QQ “respects” those events that happen for sure or never
happen at all. This intuitive notion is formalized by the following concept.

Definition 1.6.11. A measure Q is said to be absolutely continuous with respect to a
measure [P, denoted as Q < PP, if Q(A) = 0 for all events A such that P(A4) = 0.
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We have seen that if QQ has a density with respect to P, then Q < P. It turns out
that the converse is also true: if Q < P, then we can always find some density f
such that Q(A) = Ep(I4f). Hence the existence of a density is completely equivalent
to absolute continuity of the measures. This is a deep result, known as the Radon-
Nikodym theorem. 1t also sheds considerable light on the concept of a density: the
intuitive meaning of the existence of a density is not immediately obvious, but the
conceptual idea behind absolute continuity is clear.

Theorem 1.6.12 (Radon-Nikodym). Suppose that Q < P are two probability mea-
sures on the space (2, F). Then there exists a nonnegative JF-measurable function
f with Ep(f) = 1, such that Q(A) = Ep(Iaf) for every A € F. Moreover, f is
unique in the sense that if f' is another F-measurable function with this property,
then f' = f P-a.s. Hence it makes sense to speak of ‘the’ density, or Radon-Nikodym
derivative, of Q with respect to P, and this density is denoted as dQ/dP.

In the case that € is a finite set, this result is trivial to prove. You should do this
now: convince yourself that the equivalence between absolute continuity and the ex-
istence of a density is to be expected. The uniqueness part of the theorem also follows
easily (why?), but the existence part is not so trivial in the general case. The theorem
is often proved using functional analytic tools, notably the Riesz representation theo-
rem; see e.g. [GS96]. A more measure-theoretic proof can be found in [Bil86]. Most
beautiful is the probabilistic proof using martingale theory, see [Wil91, sec. 14.13].
We will follow this approach to prove the Radon-Nikodym theorem in section 2.2,
after we have developed some more of the necessary tools.

1.7 A technical tool: Dynkin’s 7-system lemma

When developing the basic tools of probability there is an elementary technical re-
sult, known as Dynkin’s 7-system lemma, which is very often employed to complete
certain proofs. Once the foundations have been laid and it comes to actually using
the theory, we will no longer have much use for this technique (unlike, for example,
the dominated convergence theorem, which we will use constantly); as such, we have
avoided introducing this tool up to this point (though it has already secretly been used:
for example, theorem 1.6.6 relies on this sort of reasoning!) Nonetheless we will need
the m-system lemma briefly in chapters 2 and 3, and it is good to know that it exists in
any case, so we will discuss the method briefly in this section.

The basic problem is as follows. Suppose we have defined, in one way or another,
two probability measures P and Q on some space (2, F). It could well be that P = Q,
but as these measures were constructed in different ways this may not be so easy to
prove. In particular, it would be rather tedious if we had to check P(A) = Q(A)
for every single set A € F. Dynkin’s m-system lemma gives us a way to check the
equality of two measures in a simpler way: roughly speaking, if we have verified
P(A) = Q(A) for “enough” sets A € F, then the measures must be equivalent.

Definition 1.7.1. Let € be a set. A 7-system C is a collection of subsets of (2 that is
closed under finite intersections, i.e., A, B € C implies AN B € C. A A-system D is a
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collection of subsets of 2 such that 2 € D, A, B € D with A C B implies B\A € D,
and for any sequence {A,, } in D with A; C Ay C ---, we have | J,, 4,, € D.

One could define a o-algebra as a collection of subsets of {2 that is both a 7-system
and a A-system (why?). Hence the following result should not come as a shock.

Lemma 1.7.2. Let C be a m-system on some set ), and let D = M{C} be the smallest
A-system on Q) such that C C D. Then D = o{C}.

Proof. Note that the smallest A-system that contains a (not necessarily countable) collection of
sets is well defined: this is simply the intersection of all such A-systems. Hence we are done if
we can show that D is itself a w-system. After all, in that case it is a o-algbera that contains C,
so 0{C} C D; on the other hand, 0{C} is a A-system that contains C, so D C ¢{C}.

It thus remains to show that A, B € D implies AN B € D. We first claim that this is
true for A € D and B € C. To see this, simply note that for any fixed B € C we have
D Cc {AC Q: AN B € D}, as the latter is clearly a A-system containing C. We can thus
conclude that for any fixed A € D, the collection {B C Q : AN B € D} contains C. But this
collection is again a A\-system, so must contain D. Hence D is a w-system. O

Lemma 1.7.3 (Dynkin). Let (2, F) be a measurable space, and let C be a m-system
such that F = o{C}. If two probability measures P and Q agree on C, i.e., if we have
P(A) = Q(A) forall A € C, then P and Q are equal (P(A) = Q(A) for all A € F).

Proof. Define D = {A € F : P(A) = Q(A)}. You can verify directly that D is a A-system,
and by assumption C C D. But then D = F by the previous lemma. O

For sake of example, let us prove the uniqueness part of theorem 1.6.6. Recall
that p; : Q1 x Qo — Q; are the projection maps, and F; X F2 = o{p1, p2}. Hence
FixFo=c{C}withC ={Ax B: A€ F, Be Fy}, which is clearly a 7-
system. Now any measure P under which p; has law PP; and under which p; and p2
are independent must satisfy P(A x B) = P;(A) Py(B): this follows immediately
from the definition of independence. By the m-system lemma, any two such measures
must be equivalent. Hence the product measure P; x P is uniquely defined.

1.8 Further reading

This chapter gives a minimal introduction to measure-theoretic probability. Though
this will be sufficient to get us through the course, this is no substitute for a good
course on rigorous probability theory. I strongly encourage you to take the time to
learn more about the foundations of this rich field.

There are many good books on probability theory; quite a few of them are very
good indeed. Some (somewhat arbitrarily) selected textbooks where you can find
many details on the topics of this chapter, and much more besides, are listed below.

Itis hard to imagine a more lively introduction to probability theory than Williams’
little blue book [Wil91]. A thorough and lucid development of probability theory can
be found in the classic textbook by Billingsley [Bil86], while the textbook by Dudley
[Dud02] puts a stronger emphasis on the analytic side of things. Finally, Kallenberg’s
monograph [Kal97] takes an original point of view on many topics in probability
theory, but may be tough reading if you are learning the material for the first time.



CHAPTER

Conditioning, Martingales, and
Stochastic Processes

The notion of conditional expectation is, in some sense, where probability theory gets
interesting (and goes beyond pure measure theory). It allows us to introduce interest-
ing classes of stochastic processes—Markov processes and martingales—which play
a fundamental role in much of probability theory. Martingales in particular are ubig-
uitous throughout almost every topic in probability, even though this might be hard to
imagine when you first encounter this topic.

We will take a slightly unusual route. Rather than introduce immediately the ab-
stract definition of conditional expectations, we will start with the familiar discrete
definition and build some of the key elements of the full theory in that context (par-
ticularly martingale convergence). This will be sufficient both to prove the Radon-
Nikodym theorem, and to define the general notion of conditional expectation in a
natural way. The usual abstract definition will follow from this approach, while you
will get a nice demonstration of the power of martingale theory along the way.

2.1 Conditional expectations and martingales: a trial run

Discrete conditional expectations

Let (2, F,P) be a probability space (which we will fix until further notice), and
consider two events A, B € F. You should be very comfortable with the notion
of conditional probability: the probability that A occurs, given that B occurs, is
P(A|B) = P(AN B)/P(B). Intuitively, if we repeat the experiment many times,
but discard all of the runs where B did not occur, then P(A|B) is the fraction of the
remaining runs in which A occured. Similarly, let X be a random variable. Then

45
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X X
/
EX|Y)
E(X| Y., 2)
z
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0 Probability space Q =[0,1] 1 0 Probability space Q =[0,1] 1

Figure 2.1. Tlustration of the discrete conditional expectation on ([0, 1], B([0, 1]), P), where P
is the uniform measure. A random variable X is conditioned with respect to a discrete random
variable Y (left) and with respect to two discrete random variables Y, Z (right). This amounts
to averaging X (w.r.t. P) over each bin in the partition generated by Y and Y, Z, respectively.

E(X|B) = E(XIp)/P(B) is the expectation of X, given that B occurs. Intuitively,
this is the mean value of our observations of X after we have discarded all runs of the
experiment where B did not occur.

Often we are not so much interested in the conditional expectation with respect
to an event, but rather with respect to some random variables which we have already
observed. Suppose X, Y are two random variables where Y takes a finite number of
values Y1, . .. ,yq. In our experiment we observe Y, and we would like to determine
the conditional mean of X as a function of our observation Y. For every possible
outcome of Y we can separately determine the conditional mean E(X|Y = y;), but it
makes more sense in this context to think of the conditional mean as a true function of
the observation: i.e., we should define the random variable E(X|Y) = f(Y"), where
flyi) = E(X|Y = y;). E(X]Y) is called the conditional expectation of X given'Y .
You can think of this, if you wish, as a sort of estimator: E(X|Y) is a good estimate
of X given Y, in some sense. We will make this idea more precise later on.

It is easy to extend this idea to a finite number of discrete random variables
Y1, ...,Y" Define the sets A1, o ={w € Q: Y (w) =y, ..., Y"(w) =y"}.
There are a finite number of these sets, as each of the Y only take a finite number of
values; moreover, the sets are clearly disjoint and form a partition of €2 (in the sense
that the union of all these sets is 2). We now define E(X|Y'!,...,Y™) by setting
E(X|Y',...,Y")(w) = E(X|A,: _,n)foreveryw € A, ,n. This procedure is
illustrated in figure 2.1. Note that once again E(X|Y!,... . Y") = f(Y!,...,Y™"),
by construction, for some measurable function f.

We are now ready for a trivial but key insight. Our definition of the conditional
expectation E(X|Y'! ... Y™) does not actually depend on the values taken by the
random variables Y'!, ... Y™; rather, it only depends on the partition Agp o ogen-
erated by these random variables. This partition encodes the maximal amount of
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information that can be extracted by measuring these random variables: any event
B € o{Y',...,Y"} can be written as a union of the sets 4,1, (why?) Hence
in reality we are not really conditioning on the random variables Y*, ... Y™ them-
selves, but on the information contained in these random variables (which is intuitively
precisely as it should be!) It should thus be sufficient, when we are calculating condi-
tional expectations, to specify the o-algebra generated by our observations rather than
the observations themselves. This is what we will do from now on.

Definition 2.1.1. A o-algebra F is said to be finite if it is generated by a finite number
of sets F = o{ Az, ..., A,}. Equivalently, F is finite if there is a finite partition of
such that every event in F is a union of sets in the partition (why are these equivalent?).

Definition 2.1.2. Let X € £! be a random variable on (2, F,P), and let G C F be a
finite o-algebra generated by the partition { Ay }x=1,... . Then

E(X|G) =) E(X|Ax) La,,
k=1

where E(X|A) = E(X14)/P(A) if P(A) > 0 and we may define E(X|A) arbitrarily
if P(A) = 0. The conditional expectation thus defined is unique up to a.s. equivalence,
i.e., any two random variables Y, Y that satisfy the definition obey Y = Y a.s. (why?).

Remark 2.1.3. X € £! ensures that E(X | Ay,) is well defined and finite.

The conditional expectation defined here should be a completely intuitive concept.
Unfortunately, extending it to o-algebras which are not finite is not so straightforward.
For example, suppose we would like to condition X on a random variable Y that is
uniformly distributed on the unit interval. The quantity E(X|Y = y) is not well
defined, however: P(Y = y) = 0 for every y € [0, 1]! In the finite case this was not
a problem; if some sets in the partition had zero probability we just ignore them, and
the resulting conditional expectation is still uniquely defined with probability one. In
the continuous case, however, our definition fails with probability one (the problem
being, of course, that there is an uncountable amount of trouble).

A look ahead

In laying the foundations of modern probability theory, one of the most important
insights of Kolmogorov (the father of modern probability) was that the conditional
expectation can be defined unambiguously even in the continuous case. Kolmogorov
noticed that the discrete definition could be rephrased abstractly without mention of
the finiteness of the o-algebra, and that this abstract definition can serve as a mean-
ingful definition of the conditional expectation in the continuous case. We could in-
troduce this definition at this point and show that it reduces to the definition above
for finite o-algebras. To prove that the general definition is well posed, however, we
need' the Radon-Nikodym theorem which we have not yet proved. It may also not

! This is not the only way to prove well posedness but, as we will see, there is a natural connec-
tion between the Radon-Nikodym theorem and the conditional expectation that makes this point of view
worthwhile. We will comment on the other method of proving well posedness later on.
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Figure 2.2. We would like to calculate E(X|Y"), where P is the uniform measure on the interval,
X :[0,1] — R is some random variable and Y : [0, 1] — R is given by Y (z) = z forz < 3,
Y(z) =1 —x forz > i. Intuitively we should have E(X|Y)(z) = $ X (z) + : X (1 — z),
but definition 2.1.2 does not allow us to conclude this. However, a sequence of approximations
covered by definition 2.1.2 appears to give rise to the expected result. But how to prove it?

be so appealing to just take for granted an abstracted definition, as it is not entirely
obvious that it really encodes the desired concept.

A more natural idea, see figure 2.2, might be to try something like this. Suppose
that we want to define E(X|Y"), where Y is not necessarily finite-valued. However,
we can easily find a sequence Y, of finite-valued random variables such thatY,, — Y
(e.g., using lemma 1.3.12): this is how we defined the expectation itself! One would
thus think that we can define E(X|Y) as the limit of E(XY;,) as n — oo. To go
down this path, we need to prove that this limit exists and is uniquely defined. Such
problems are solved using martingale theory, which we can develop already in the
simple framework of finite o-algebras. This is what we will do in the remainder of
this section. This route serves a dual purpose: we can provide an appealing definition
of the conditional expectation, and on the way you can learn how martingales work
in practice. Moreover, almost the same technique will allow us to prove the Radon-
Nikodym theorem, thus tying all these topics together and showing how they relate.

At the end of the day, we will still introduce Kolmogorov’s definition of the con-
ditional expectation. This definition is much easier to use as it does not require taking
limits, and makes many of the properties of the conditional expectation easy to prove.
Hopefully, however, the intermediate story will help you get intuition for and practice
in using conditional expectations and martingales.

Elementary properties of the conditional expectation

Some important properties of the conditional expectation are listed in the following
lemma. These properties hold also for the general conditional expectation, but we will
prove them here for the finite case (where many of the properties are trivial!)

Lemma 2.1.4. Let X,Y € L' be random variables on (2, F,P), let G, H C F be
finite o-algebras, and let o, 3 € R.

1. E(aX 4+ pY|G) = aE(X) + BE(Y) a.s.
2. If X > 0a.s., thenE(X|G) > 0 a.s.
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Proof.

E(E(X|G)) = E(X).

Tower property: if H C G, then E(E(X|G)|H) = E(X|H) a.s.

If X is G-measurable, then E(X|G) = X a.s.

If X is G-measurable and XY € L1, then E(XY|G) = X E(Y|G) a.s.
If H and 0{ X, G} are independent, then E(X |c{G, H}) = E(X|G) a.s.
If H and X are independent, then E(X|H) = E(X) a.s.

Monotone and dominated convergence, Fatou’s lemma, and Jensen’s inequality
all hold for conditional expectations also; e.g., if 0 < X; < X < --- a.s,,
then E(X,|G) / E(lim,, X,,|G) a.s. (monotone convergence).

. Trivial.

. Trivial.

E(E(X|9)) = 224 B(X[AR)P(Ar) = 30, E(X1a,) = E(XTupa,) = B(X).

. Let {Ay} be the partition for G and { By } be the partition for . Then

BE(XIO)H) = 37 3B AP ) 1o

But H C G implies that every set Bj is the disjoint union of sets Ay, so P(Ax|B;) =
E(la,I5;)/P(B;) = P(Ax)/P(B;) if Ay, C Bj, and zero otherwise. Hence

EEXIGH) = 3 XfAk 5 = w@j:m(xm.

j k:ARCBj " j P(B;)

If X is G-measurable, then X ~'(B) € G for every B € B(R). This implies that X
must be constant on every set A; in the partition for G (why?), so X = > i xil 4, for
some z; € R. The result follows directly by plugging this into the definition.

As before, we may write X = Zl xil4,. Then
E(XY]|G) = sz (Ia,Y|AR) I, = ZxkE Y|Ag) 14, = XE(Y|G),

k

where we have used (twice) that 14, 4, = 14, if k = 4, and zero otherwise.
Let {Ax} be a partition for G and { By} for H. Then the sets {A; N B;} are disjoint,

and hence form a partition for 0{G, H}. We can thus write

E(XIa,ns, = E(X14,)P(By) _
X|g H Z P A ﬂBJ IAirij - ;WIA;IBJ- —E(X|g)

(with the convention 0/0 = 0), where we have used the independence of X I o ,and I B,

8. Use the previous result with G = {@, Q}.

Trivial. |
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Discrete time stochastic processes and filtrations

A stochastic process is just a collection of random variables { X; }, indexed by time ¢.
In later chapters we will most often work in continuous time ¢ € [0, o[, but for the
time being we will concentrate on the discrete time case, i.e., t = 0,1,2,... In this
form, a stochastic process is nothing to get excited about. After all, a discrete time
stochastic process is just a sequence of random variables { X ,, }—we have encountered
plenty such sequences already. What do we gain by interpreting the index n as “time”?

Stochastic processes start leading a life of their own once we build a notion of time
into our probability space. In our elementary space (Q2, F,P), the o-algebra F is the
set of all yes-no questions that could be asked (and answered) during the course of an
experiment. However, not all such questions can be answered by some fixed time. For
example, suppose we flip coins, where X, is the outcome of the nth coin flip. Then at
time n, we know the answer to the question did the flips up to time n come up heads
more often than tails?, but not to the question will we flip more heads than tails before
time N > n? (we could calculate the probability of the latter event, but we can never
know its outcome at time n!) To build the notion of time into our probability space,
we need to specify which sub-c-algebra of questions in F can be answered by time
n. If we label this o-algebra by F,,, we obtain the following notion.

Definition 2.1.5. Let (2, F,P) be a probability space. A (discrete time) filtration is
an increasing sequence {F,} of o-algebras Fy C F; C --- C F. The quadruple
(Q, F,{F.},P) is called a filtered probability space.

Note that the sequence F,, must be increasing—a question that can be answered
by time n can also be answered at any later time. We can now introduce a notion of
causality for stochastic processes.

Definition 2.1.6. Let (2, F,{F,},P) be a filtered probability space. A stochastic
process {X,,} is called (F,-)adapted if X, is F,-measurable for every n, and is
called (F,,-) predictable if X,, is F,,_1-measurable for every n.

Hence if {X,,} is adapted, then X, represents a measurement of something in
the past or present (up to and including time n), while in the predictable case X,
represents a measurement of something in the past (before time n). Note how the
notion of time is now deeply embedded in our probabilistic model—time is much
more than just an index in a sequence of random variables!

Conversely, if we have some probability space (£2, F, P) and a sequence of random
variables { X, }, we can use this sequence to generate a filtration:

Definition 2.1.7. Let (2, F,P) be a probability space and { X, } be a stochastic pro-
cess. The filtration generated by {X,,} is defined as X = o{Xy,..., Xy}, and the
process { X, } is F;X-adapted by construction.

In practice, filtrations are very often generated in this way. Once we have such
a filtration, we can use it as before to define a notion of time. It turns out that this
is a very fruitful point of view. Even if we are just dealing with a sequence {X,,},
where n has no relation to the physical notion of time (e.g., the sequence of approx-
imations E(XY;,) that we wish to use to define E(X|Y")), it will pay off to think of
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this sequence as an adapted stochastic process. On the other hand, many stochastic
processes used to model random signals or natural phenomena do have an associated
physical notion of time, which is faithfully encoded using the concept of a filtration.

Martingales
A martingale is a very special type of stochastic process.

Definition 2.1.8. A stochastic process {X,,} is said to be an F,,-martingale if it is
Fr-adapted and satisfies E(X,,|F,,) = X,,, a.s. for every m < n. (If the filtration is
obvious, e.g., on a filtered probability space, we will just say that X, is a martingale).

Remark 2.1.9. We have not yet defined the conditional expectation for anything but
finite o-algebras. Thus until further notice, we assume that F,, is finite for every n.
In particular, this means that if X,, is F,-adapted, then every X, is a finite-valued
random variable. This will be sufficient machinery to develop the general theory.

How should you interpret a martingale? The basic idea (and the pretty name)
comes from gambling theory. Suppose we play a sequence of games at a casino, in
each of which we can win or lose a certain amount of money. Let us denote by X, our
total winnings after the nth game: i.e., X is our starting capital, X is our starting
capital plus our winnings in the first game, etc. We do not assume that the games
are independent. For example, we could construct some crazy scheme where we play
poker in the nth game if we have won an even number of times in the past, and we
play blackjack if we have won an odd number of times in the past. As poker and
blackjack give us differently distributed winnings, our winnings X,, — X,,_1 in the
nth game will then depend on all of the past winnings Xo, ..., X,_1.

If the game is fair, however, then we should make no money on average in any of
the games, regardless of what the rules are. After all, if we make money on average
then the game is unfair to the casino, but if we lose money on average the game is
unfair towards us (most casinos operate in the latter mode). As such, suppose we
have made X, dollars by time m. If the game is fair, then our expected winnings
at any time in the future, given the history of the games to date, should equal our
current capital: i.e., E(X,|0{Xo,..., X;n}) = X,, for any n > m. This is precisely
the definition of an (F;X-) martingale. Hence we can interpret a martingale as the
winnings in a sequence of fair games (which may have arbitrarily complicated rules).

You might be surprised that such a concept has many far-reaching consequences.
Indeed, martingale techniques extend far beyond gambling, and pervade almost all as-
pects of modern probability theory. It was the incredible insight of J. L. Doob [Do053]
that martingales play such a fundamental role. There are many reasons for this. First,
martingales have many special properties, some of which we will discuss in this chap-
ter. Second, martingales show up naturally in many situations which initially appear
to have little to do with martingale theory. The following simple result (which we will
not need during the rest of this course) gives a hint as to why this could be the case.

Lemma 2.1.10 (Doob decomposition). Lez (2, F,P) be a probability space, let F,
be a (finite) filtration and let { X,,} be F,-adapted with X,, € L' for every n. Then
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X, = Xo + A, + M, as., where {A,} is Fp-predictable and {M,} is an F,-
martingale with My = 0. Moreover, this decomposition is unique.

Proof. Let Ap =Y ) B(Xi — Xi—1|Fr—1); An is well defined (X € L' and predictable.
We claim that M,, = X,, — Xo — A, is a martingale (clearly My = 0). But this follows from

Mp = Xn = Xo— Ap =Y {Xp — Xp1 — B(Xg = Xp—1|F1)}

k=1

using lemma 2.1.4 (why?) To prove uniqueness, suppose that M,, and A, were another mar-
tingale (with Mo = 0) and predictable process, respectively, such that X;, = Xo + A, + M,
a.s. Then evidently A,, — A,, = M,, — M, a.s.~But the left hand side is F,,_1-measurable, so

using the martingale property A, — A, =E(4, = An|Fn-1) = E(M, — Mp|Frno1) =0
a.s. Hence A,, = A, a.s., and consequently M,, = M, a.s. as well. |

Remark 2.1.11. Note that any discrete time stochastic process can be decomposed
into a martingale part and a predictable part (provided that X,, € £! for all n). This re-
sult still holds when the F,, are not finite, but is not true in continuous time. Nonethe-
less almost all processes of interest have such a decomposition. For example, we
will see in later chapters that the solution of a stochastic differential equation can be
written as the sum of a martingale and a process which is differentiable in time. For
similar reasons, martingales play an important role in the general theory of Markov
processes. As this is an introductory course, we will not attempt to lay down these
theories in such generality; the purpose of this interlude was to give you an idea of
how martingales can emerge in seemingly unrelated problems.

Many results about martingales are proved using the following device.

Definition 2.1.12. Let {M,,} be a martingale and {A, } be a predictable process.
Then (A - M),, = Zzzl Ap(My, — My_1), the martingale transform of M by A, is
again a martingale, provided that A,, and (A - M),, are in £! for all n (why?).

Let us once again give a gambling interpretation. We play a sequence of games;
before every game, we may stake a certain amount of money. We now interpret the
martingale M,, not as our total winnings at time n, but as our total winnings if we
were to stake one dollar on each game. For example, if we stake A; dollars on the
first game, then we actually win A;(M; — M) dollars. Consequently, if we stake
Ay, dollars on the kth game, then our total winnings after the nth game are given by
X, = Xo + (A- M),,. Note that it is important for A,, to be predictable: we have to
place our bet before the game is played, so our decision on how much money to stake
can only depend on the past (obviously we could always make money, if we knew the
outcome of the game in advance!) Other than that, we are free to choose an arbitrarily
complicated gambling strategy A,, (our decision on how much to stake on the nth
game can depend arbitrarily on what happened in previous games). The fact that X,
is again a martingale says something we know intuitively—there is no “reasonable”
gambling strategy that allows us to make money, on average, on a fair game.

We are now ready to prove of of the key results on martingales—the martingale
convergence theorem. With that bit of machinery in hand, we will be able to prove the
Radon-Nikodym theorem and to extend our definition of the conditional expectation.
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Figure 2.3. We stake bets on a martingale M as follows: we start betting (with a fixed stake
A = 1) when M is first below a, we stop betting (A = 0) when M next exceeds b, and repeat.
The periods when we are betting are shown in red and when we are not in blue. Our total
winnings X are in green. At the final time 7', our winnings can evidently not exceed b — a
times the number of upcrossings (two) minus (a — M7)™". (Figure adapted from [Wil91].)

The martingale convergence theorem

Let us go to the casino. We join the roulette table, where a lone soul is betting his
money away. Our new friend has a simple strategy: he stakes one dollar on every
game. Having selected the only fair casino in the world, our friend makes no money
on average. We, on the other hand, think we can do better by playing the following
strategy. We do not stake any money until our friend’s capital sinks below a certain
amount of dollars a. We then stake one dollar per game until our friend’s capital
exceeds b > a dollars. At this point, we stop staking money until our friend’s capital
has dropped below a dollars again, and repeat. As long as our friend’s luck keeps
changing, we will repeatedly make b — a dollars and thus get very rich; or not?
Previously, we concluded that the winnings obtained through any gambling strat-
egy is again a martingale (the £! condition is clearly satisfied here, as our gambling
strategy A,, is bounded). Hence at any time, we should have made no money on av-
erage even with our smart alec strategy. But how can this be? Suppose that at time n,
our friend has had k& reversals of fortune, so we have made k(b — a) dollars by starting
to stake low and stopping to stake high. Somehow, this profit must be offset by a loss
so that our total winnings will average to zero. The only winnings that we have not
taken into account, however, are procured if our friend’s wealth has actually hit its low
point a for the (k + 1)th time, but has not yet hit the high point b for the (k + 1)th
time. Once we hit the level b again (in the future) we will have made another b — a
dollars, but we could actually make a significant loss before this time (see figure 2.3).
The only way that our winnings at time n can average to zero, is if the expected loss
incurred since the last time we started staking money in the game equals k(a — b).
Now suppose that our friend keeps having more and more reversals of fortune;
that is, we repeatedly make b — a dollars. The only way that this can happen is if
our intermediate losses get larger and larger (after all, everything must still average
to zero). If, on the other hand, we know that our friend’s winnings are bounded in
some sense—for example, the casino could refuse to let him play, if he is too much
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in debt—then the latter cannot happen. Hence there is only one logical conclusion in
this case: evidently our friend’s winnings can cross a and b only a finite number of
times; otherwise we could make money on average by playing a predictable gambling
strategy in a fair game. But this must be true for every value of a and b (these were
only used in our gambling strategy, they do not determine our friend’s winnings!),
so we come to a very interesting conclusion: if a martingale M,, is bounded, then it
cannot fluctuate forever; in other words, it must converge to some random variable
M. We have basically proved the martingale convergence theorem.
Let us now make these ideas precise.

Lemma 2.1.13 (Doob’s upcrossing lemma). Let {M,,} be a martingale, and denote
by U, (a,b) the number of upcrossings of a < b up to time n: that is, Uy (a,b) is the
number of times that M, crosses from below a to above b before time n. Then we have

E(Un(a,b)) < E((a = Mn)")/(b—a).

Proof. Define the following gambling strategy (see figure 2.3). Let Ag = 0, and set A, = 1 if
either A1 = 1and My_1 < b,orif Ax_; = 0and My_1 < a, and set Ar = 0 otherwise.
Clearly Ay is bounded and predictable, so X, = (A- M), is a martingale (this is the winnings
process of figure 2.3). We can evidently estimate X,, > (b — a) Un(a,b) — (a — M,)"; the
first term is the number of upcrossings times the winnings per upcrossing, while the second
term is a lower bound on the loss incurred after the last upcrossing before time n. As X, is a
martingale, however, E(X,) = Xo = 0, and the result follows directly. Od

Theorem 2.1.14 (Martingale convergence). Let {M,,} be an F,-martingale such
that one of the following hold: (a) sup,, E(|M,|) < oo; or (b) sup,, E((M,)") < oo;
or (¢) sup,, E((M,,)”) < oo. Then there exists an Fo.-measurable random variable
My, € LY, where Foo = o{F, :n =1,2,...}, such that M,, — M a.s.

Proof. We can assume without loss of generality that My = 0 (otherwise just consider the
martingale N,, = M,, — Mp). Let us first show that the three conditions (a)—(c) are equivalent.
Note that 0 = E(M,,) = E((M,)") — E((M,)"), so E((M,,) ") = E((M,) ™). Moreover
E(|M,|) = E((M,)1) + E((M,) "), so clearly (a)—(c) are equivalent.

Next, note that (a — M,,)" < |a — M| < |a| + |M,|. Hence for any n, we can bound
E(Un(a,b)) < (|a| + sup,, E(|]Mx]))/(b — a) < oco. But then letting n — oo and using
monotone convergence, we find that E(U(a, b)) < oo. Thus apparently, M,, can only ever
have a finite number of upcrossings of a < b for fixed a and b.

Now there are three possibilities. Either M, (w) converges to some finite value as n — oo;
or M, (w) converges to +oo or —o0; or My, (w) does not have a limit (its limit superior and infe-
rior are different). In the latter case, there must be some rational numbers a < b that are crossed
by M, (w) infinitely many times (choose lim inf,, M, (w) < a < b < lim sup M, (w)). But

P(Ja,be Q, a <b s.t. M, crosses a, b infinitely often)

< Z P(M,, crosses a, b infinitely often) = Z P(Uss(a,b) = c0) = 0.
a,beQ a,beQ

Hence we have established that M,, converges a.s. to some M. But by Fatou’s lemma
E(|Mw|) < liminf, E(|Mx|) < 0o, so Mo must be a.s. finite and even in £ |
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Remark 2.1.15. Note that we are still in the setting where F,, is finite for all n.
However, nothing in the proofs of these results uses (or is hindered by) this fact, and
the proofs will carry over immediately to the general case.

Towards a general conditional expectation

Let X,Y be two random variables. We would like to give meaning to E(X|Y"), but
Y does not take a finite number of values (ultimately we wish to define E(X|G) for
general G, but we will go into this shortly). However, we can find a sequence of o {Y }-
measurable discrete approximations Y,, that converge to Y, as in lemma 1.3.12, and
for each n we can define M,, = E(X|Y1,...,Y,) using our existing theory. We now
claim that M,, converges a.s., so we may define E(X|Y) = lim,, M,,.

Why is this true? The key point is that the sequence M, is a martingale with
respect to the natural filtration F,, = o{Y1,...,Y,}. To see this, note that M, is
clearly adapted. Moreover E(M,,|F,,) = E(E(X |F)|Fm) = E(X|F,n) = M, for
any m < n by the tower property of the conditional expectation, so M, is a martin-
gale. Finally, by Jensen’s inequality |M,,| < E(|X| |F,), so E(|M,|) < E(|X|) for
all n. Hence the boundedness condition for the martingale convergence theorem is
satisfied, and we conclude that M,, — M., = E(X|Y) a.s. (see figure 2.2).

Of course, we are not done yet: we still need to convince ourselves that our defi-
nition of E(XY") does not depend on the choice of approximating sequence Y,,. But
first, we will take a little detour into the proof of the Radon-Nikodym theorem.

2.2 The Radon-Nikodym theorem revisited

Separable o-algebras

Let us briefly recap where we left off. We have a notion of conditional expectations
that works for finite o-algebras; in this framework, we can define discrete martingales.
We would like to use martingale convergence to extend the discrete theory to the
continuous case. We thus need something like the following concept.

Definition 2.2.1. A o-algebra F is called separable if there exists a filtration {F,,}
of discrete o-algebras F,, C F such that F = o{F, : n = 1,2,...}. Equivalently
(why?), F is separable if F = 0{ A,,} for a countable collection of events A,, € F.

Remark 2.2.2. In this course, we will never go beyond separable o-algebras; we
will be content to prove, e.g., the Radon-Nikodym theorem, for separable o-algebras
only. In fact, many results (such as the Radon-Nikodym theorem) can be extended
to the non-separable case by approximating a non-separable o-algebra by separable
o-algebras; see [Wil91, p. 147-149] for such an argument. This does not add any
intuition, however, so we will not bother to do this.

A large number of the o-algebras encountered in practice—all the o-algebras
which you will encounter in these notes fall in this category!—turn out to be sepa-
rable. There are certain cases where non-separable o-algebras become important (if
you know about such things, think of the tail o-algebra of a sequence of i.i.d. random
variables), but we will not run into them in this course.
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Example 2.2.3. Let Y be arandom variable; then o{Y '} is separable: set F = o{F,, :
n=1,2,...}, where F,, = o{Y!,..., Y™} with Y* as in lemma 1.3.12.

Example 2.2.4. If X, is a sequence of random variables, then F = o{X,,} is sepa-
rable: approximating every X,, by X*, choose F,, = o{Xk :m,k=1,...,n}.

Example 2.2.5. Let {X;};c[0,0c] be a continuous time stochastic process such that
t — X;(w) is continuous for every w. Then F = o{X; : t € [0, 00[} is separable.
To see this, note that by continuity ¢ — X, is completely known if we know it for a
dense set of times (e.g., the dyadic rationals). Hence approximating X; by a sequence
XF forevery t,wecanuse F, = oc{X}F:k=1,...,n, t=£2"",(=0,...,n2"}.

Proof of the Radon-Nikodym theorem

We are finally going to prove the Radon-Nikodym theorem, albeit for separable o-
algebras. You can easily guess what we are going to do: we will prove the theorem
for finite o-algebras (trivial), then take a limit.

Lemma 2.2.6 (Finite Radon-Nikodym). Let F be a finite o-algebra and let Q < P
be probability measures on F. Then there is an a.s. unique F-measurable random
variable f = dQ/dP such that Q(A) = Ep(Laf) for every A € F.

Proof. Let {A,} be a partition of 2 that generates F. Define f(w) = Q(Ax)/P(Ax) for all
w € Ay, where we may assign an arbitrary value if P(Ag) = 0. Clearly f is F-measurable,
Q(Ak) = Ep(La, f) when P(Ag) > 0, whereas both sides are zero when P(A;) = 0 (note
that Q < P is crucial for this to hold!) As any set A € F can be written as the union of Ays,
we find that Q(A) = Ep(Ia f) for any A € F. This settles existence of dQ/dP.

Uniqueness is essentially trivial. Let f be another F-measurable function; then f must be
constant on all Ay. If f # f on a set Ay with P(Ay) > 0, then Ep(14, f) # Q(A). So we
may only change f on a set Ay of measure zero; but then f = f a.s. |

A reminder:

Theorem 1.6.12 (Radon-Nikodym). Suppose Q < P are two probability measures
on the space (S, F). Then there exists a nonnegative JF-measurable function f with
Ep(f) = 1, suchthat Q(A) = Ep(Iaf) forevery A € F, and f is unique in the sense
that if ' is another F-measurable function with this property, then ' = f P-a.s.

Assume F = o{F,, : n =1,2,...}. Applying lemma 2.2.6 to the F,,, we obtain
a sequence f,, of finite Radon-Nikodym derivatives. We now proceed in three steps.

1. We will find a candidate Radon-Nikodym derivative for F by taking the limit
f = lim,, f,,. To this end we show that {f,,} is an £'-bounded martingale, so
that convergence is guaranteed by the martingale convergence theorem.

2. We must show that f thus defined indeed satisfies Q(A) = Ep(I4 f) for every
A € F. This requires some creative use of the limit theorems for random
variables, and the Dynkin 7-system lemma 1.7.3.
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3. We must show uniqueness. It then follows that the limit lim,, f,, is independent
of the choice of discretization {F,,} (which is not obvious from the outset!)

Let us get to work.

Proof. Throughout the proof, [E denotes the expectation with respect to [P.

1. Let f, be the Radon-Nikodym derivative obtained by applying lemma 2.2.6 to F,,. Then
fn is a discrete random variable (as F,, is finite). We claim that the sequence {f,} is
an Fp-martingale. To see this, let { A} be a partition that generates F,, and {B;} be a
partition that generates F,,, m < n. Then every B; is a union of sets Ax. Thus

BB = gy X Ehla) = s X Q) = B

k:ApCBj k:ApCB;

Hence evidently E(fn|Fm) = >°; E(fn|B;)Ip; = fm. But note that f, is clearly
nonnegative for all n, so the boundedness condition of the martingale convergence theo-
rem holds trivially. Hence f,, converges [P-a.s., and we can define f = lim,, f,,. But as
Q < P, we find that f,, — f Q-a.s. as well. This will be crucial below.

2. The hardest part here is to show that E(f) = 1. Let us complete the argument assuming
that this is the case. Note that G = J,, F» is a m-system. We would like to show
that Q(A) = P(Iaf) forall A € F; but as E(f) = 1, both sides are valid probability
measures and it suffices to check this for A € G (by the w-system lemma 1.7.3). Now for
any A € G, there exists by definition an m such that A € F,,,. Hence P(I4 fn) = Q(A)
for n > m by lemma 2.2.6. Using Fatou’s lemma,

P(Iaf) = P(liminf T4 f,) < liminf P(Iaf,) = Q(A) VAEG.

But we obtain the inequality in the reverse direction by applying this expression to A¢
and using E(f) = 1. Hence indeed f = dQ/dP, provided we can show that E(f) = 1
To show E(f) = 1, we would usually employ the dominated convergence theorem (as
E(f.) = 1 for all n). Unfortunately, it is not obvious how to dominate {f,}. To
circumvent this, we rely on another useful trick: a truncation argument. Define

1 < n,
on(x)=¢ n+l—=x n<z<n+l,
0 r>n+ 1.

The function ¢, is continuous for every n and ¢, " 1. Moreover, fm@n(fm) is
bounded by n + 1 for all m, n. But E( frm@n(fm)) = Eg(@n(fm)) by lemma 2.2.6, as
@n(fm) is Fm-measurable. Letting m — oo using dominated convergence (which we
can apply now, having truncated the integrands to be bounded!), we find E(fon(f)) =
Eo(en(f)). Note that it is crucial here that f, — f both P-a.s. and Q-a.s.! Finally, let
n — 0o using monotone convergence; this gives E(f) = 1.

3. Suppose that f and f are both F-measurable and satisfy E(/af) = E(/af) = Q(A)
forall A € F. Define A4 = {w: f(w) > f(w)}and A_ = {w : f(w) > f(w)}.
Then Ay, A— € F. Butif P(A4) > 0, then we would have E(J4 (f )) > 0 which

is ruled out by assumption, so P(A,) = 0. Similarly P(A_) = 0,s0 f = f as. a
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Existence and uniqueness of the conditional expectation

Let us return to the seemingly unrelated issue of defining the conditional expectation.

Definition 2.2.7. Let F be a separable o-algebra, i.e., F = o{F, : n = 1,2,...}
with F,, finite. Let X € £!. Then we define E(X|F) = lim,, E(X|F,).

You can easily convince yourself that the sequence M,, = E(X|F,,) is a (discrete)
Fn-martingale, and moreover sup,, E(|M,,|) < E(|X|) as before. Hence the limit as
n — oo does indeed exist, and is even in £!, by the martingale convergence theorem.
However, we are unsatisfied, because we might well get a different answer if we used
a different discretization sequence {F,, : n =1,2,...}.

Consider, however, the following idea. Choose for simplicity (we will see shortly
why!) an X such that X > 0 a.s. and E(X) = 1. Then for every F,,, we can write

E(14, X)

E(X|Fy) =Y E(X|Ap)Ia, = P AL Ia,,
k

k

where Ay, is a partition that generated F,,. But this is just a Radon-Nikodym derivative
in disguise: if we define the probability measure Q(A) = P(14X), then

N Q4R 0 dQls,
BT = 2 ey T4 = Bl

where we write Q| £, to signify that we have restricted the measure Q to F,, (i.e.,
apply lemma 2.2.6 with F = F,,), and similarly for P|£, . In particular, if we let
n — o0, then our proof of the Radon-Nikodym theorem shows that

. dQlr, dQ|F
E(X|F) =1 no Ca7
(XIF) = lim 75> = 2pi-

Thus apparently, there is a fundamental connection between the notion of a Radon-
Nikodym derivative and the notion of a conditional expectation! This immediately
resolves our uniqueness problem: as we have seen (this was not difficult at all) that
the Radon-Nikodym derivative does not depend on the discretization {F,}, it is now
clear that neither does our definition the conditional expectation. We have thus finally
come to the conclusion that definition 2.2.7, which we have been hinting at (not so
subtly) for almost the entire chapter to date, really does make sense.

Remark 2.2.8. The choices X > 0 a.s. and E(X) = 1 are in no way a restriction;
these merely make QQ a probability measure, which was however not essential to the
argument. We can always rescale X € £! so that it has unit expectation, while we can
always express any X as X+ — X ~. As all the discrete conditional expectations are
linear and all the limits exist by martingale convergence, it is immediate that E(X |F)
is also linear with respect to X ; hence everything extends directly to arbitrary X € £1.
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2.3 Conditional expectations and martingales for real

The Kolmogorov definition

As we saw in the last section, the conditional expectation E(X|F) can be defined as
the Radon-Nikodym derivative of the measure Q(A) = E(I4X) with respect to the
measure PP (at least for X > 0 such that E(X) = 1; then extend by linearity). By def-
inition of the Radon-Nikodym derivative, this means that E(14X) = E(I4E(X|F))
for every A € F, and moreover, by the Radon-Nikodym theorem, there is only one
F-measurable random variable E(X |F) that satisfies this relation. This is precisely
Kolmogorov’s definition of the conditional expectation.

Definition 2.3.1 (Kolmogorov). Let X € L! and let F be any o-algebra. Then
E(X|F) is, by definition, the unique F-measurable random variable that satisfies the
relation E(J4 X)) = E(J4E(X|F)) for all events A € F.

This is usually taken as the starting point in developing conditional expectations,
but with your knowledge of martingales it should now be evident that this is just the
limiting case of the familiar discrete conditional expectation, but in disguise. On the
other hand, this definition is often much easier to deal with: the definition itself does
not involve taking any limits (the limits are only involved in proving existence of an
object that satisfies the definition!)

Using the Kolmogorov definition of the conditional expectation, the following is
not hard to prove. We will leave it for you as an exercise.

Theorem 2.3.2 (Elementary properties). All statements of lemma 2.1.4 still hold in
the general case, i.e., when G and H are not necessarily finite.

The following property makes precise the idea that E(X|F) can be interpreted as
the best estimate of X given the information F. In other words, we give the condi-
tional expectation (a probabilistic concept) a statistical interpretation.

Proposition 2.3.3 (Least squares property). Let X € L2 Then E(X|F) is the
least-mean-square estimate of X given F, i.e., E(X|F) is the unique F-measurable
random variable that satisfies E(X — E(X|F))?) = minye2(7) E(X —Y)?),
where L2(F) = {Y € L% :Y is F-measurable}.

Beside its statistical interpretation, you can also interpret this result geometrically:
the conditional expectation E( X |F) is the orthogonal projection of X € L? onto the
linear subspace £?(F) C £? with respect to the inner product (X,Y) = E(XY).

Proof. First, note that E((X — Y)?) is finite for any Y € £?(F) by Holder’s inequality.
Clearly E((X — Y)?) = E((X — E(X|F) + E(X|F) - Y)?). But A = E(X|F) — Y is F-
measurable by construction, so using the elementary properties of the conditional expectation
(and Holder’s inequality to show that XA € L£') we see that E(E(X|F)A) = E(XA). Thus
E((X —Y)?) = E((X — E(X|F)?) + E(A?). [Recall the geometric intuition: A € L£2(F)
and E(X | F) is the orthogonal projection of X onto £L2(F),so H = X — E(X|F) L L2(F),
and thus (H, A) = E(HA) = 0.] The least squares property follows, as E(A?) > 0.

To prove that the minimum is unique, suppose that Y, is another F-measurable random
variable that minimizes E((X — Y)?). Then E((X — Y)?) = E((X — E(X|F))?). But by
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the general formula above, E((X — Y.)?) = E((X — E(X|F))?) + E((E(X|F) — Yi)?). It
follows that we must have E((E(X|F) — Yi)?) = 0; this implies that E(X|F) = Y as. [

Let us briefly remark on the various definitions and constructions of the condi-
tional expectation. We then move on to martingales.

Remark 2.3.4. There are three approaches to defining the conditional expectation.

The first method is Kolmogorov’s abstract definition. It is the most difficult to
interpret directly, but is the cleanest and usually the easiest to use. Proving uniqueness
of the conditional expectation directly using Kolmogorov’s definition is easy (do it!),
but proving existence is hard—it requires the Radon-Nikodym theorem.

The second method is to define the conditional expectation as the least mean
square estimator. This is quite intuitive (certainly from a statistical point of view),
and proving existence and uniqueness of E(X|F) is not difficult provided one first
investigates in more detail the geometric properties of the space £2. However, this
definition only works (and is natural) for X € £2, so that the conditional expectation
has to be extended to £ at the end of the day (by approximation).

The third method is the one we used previously, i.e., defining the conditional ex-
pectation as a limit of discrete conditional expectations. This is perhaps most intuitive
from a probabilistic point of view, but it only seems natural for separable o-algebras
(the extension to the non-separable case being somewhat abstract). Contrary to the
previous methods, it is existence that is easy to prove here (using the martingale con-
vergence theorem), but uniqueness is the difficult part.

Kolmogorov’s definition of conditional expectations is now universally accepted
in probability theory. However, all the techniques used above (including geometric
and martingale techniques) are very important and are used throughout the subject.

Martingales, supermartingales, submartingales

We have already discussed martingales, and though we have nominally only provided
proofs for the discrete case you can easily verify that none of the arguments depended
on this; to extend to the general case, just use theorem 2.3.2 instead of lemma 2.1.4.
In particular, the Doob decomposition, the fact that a martingale transform is again
a martingle (if it is L), and the martingale convergence theorem all hold even if F,,
are not finite (or even separable). In this section, we will prove some other important
properties of martingales and related processes which we have not yet discussed.
First, let us introduce two related types of processes.

Definition 2.3.5. An F,-adapted stochastic process {X,} is said to be a super-
martingale if E(X,|F,) < X, as. for every m < n, and a submartingale if
E(X,|Fm) > X as. for every m < n. Hence a martingale is a process that is
both a supermartingale and a submartingale.

The terminology might be a little confusing at first: a supermartingale decreases
on average, while a submartingale increases on average. That’s how it is.

Example 2.3.6. The winnings in most casinos form a supermartingale.
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Example 2.3.7. The price of a stock in simple models of financial markets is often a
submartingale (we win on average—otherwise it would not be prudent to invest).

Remark 2.3.8. To prove that a process X,, is a supermartingale, it suffices to check
that E(X,,|Frn—1) < X,—1 as. for all n (why?); similarly, it suffices to check that
E(X,|Fn-1) > X,—1 or E(X,,|F,—1) = X,,—1 to demonstrate the submartingale
and the martingale property, respectively.

Here are some simple results about supermartingales. You should easily be able to
prove these yourself. Do this now. Note that it is often straightforward to extend such
results to submartingales by noting that if X, is an F,,-submartingale, then K — X,
is a supermartingale for any Fp-measurable K.

Lemma 2.3.9. Let X,, be a supermartingale. Then it can be written uniquely as X ,, =
Xo + A, + M, where M, is a martingale and A,, is a nonincreasing predictable
process (i.e., A, < A,_1 a.s. forall n).

Lemma 2.3.10. Ler X,, be a supermartingale such that sup,, E(|X,,|) < oco. Then
there exists a random variable X o such that X,, — X a.s.

Lemma 2.3.11. Let X,, be a supermartingale and let A,, € L' be a nonnegative
predictable process. Then (A - X),, is a supermartingale, provided it is in L*.

Stopping times and optional stopping

A very important notion, in the context of any stochastic process, is a stopping time.
We will see many of these later on, and, in fact, and entire branch of stochastic control
(optimal stopping) is devoted to them! Roughly speaking, an F,,-stopping time is a
random time which is “observable” given J,. In particular, if we know the answer to
every yes-no question in F,,, then we also know whether the stopping time has already
elapsed (and if so, when) or whether it has yet to happen.

Definition 2.3.12. An (F,,-) stopping time is a random time 7 :  — {0,1,...,00}
such that {w € Q : 7(w) < n} € F, for every n.

Example 2.3.13. Let X, be a stochastic process and F,, = oc{X; : k = 1,...,n}.
Let 7 = inf{k : X} > 17}. Then 7 is a stopping time (why?). Note the intuition:
if we have observed the process X up to time n, then we can determine from this
whether 7 < n or 7 > n (after all, if we have been observing the process, then we
know whether it has already exceeded 17 or not). In the former case, we also know
the value of 7 (why? prove that {r = k} € F,, for k < n), but not in the latter case.

Example 2.3.14. Here is an example of a random time that is not a stopping time.
Recally that a bounded martingale M, has finitely many upcrossings of the interval
[a, b]. It would be interesting to study the random time 7 at which M, finishes its final
upcrossing (i.e., the last time that M,, exceeds b after having previously dipped below
a). However, T is not a stopping time: to know that M,, has up-crossed for the last
time, we need to look into the future to determine that it will never up-cross again.
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Using the notion of a stopping time, we can define stopped processes.

Definition 2.3.15. Let {X,,} be a stochastic process and 7 < oo be a stopping time.
Then X' denotes the random variable X ,,)(w): i.e., this is the process X, evaluated
at 7. For any stopping time 7, the stochastic process X, (w) = X7 (w)(w) is called
the stopped process: i.e., X], = X, forn < 7, and X = X, forn > 7.

You can consider the stopped process as yet another gambling strategy. Indeed, the
process I<. is predictable (as {w : n < 7(w)} = W\{w: 7(w) <n—1} € Fr_1),
and we can clearly write for any process X,

Xonr = Xo + ZIkST(Xk - kal)'
k=1

Note that this also proves that X, - is again F,,-measurable! (This would not be true
if 7 were any old random time, rather than a stopping time.)

Speaking of measurability, you might wonder what o-algebra X ; is naturally mea-
surable with respect to. This following definition clarifies this point.

Definition 2.3.16. Let 7, be a filtration and let 7 be a stopping time. By definition,
Fr={A € Fs: An{r <n} € F, forall n} is the o-algebra of events that occur
before time 7 (recall that Foo = o{F, : n = 1,2,...}). If 7 < oo a.s., then X is
well defined and F,-measurable (why?).

Now suppose that X, is a martingale (or a super- or submartingale). By the above
representation for the stopped process, it is immediately evident that even the stopped
process is a martingale (or super- or submartingale, respectively), confirming our in-
tuition that we can not make money on average using a predictable strategy.

Lemma 2.3.17. If M, is a martingale (or super-, submartingale) and T is a stopping
time, then M A+ is again a martingale (or super-, submartingale, respectively).

In particular, it follows directly that E(M,,.) = My for any n. However, this
does not necessarily imply that E(M,) = 0, even if 7 < oo a.s.! To conclude the
latter, we need some additional constraints. We will see an example below; if this
seems abstract to you, skip ahead to the example.

Theorem 2.3.18 (Optional stopping). Let M,, be a martingale, and let T < 00 be a
stopping time. Then E(M,) = E(My) holds under any of the following conditions:
(a) T < K a.s. for some K € N; (b) |M,,| < K for some K € [0, 00[ and all n; (c)
|M,, — My_1| < K a.s. for some K € [0,00[ and all n, and E(T) < oo. If My, is a
supermartingale, then under the above conditions E(M ;) < E(My).

Remark 2.3.19. There are various extensions of this result; for example, if o and 7
are stopping times and o < 7 a.s., then (for example if 7 < K a.s) E(M,|F,) = M,
a.s. We will not need such results, but proving this is good practice!
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Proof. We prove the martingale case; the supermartingale result follows identically. To prove
(), it suffices to note that E(M,) = E(Mxna-) = E(Mo). For (b), note that Mosr — M-
a.s.asn — oo (by 7 < 00), so the result follows by dominated convergence. For (c), note that

[ Xnar| < | Xol +ka§T|Xk = Xp—1| < | Xo| + K(nAT) < | Xo| + KT,

k=1

where the right hand side is integrable by assumption. Now apply dominated convergence. [

We now give an illuminating example. Make sure you understand this example,
and reevaluate what you know about martingales, gambling strategies and fair games.

Example 2.3.20. Let £, &9, . . . be independent random variables which take the val-
ues +1 with equal probability. Define M,, = Mo + >, _, &k. M, are our winnings
in the following fair game: we repeatedly flip a coin; if it comes up heads we gain a
dollar, else we lose one. Proving that M, is a martingale is a piece of cake (do it!)

First, we should note that M, a.s. does not converge as n — oo. This is practically
a trivial observation. If M,, (w) were to converge for some path w, then for sufficiently
large N we should have [M,,(w) — Moo (w)| < & for all n > N. But M, takes only
integer values, so this would imply that M,,(w) = K (w) for some K (w) € Z and for
all n > N. Such paths clearly have measure zero (as M,, always changes between
two time steps: |M,, — M,,—1| = 1 a.s.) Of course M,, does not satisfy the conditions
of the martingale convergence theorem, so we are not surprised.

Now introduce the following stopping time: 7 = inf{n : M,, > 2M;,}. That is,
T is the first time we have doubled our initial capital. Our strategy is to wait until this
happens, then to stop playing, and the question is: do we ever reach this point, i.e.,
is 7 < oco? Surprisingly, the answer is yes! Note that M, is again a martingale,
but M,rr < 2My a.s. for all n. Hence this martingale satisfies the condition of the
martingale convergence theorem, and so M, », converges as n — co. But repeating
the argument above, the only way this can happen is if M, “gets stuck” at 2My—
i.e.,if 7 < oo a.s. Apparently we always double our capital with this strategy!

We are now in a paradox, and there are several ways out, all of which you should
make sure you understand. First, note that M, = 2M, by construction. Hence
E(M;) # E(My), as you would expect. Let us use the optional stopping theorem
in reverse. Clearly M,, is a martingale, 7 < oo, and |M,, — M,,—1| < 1 for all n.
Nonetheless E(M..) # E(My), so evidently E(1) = co—though we will eventually
double our profits, this will take arbitrarily long on average. Evidently you can make
money on average in a fair game—sometimes—but certainly not on any finite time
interval! But we already know this, because E(M,,»,) = E(M;) for any finite n.

Second, note that M, ., — M, a.s, but it is not the case that M, — M, in
L1; after all, the latter would imply that E(M,,»,) — E(M, ), which we have seen is
untrue. But recall when a process does not converge in £, our intuition was that the
“outliers” of the process somehow grow very rapidly in time. In particular, we have
seen that we eventually double our profit, but in the intermediate period we may have
to incure huge losses in order to keep the game fair.

With the help of the optional sampling theorem, we can actually quantify this idea!
What we will do is impose also a lower bound on our winnings: once we sink below
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a certain value —R (we are R dollars in debt), we go bankrupt and can not continue
playing. Our new stopping time is x = inf{n : M,, > 2M, or M,, < —R} (x is the
time at which we either reach our target profit, or go bankrupt). Now note that M,
does satisfy the conditions of the optional stopping theorem (as | M| < RV 2My),
so E(M,) = E(Mp). But M, can only take one of two values —R and 2M), so we
can explicitly calculate the probability of going bankrupt. For example, if R = 0, then
we go bankrupt and double our capital with equal probability.

Evidently we can not circumvent our previous conclusion—that no money can be
made, on average, in a fair game—unless we allow ourselves to wait an arbitrarily
long time and to go arbitrarily far into debt. This is closely related to the gambling
origin of the word martingale. In 19th century France, various betting strategies were
directly based on the idea that if you play long enough, you will make a profit for sure.
Such strategies were called martingales, and were firmly believed in by some—until
they went bankrupt. In the contemporary words of W. M. Thackeray,

“You have not played as yet? Do not do so; above all avoid a martingale,
if you do. [...] I have calculated infallibly, and what has been the effect?
Gousset empty, tiroirs empty, necessaire parted for Strasbourg!”

— W. M. Thackeray, The Newcomes (1854).

Following the work of Doob we will not follow his advice, but this does not take away
from the fact that the original martingale is not recommended as a gambling strategy.

There is much more theory on exactly when martingales converge, and what con-
sequences this has, particularly surrounding the important notion of uniform integra-
bility. We will not cover this here (we want to actually make it to stochastic calculus
before the end of term!), but if you wish to do anything probabilistic a good under-
standing of these topics is indispensable and well worth the effort.

A supermartingale inequality

Let us discuss one more elementary application of martingales and stopping times,
which is useful in the study of stochastic stability.

Let M,, be a nonnegative supermartingale. By the martingale convergence theo-
rem, M,, — M, a.s. as n — oo. Let us now set some threshold K > 0; for some
K, the limit M., will lie below K with nonzero probability. This does not mean,
however, that the sample paths of A, do not exceed the threshold K before ulti-
mately converging to M, even for those paths where M., < K. We could thus ask
the question: what is the probability that the sample paths of M,, will never exceed
some threshold K7 Armed with stopping times, martingale theory, and elementary
probability, we can proceed to say something about this question.

Lemma 2.3.21. Let M,, be an a.s. nonnegative supermartingale and K > 0. Then
E(M,
P (supMn > K) < (TO)'

In particular, for any threshold K, the probability of ever exceeding K can be made
arbitrarily small by starting the martingale close to zero.



2.4. Some subtleties of continuous time 65

Proof. Let us first consider a finite time interval, i.e., let us calculate P(sup,,« 5y M»n > K) for
N < oo. The key is to note that {w : sup, <y Mn(w) > K} = {w : Myan(w) > K},
where 7 is the stopping time 7 = inf{n : M, > K}. After all, if sup,, y M, > K then
T < N,so M.an > K. Conversely, if sup,,« y Mn < K then T > N, so M an < K.
Using Chebyshev’s inequality and the supermartingale property, we have

Moan) _ E(Mo)
K - K

P(sup M, > K) =P(M-n > K) < E(
n<N

Now let N — oo using monotone convergence (why monotone?), and we are done. O

Once again, this type of result can be generalized in various ways, and one can also
obtain bounds on the moments E(sup,, |M,,|?). You can try to prove these yourself,
or look them up in the literature if you need them.

2.4 Some subtleties of continuous time

Up to this point we have only dealt with stochastic processes in discrete time. This
course, however, is based on stochastic calculus, which operates exclusively in con-
tinuous time. Thus we eventually have to stray into the world of continuous time
stochastic processes, and that time has now come.

The theory of continuous time stochastic processes can be much more technical
than its discrete time counterpart. Doob’s book [Doo53] was one of the first places
where such problems were seriously investigated, and the theory was developed over
the next 30 or so years into its definitive form, by Doob and his coworkers and par-
ticularly by the French probability school of P.-A. Meyer. The ultimate form of the
theory—the so-called théorie générale des processus—is beautifully developed in the
classic books by Dellacherie and Meyer [DM78, DM82] (for a different approach, see
[Pro04]). We do not want to go this way! The technicalities of the general theory will
not be of much help at this level, and will only make our life difficult.

The good news is that we will almost always be able to avoid the problems of
continuous time by working with a very special class of continuous time stochastic
processes: those with continuous sample paths. You can imagine why this would sim-
plify matters: continuous paths are determined by their values on a countable dense
set of times (e.g., if we know the values of a continuous function for all rational num-
bers, then we know the entire function). Once we restrict our attention to countable
collections of random variables, many of the technicalities cease to be an issue. We
will generally not be too nitpicky about such issues in these notes; the goal of this
section is to give you a small glimpse at the issues in continuous time, and to convince
you that such issues are not too problematic when we have continuous sample paths.

Equivalent processes and measurability

We will often work with stochastic processes either on a finite time interval [0, T'], or
on the infinite interval [0, co[. In either case, a stochastic process on the probability
space (Q, F,P) is simply a family {X;} of measurable random variables, indexed by
time ¢. As usual, we are only interested in defining such processes with probability
one; but in continuous time, this is a little ambiguous.
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Definition 2.4.1. Let X; and Y; be two (discrete or continuous time) stochastic pro-
cesses. Then X; and Y; are said to be indistinguishable if P(X; = Y; forall t) = 1,
and they are said to be modifications of each other if P(X; = Y;) = 1 for all ¢.

Clearly if X; and Y; are indistinguishable, then they are modifications (why?). In
discrete time, the converse is also true: after all,

P(X, =Y, foralln) = P <ﬂ{w C X (w) = Yn(w)}> >1-) P(X, # Vo),

so if X,, and Y,, are modifications, then they are indistinguishable. In continuous time,
however, the intersection in this expression is uncountable; in the absence of further
information (e.g., if we only know that X; is a modification of Y;), we can not even
show that (), {w : Xi(w) = Yi:(w)} € F, let alone that it has unit probability! This
requirement is implicit, however, in the definition of indistinguishability.>

Example 2.4.2. Let £ be a Gaussian random variable (with zero mean and unit vari-
ance, say), and define the stochastic process X; = I;.¢2. Now define X| = I,<¢2.
For fixed t > 0, note that P(X; = X/) = P(£% # t) = 1. However, P(X; =
X/ forallt) = 0: after all, for every w, we have X;(w) # X/(w) for t = £(w)2.
Hence X, and X/ are modifications, but they are not indistinguishable processes.

One could think that for most practical purposes, processes which are modifica-
tions could be considered to be essentially equivalent. Though this intuition is proba-
bly justified, we can get into serious trouble by making a modification. What follows
are two examples, the first of which is often dealt with by making some assumptions.
The second is more serious. Recall that a filtration is a family of o-algebras F, in-
dexed by time, such that 7, C F; forall s < t.

Example 2.4.3. Let £ be a Gaussian random variable, and consider the processes
Xy =1and X/ = I;4¢2. Then X; and X/ are modifications. Now denote by F; =
o{Xs : s < t} the filtration generated by X;. Then X; is F;-adapted, but X/ is not!
Hence evidently modification need not preserve adaptedness.

Though the example is somewhat artificial, it shows that a modification of a
stochastic process does not always share all the desirable properties of the process.
This particular issue is often suppressed, however, by “augmenting” the o-algebra F
by adding to it all sets of measure zero; this clearly solves the problem, albeit in a way
that is arguably as artificial as the problem itself. More serious is the following issue.

Example 2.4.4. Let £ be a Gaussian random variable, and define X; = &t, X =
Xil x, 21, and Fy = o{X, : s < t}. Then X; and X are both F;-adapted and are
modifications. Now define the stopping times 7 = inf{¢ : X; > 1}, and similarly
7/ = inf{t: X] > 1}. Note that 7 = 7/! Nonetheless X, = 1, while X/ = 0.

2 It would also make sense to require that (), {w : X¢(w) = Yi(w)} contains a set of measure one,
even if it is not itself measurable. Under certain hypotheses on the probability space (that it be complete),
this implies that the set is itself measurable. Such details are important if you want to have a full under-
standing of the mathematics. We will not put a strong emphasis on such issues in this course.
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Evidently modification may not preserve the value of the process at a stopping
time. This will be a real problem that we have to deal with in the theory of optimal
stopping with partial observations: more details will follow in chapter 8.

As already mentioned in remark 1.6.7, we often wish to be able to calculate the
time integral of a process Xy, and we still want its expectation to be well defined. To
this end, we need the process to be measurable not only with respect to the probability
space, but also with respect to time, in which case we can apply Fubini’s theorem.

Definition 2.4.5. Let X, be a stochastic process on some filtered probability space
(Q,F,{F:},P) and time set T C [0,00[ (e.g., T = [0,T] or [0,00[). Then X, is
called adapted if X; is F;-measurable for all ¢, is called measurable if the random
variable X. : T x Q@ — R is B(T) x F-measurable, and is called progressively
measurable if X. : [0,t]N'T x Q — Ris B([0,¢] N T) x F;-measurable for all ¢.

What do these definitions mean? Adapted you know; measurable means that

t
Y = / Xsds is well defined and F-measurable,
0

and progressively measurable means that
t
Y = / Xsds is well defined and F;-measurable;
0

in particular, progressive measurability guarantees that the process Y; is adapted.’
Surely this must be true in any reasonable model! A result of Chung and Doob says
that every adapted, measurable process has a progressively measurable modification;
we will not need such heavy machinery, though.

Continuous processes

Life becomes much easier if X; has continuous sample paths: i.e., when the function
t — X;(w) is continuous for every w. In this case most of the major issues are
no longer problematic, and we can basically manipulate such processes in a similar
manner as in the discrete time setting. Here is a typical argument.

Lemma 2.4.6. Let X; be a stochastic process with continuous paths, and let Y; be
another such process. Then if X; andY; are modifications, then they are indistinguish-
able. If X, is F;-adapted and measurable, then it is JF-progressively measurable.

Proof. As X and Y; have continuous paths, it suffices to compare them on a countable dense
set: i.e., P(Xy = Y; for all t) = P(X; = Y; for all rational ¢). But the latter is unity whenever
X and Y; are modifications, by the same argument as in the discrete time case.

For the second part, construct a sequence of approximate processes X : [0,¢] x @ — R
such that X (w) = X;(w) forallw € Qand t = 0,27%,...,27%2%¢], and such that the
sample paths of X* are piecewise linear. Then X¥(w) — X (w) as k — oo for all w and
s € [0,t]. But it is easy to see that every X* is B([0,t]) x Fi-measurable, and the limit of a
sequence of measurable maps is again measurable. The result follows. O

3 For an example where X is adapted and measurable, but Y% is not adapted, see [Let88, example 2.2].
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A natural question to ask is whether the usual limit theorems hold even in con-
tinuous time. For example, is it true that if X; > 0 a.s. for all ¢ € [0, o0], then
E(lim inf; X;) < liminf; E(X;) (Fatou’s lemma)? This could be a potentially tricky
question, as it is not clear that the random variable lim inf; X} is even measurable!
When we have continuous sample paths, however, we can establish that this is the
case. Once this is done, extending the basic convergence theorems is straightforward.

Lemma 2.4.7. Let the process X have continuous sample paths. Then the random
variables inf; X, sup, Xy, lim inf; Xy and lim sup, X; are measurable.

Proof. As the sample paths of X; are continuous we have, for example, inf; X; = inf;cq X
where Q are the rational numbers. As these are countable, measurability follows from the
countable result (lemma 1.3.3). The same holds for sup, X¢, lim inf; X;, and limsup, X;. O

We can now establish, for example, Fatou’s lemma in continuous time. The con-
tinuous time proofs of the monotone convergence theorem and the dominated conver-
gence theorem follow in the same way.

Lemma 2.4.8. Let X; be an a.s. nonnegative stochastic process with continuous sam-
ple paths. Then E(liminf; X;) < liminf, E(X;). If thereisa Y € L' such that
X: <Y as. forall t, then E(lim sup, X;) > limsup, E(X%).

Proof. By the previous lemma, lim inf; X; is measurable so the statement makes sense. Now
suppose that the result does not hold, i.e., E(lim inf; X;) > liminf; E(X;). Then there ex-
ists a sequence of times ¢, " oo such that E(liminf; X¢) > liminf, E(X4,). But note
that lim inf,, X¢, > liminf; X; by the definition of the inferior limit, so this would imply
E(liminf, X¢,) > liminf, E(X, ). However, X, is a discrete time stochastic process, and
hence E(lim inf, X¢,) < liminf, E(X4, ) follows from the discrete time version of Fatou’s
lemma. Thus we have a contradiction. The second part of the result follows similarly. O

With a little more effort, we can also extend the martingale convergence theorem.

Theorem 2.4.9. Let M; be martingale, i.e., (M| Fs) = M; a.s. for any s < t, and
assume that M; has continuous sample paths. If any of the following conditios hold:
(a) sup; E(|My]) < oo; or (b) sup, E((M;)T) < oo; or (c) sup, E((M;)™) < oo;
then there exists an F~o-measurable random variable M, € L' s.t. My, — Mo, a.s.

Proof. We are done if we can extend Doob’s upcrossing lemma to the continuous time case;
the proof of the martingale convergence theorem then follows identically.

Let Ur(a, b) denote the number of upcrossings of a < b by M, in the interval ¢ € [0, T].
Now consider the sequence of times t* = n27*T, and denote by U%(a, b) the number of
upcrossings of a < b by the discrete time process Mtii’ n =0,...,2% Note that Mtﬁ isa
discrete time martingale, so by the upcrossing lemma E(U%(a, b)) < E((a — Mr))/(b—a).
We now claim that U%(a,b) /* Ur(a,b), from which the result follows immediately using
monotone convergence. To prove the claim, note that as M, has continuous sample paths and
[0, T'] is compact, the sample paths of M; are uniformly continuous on [0, T']. Hence we must
have Ur(a,b) < 0o, and so Ur(a,b)(w) = Uk (a, b)(w) for k(w) sufficiently large. O
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In addition to martingale convergence, the optional stopping theorem still holds
in the continuous case (you can prove this by approximating the stopping time by a
sequence of discrete stopping times), the process Ma- is again a martingale and is
even progressively measurable if M is a martingale and 7 is a stopping time, and the
supermartingale inequality has an immediate continuous counterpart.

Obviously much has been left unsaid, and the topic of continuous time stochastic
processes, even in its most elementary form, deserves at least its own chapter if not
an entire course. In the following chapters, however, we will move on to other topics.
Hopefully you now have a flavor of the difficulties in continuous time and some ways
in which these can be resolved. We will make a minimal fuss over such technical
issues in the chapters to come, but if you are ever in doubt you should certainly look
up the topic in one of the many textbooks on the subject.

2.5 Further reading

Most probability textbooks define the conditional expectation in the sense of Kol-
mogorov, and use the Radon-Nikodym theorem to prove its existence. For a devel-
opment through the orthogonal projection in £2, see Williams [Wil91] or Kallenberg
[Kal97]. The proof of the Radon-Nikodym theorem through martingales is originally
due to P.-A. Meyer, and we follow Williams [Wil91].

Martingales in discrete time are treated in any good textbook on probability. See
Williams [Wil91], for example, or the classic text by Neveu [Nev75]. The grave
omission from this chapter of the theory of uniformly integrable martingales should
be emphasized again (you want to study this on your own!) The ultimate reference
on martingales in continuous time remains Dellacherie and Meyer [DM82]; another
excellent reference is Liptser and Shiryaev [LSOla]. A lively introduction to both the
discrete and continuous theory can be found in Pollard [Pol02].

Finally, for the theory of stochastic processes in continuous time, including mar-
tingales and related processes, you may consult a variety of excellent textbooks; see
Dellacherie and Meyer [DM78, DM82], Rogers and Williams [RW00a], Karatzas and
Shreve [KS91], Elliott [Ell82], Protter [Pro04], or Bichteler [Bic02], for example.



CHAPTER

The Wiener Process

In the Introduction, we described Brownian motion as the limit of a random walk as
the time step and mean square displacement per time step converge to zero. The goal
of this chapter is to prove that this limit actually coincides with a well defined stochas-
tic process—the Wiener process—and we will study its most important properties. For
the reasons discussed in the Introduction, this process will play a fundamental role in
the rest of this course, both for its own merits and for its connection with white noise.

3.1 Basic properties and uniqueness

Recall that we think of the Wiener process as the limit as N — oo, in a suitable sense,
of the random walk

where &, are i.i.d. random variables with zero mean and unit variance. That there
exists a stochastic process that can be thought of as the limit of 2+(NV) is not obvious
at all: we will have to construct such a process explicitly, which we will do in section
3.2 (see section 3.4 for further comments). On the other hand, any process that can be
thought of as the limit of z;(/N') must necessarily have certain elementary properties.
For the time being, let us see how much we can say without proving existence.

The guiding idea of the limit as N — oo was the central limit theorem. We could
never use this theorem to prove existence of the Wiener process: the central limit
theorem does not apply to an uncountable collection of random variables {z:(N) :
t € [0, T]}. On the other hand, the central limit theorem completely fixes the limiting
distribution at any finite number of times (z;, (N), ...,z (N)).

70
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Lemma 3.1.1 (Finite dimensional distributions). For any finite set of times t; <
to < -+ < tp, n < 00, the n-dimensional random variable (xz¢, (N), ...,z (N))
converges in law as N — oo to an n-dimensional random variable (x4, ..., x,)
such that x4, , Ty, — Tyy, . . ., Tt, — Tt, _, are independent Gaussian random variables
with zero mean and variance t1,to — t1,...,t, — tn—1, respectively.

Proof. The increments x, (N) — ¢, _, (N), k = 1,...,n (choose to = 0) are independent
for any IV, so we may consider the limit in law of each of these increments separately. The
result follows immediately from the central limit theorem. O

A different aspect of the Wiener process is the regularity of its sample paths.
For increasingly large N, the random walk z;(N) has increasingly small increments.
Hence it is intuitively plausible that in the limit as N — oo, the limiting process
will have continuous sample paths. In fact, this almost follows from lemma 3.1.1; to
be more precise, the following result holds.

Proposition 3.1.2. Suppose that we have constructed some stochastic process x
whose finite dimensional distributions are those of lemma 3.1.1. Then there exists
a modification Ty of xy such that t — Iy is continuous [Recall that the process T+ is a
modification of the process x+ whenever xy = Ty a.s. for all t.]

The simplest proof of this result is an almost identical copy of the construction we
will use to prove existence of the Wiener process; let us thus postpone the proof of
proposition 3.1.2 until the next section.

We have now determined all the finite-dimensional distributions of the Wiener pro-
cess, and we have established that we may choose its sample paths to be continuous.
These are precisely the defining properties of the Wiener process.

Definition 3.1.3. A stochastic process W, is called a Wiener process if
1. the finite dimensional distributions of W, are those of lemma 3.1.1; and
2. the sample paths of W, are continuous.

An R"-valued process Wy = (W}, ..., W) is called an n-dimensional Wiener pro-
cessif W}, ... W/ are independent Wiener processes.

In order for this to make sense as a definition, we have to establish at least some
form of uniqueness—two processes Wy and W/ which both satisfy the definition
should have the same properties! Of course we could never require W; = W/ a.s.,
for the same reason that X and X’ being (zero mean, unit variance) Gaussian random
variables does not mean X = X' a.s. The appropriate sense of uniqueness is that if
W; and W/ both satisfy the definition above, then they have the same law.

Proposition 3.1.4 (Uniqueness). If W; and W/ are two Wiener processes, then the
C([0, oo)-valued random variables W.,W' : Q — C([0, oo[) have the same law.

Remark 3.1.5 (C ([0, co[)-valued random variables). A C([0, oo[)-valued random
variable on some probability space ({2, F, P) is, by definition, a measurable map from
Q to C([0, o). But in order to speak of a measurable map, we have to specify a o-
algebra C on C([0, oo[). There are two natural possibilities in this case:
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1. Any z € C([0, oo]) represents an entire continuous path = = (x; : ¢t € [0, o0[).
Define for every time ¢ the evaluation map 7 : C([0,0[) — R, m(x) = a¢. It
is then natural to set C = o{m; : ¢ € [0, c0[}.

2. As you might know from a course on functional analysis, the natural topology
on C(]0, 0o) is the topology of uniform convergence on compact intervals. We
could take C to be the Borel o-algebra with respect to this topology.

It turns out that these two definitions for C coincide: see [RW00a, lemma I1.82.3]. So
fortunately, what we mean by a C([0, co[)-valued random variable is unambiguous.

Proof of proposition 3.1.4. Let us first establish that W. is in fact measurable, and hence a
random variable (this follows identically for W/). By assumption W, is measurable for every
t (as {W;} is assumed to be a stochastic process), so W, '(A) € F for every A € B(R).
But W; = m(W.), so W™'(B) € F for every set B € C of the form B = ;' (4). It
remains to note that C = o{m; '(A) : A € B(R), t € [0, o[} by construction, so we find that
WHC) = o{W;(A) : A € B(R), t € [0,00[} C F. Hence W. is indeed a C([0, oo|)-
valued random variable, and the same holds for W'.

It remains to show that W. and W/ have the same law, i.e., that they induce the same
probability measure on (C([0, oo[),C). The usual way to show that two measures coincide is
using Dynkin’s 7-system lemma 1.7.3, and this is indeed what we will do! A cylinder set is a
set C € C of the form C' = w;l (A1) ﬂ7r[21 (A2)N---Nm, ' (An) for an arbitrary finite number
of times 1, . .. ,t, € [0, 00[ and Borel sets A1, ..., A, € B(R). Denote by Ccy1 the collection
of all cylinder sets, and note that C.1 is a w-system and 0 {Ccy1} = C. But the definition of the
Wiener process specifies completely all finite dimensional distributions, so the laws of any two
Wiener processes must coincide on Ccy1. Dynkin’s m-system lemma does the rest. O

Given a Wiener process W;, we can introduce its natural filtration .7-",5W =o{W;:
s < t}. More generally, it is sometimes convenient to speak of an JF;-Wiener process.

Definition 3.1.6. Let F; be a filtration. Then a stochastic process W is called an F;-
Wiener process if Wy is a Wiener process, is F;-adapted, and W, — W is independent
of F, for any t > s. [Note that any Wiener process W; is an F}V-Wiener process.]

Lemma 3.1.7. An F;-Wiener process Wy is an Fy-martingale.

Proof. We need to prove that E(W;|Fs) = W, for any t > s. But as W is Fs-measurable (by
adaptedness) this is equivalent to E(W; — W|Fs) = 0, and this is clearly true by the definition
of the Wiener process (as W; — W has zero mean and is independent of F5). a

The Wiener process is also a Markov process. You know what this means in
discrete time from previous courses, but we have not yet introduced the continuous
time definition. Let us do this now.

Definition 3.1.8. An F;-adapted process X, is called an F;-Markov process if we
have E(f(X,)|Fs) = E(f(X,)|Xs) for all ¢ > s and all bounded measurable func-
tions f. When the filtration is not specified, the natural filtration F/X is implied.

Lemma 3.1.9. An F;-Wiener process Wy is an Fy-Markov process.
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Proof. We have to prove that E( f(W})|Fs) = E(f(W:)|Ws). Note that we can trivially write
fWy) = f(Wy—Ws)+Ws), where W, — W is independent of F, and W is Fs-measurable.
We claim that E( f (Wy)|Fs) = g(Ws) with g(z) = E(f(We—Ws+x)). As g(Ws) is o(Ws)-
measurable, we can then write E(f(W3)|Ws) = E(E(f(Wy)|Fs)|Ws) = E(g(Ws)|Ws) =
g(Ws), where we have used o(Ws) C Fs. The result now follows.

It remains to prove E(f(W3)|Fs) = g(Ws), or equivalently E(g(Ws)1a) = E(f(Wi)1a)
for all A € F, (by Kolmogorov’s definition of the conditional expectation). Consider the pair
of random variables X = W;—W,andY = (W, 14), and note that X and Y are independent.
Hence by theorem 1.6.6, the law of (X, Y") is a product measure pux X py, and so

BUWOLL) = [ £+ w)apx(do) oy (dw,da) =

[ 16+ w0 nx@n) any @w.da) = [ atiany aw,do) = B,
using Fubini’s theorem (which applies by the boundedness of f). We are done. O

To complete our discussion of the elementary properties of the Wiener process, let
us exhibit some odd properties of its sample paths. The sample paths of the Wiener
process are extremely irregular, and the study of their properties remains an active
topic to this day (see, e.g., [MP06]). We will only consider those properties which we
will need to make sense of later developments.

Lemma 3.1.10. With unit probability, the sample paths of a Wiener process Wy are
non-differentiable at any rational time t.

Proof. Suppose that W is differentiable at some point ¢. Then limp~ o(Wisn — Wt)/h exists
and is finite, and in particular, there exists a constant M < oo (depending on w) such that
|Wirn —Wei|/h < M for sufficiently small 2 > 0. We will show that with unit probability this
cannot be true. Set h = n~! where n is integer; then |Wyyp, — We|/h < M for sufficiently
small & > 0 implies that sup,,~; n|W,,,,—1(w) — We(w)| < co. But we can write (why?)

(o supalbi s) - W) <o f = U (e nWegms ) = Wi < 1)

Using simple set manipulations, we obtain

P (supn|Wt+n71 — Wil < oo) < lim inf P(n|Wy -1 — Wi < M).

n>1 M—oon>1
But W, ,,—1 — W is a Gaussian random variable with zero mean and variance n~1, so
inf P(n|W, -1 — Wi| < M) = inf P(|¢| < Mn~'/?) =0,
n>1 n>1

where £ is a canonical Gaussian random variable with zero mean and unit variance. Hence we
find that P(lim,,—1+_o(W; -1 — Wt)/n ™" is finite) = 0, so W is a.s. not differentiable at ¢
for any fixed time ¢. But as the rational numbers are countable, the result follows. Od

Apparently the sample paths of Brownian motion are very rough; certainly the
derivative of the Wiener process cannot be a sensible stochastic process, once again
confirming the fact that white noise is not a stochastic process (compare with the
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discussion in the Introduction). With a little more work one can show that with unit
probability, the sample paths of the Wiener process are not differentiable at any time
t (this does not follow trivially from the previous result, as the set of all times ¢ is not
countable); see [KS91, theorem 2.9.18] for a proof.

Another measure of the irregularity of the sample paths of the Wiener process is
their total variation. For any real-valued function f(t), the total variation of f on the
interval ¢ € [a, b] is defined as

TV(f,a,b) =sup  sup > [f(tiy1) — f(t)];
k>0 (t;)eP(k,a,b) i—0

where P(k, a,b) denotes the set of all partitions a = tg < t; < -+ < ty < tg41 = b.
You can think of the total variation as follows: suppose that we are driving around in
a car, and f(t) denotes our position at time ¢. Then TV(f, a,b) is the total distance
which we have travelled in the time interval [a, b] (i.e., if our car were to go for a fixed
number of miles per gallon, then TV (f, a, b) would be the amount of fuel which we
used up between time a and time b). Note that even when sup, <<« |f(t) — f(3)]
is small, we could still travel a significant total distance if we oscillate very rapidly in
the interval [a, b]. But the Wiener process, whose time derivative is infinite at every

(rational) time, must oscillate very rapidly indeed!

Lemma 3.1.11. With unit probability, TV(W.,a,b) = oo for any a < b. In other
words, the sample paths of the Wiener process are a.s. of infinite variation.

Proof. Denote by P(a,b) = [y~ P(k,a,b) the set of all finite partitions of [a,b]. We are
done if we can find a sequence of partitions 7, € P(a,b) such that

Z |Wti+1 — th| m oo a.s.
t,€Emn
To this end, let us concentrate on a slightly different object. For any = € P(a,b), we have
E Z Wiy — Wti)z = Z (tiy1 —ti) =b—a.
t;em t; €™

Call Z; = (VVtiJrl — VVti)2 — (ti+1 — 1), and note that for different 7, the random variables Z;
are independent and have the same law as (£ — 1)(t;1 — t;), where & is a Gaussian random
variable with zero mean and unit variance. Hence

E |:<Z(Wti+1 _Wti)2 - (b_a)) :| =E

t;em

> 7

t,em

=E((¢* -1)%) Z (tis1 —t:)°.

t,em

Let us now choose a sequence m,, such that sup,, ¢, [ti+1 — ti| — 0. Then
2
’ [( 2 (Wi =W =0 a)> ] < (b—a)E((&°—1)%) sup [tig1 —ti] —0.
t;€mn t,€Emn
In particular, we find that

Qu= > Wiy, — W) "= b—a inL?

t;€Emp
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s0 @n — b — ain probability also, and hence we can find a subsequence m(n) oo such that
Qmn) — b —aas. But then TV(W., a,b) < oo with nonzero probability would imply

b—a< lim { sup |Wti+1—Wti|} S Wiy, —Wel| =0

n—o0 .
Li€Mm (n) £ €T (n)

with nonzero probability (as SUP; e, () [Wi,., — Wy,| — 0 by continuity of the sample

i+1
paths), which contradicts a < b. Hence TV (W.,a,b) = oo a.s. for fixed a < b. It remains
to note that it suffices to consider rational a < b; after all, if TV(W., a, b) is finite for some
a < b, it must be finite for all subintervals of [a, b] with rational endpoints. As we have shown

that with unit probability this cannot happen, the proof is complete. O

You might argue that the Wiener process is a very bad model for Brownian mo-
tion, as clearly no physical particle can travel an infinite distance in a finite time! But
as usual, the Wiener process should be interpreted as an extremely convenient math-
ematical idealization. Indeed, any physical particle in a fluid will have travelled a
humongous total distance, due to the constant bombardment by the fluid molecules,
in its diffusion between two (not necessarily distant) points. We have idealized mat-
ters by making the total distance truly infinite, but look what we have gained: the
martingale property, the Markov property, etc., etc., etc.

It is also the infinite variation property, however, that will get us in trouble when
we define stochastic integrals. Recall from the Introduction that we ultimately wish to
give meaning to formal integrals of the form fot fs & ds, where £, is white noise, by

defining a suitable stochastic integral of the form fot fs dWs.
The usual way to define such objects is through the Stieltjes integral. Forgetting
about probability theory for the moment, recall that we write by definition

| 7061 dats) = 1im 3 150 o) = a8

t,em

where the limit is taken over a sequence of refining partitions 7 € P(0,t) such that
max [t;+1 — t;| — 0, and s; is an arbitrary point between ¢;11 and ¢;. When does the
limit exist? Well, note that for m,,, C 7, (7, is a finer partition than 7,,),

Z f(si) (g(tit1) —g(ti)) — Z F(s9) (9(tia) — 9(t)))

ti€Emn L €T

= Z (f(si) = £(s7)) (9(tit1) — g(t:),

t, €Ty

where s/ is chosen in the obvious way. But note that

D (flsi) = f(s7) (9tirn) = 9(ti)| < TV(9,0,1) max | f(s:) = f(s7)]

ti €Ty

Hence if f is continuous and g is of finite total variation, then the sequence of sums
obtained from a refining sequence of partitions 7, is a Cauchy sequence and thus



3.2. Existence: a multiscale construction 76

converges to a unique limit (which we call the Stieltjes integral). More disturbingly,
however, one can also prove the converse: if g is of infinite variation, then there
exists a continuous function f such that the Stieltjes integral does not exist. The proof
requires a little functional analysis, so we will not do it here; see [Pro04, section 1.8].

The unfortunate conclusion of the story is that the integral fot fs dWy cannot be
defined in the usual way—at least not if we insist that we can integrate at least contin-
uous processes f;, which is surely desirable. With a little insight and some amount of
work, we will succeed in circumventing this problem. In fact, you can get a hint on
how to proceed from the proof of lemma 3.1.11: even though the total variation of the
Wiener process is a.s. infinite, the quadratic variation

lim Y (Wi, —Wi,)’=b-a as.
n—oo
ti €T (n)

is finite. Maybe if we square things, things will get better? Indeed they will, though

we still need to introduce a crucial insight in order not to violate the impossibility of
defining the Stieltjes integral. But we will go into this extensively in the next chapter.

3.2 Existence: a multiscale construction

We are finally ready to construct a Wiener process. In principle, we will do this ex-
actly as one would think: by taking the limit of a sequence of random walks. It is not
so easy, however, to prove directly that any random walk of the form x(N) defined
previously converges to a Wiener process; in what sense should the convergence even
be interpreted? Some comments on this matter can be found in section 3.4. Instead,
we will concentrate in this section on a particular random walk for which conver-
gence is particularly easy to prove. As long as we can verify that the limiting process
satisfies definition 3.1.3, we are then done—uniqueness guarantees that there are no
other Wiener processes, so to speak.

We will make two straightforward simplifications and one more inspired simpli-
fication to our canonical random walk model z(N). First, note that we can restrict
ourselves to a fixed time interval, say, ¢ € [0,1]. Once we have defined a stochastic
process which satisfies definition 3.1.3 for ¢ € [0, 1], we can easily extend it to all of
[0, oo[: recall that the increments of the Wiener process are independent!

Lemma 3.2.1. Let {W; : t € [0, 1]} be a stochastic process on the probability space
(Q, F,P) that satisfies definition 3.1.3. Then there exists a stochastic process {W/ :
t € [0, 00[} on a probability space (', F', ') that satisfies definition 3.1.3 for all t.

Proof Set'! @ = QxQx -, F =FxFx--,andP =P xP x ---. Then
carries an i.i.d. sequence of processes {W/*,t € [0,1]}, n = 1,2,.... You can easily verify

that W/ = 1521 W+ Wt@ﬁl satisfies definition 3.1.3 for all ¢ € [0, co]. O

! We are cheating a little, as we only defined the countable product space in Theorem 1.6.8 for Q = R.
In fact, such a space always exists, see [Kal97, corollary 5.18], but for our purposes Theorem 1.6.8 will turn
out to be sufficient: every €2 will be itself a space that carries a sequence of independent random variables,
and, as in the proof of Theorem 1.6.8, we can always construct such a sequence on 2 = R.
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The second simplification is to make our random walks have continuous sample
paths, unlike x¢(/N) which has jumps. The reason for this is that there is a very
simple way to prove that a sequence of continuous functions converges to a continuous
function: this is always the case when the sequence converges uniformly. This is an
elementary result from calculus, but let us recall it to refresh your memory.

Lemma 3.2.2. Let f,,(t), n = 1,2, ... be a sequence of continuous functions on t €
[0, 1] that converge uniformly to some function f(t), i.e., sup,cjo 17 [fn(t) = f(£)] — 0
asn — oo. Then f(t) must be a continuous function.

Proof. Clearly | f(z)—f(y)| < |f(2) = fn(@)|+]fn(2) = fr(y)|+]fn(y) = f(y)| for any nand
z,y € [0,1]. Lete > 0. Then we can choose n sufficiently large so that | f (x) — f(z)] < /3

for any x, and then | f(z) — f(y)| < 2¢/3 + |fn(x) — fu(y)|forall z,y € [0, 1]. Butas fy is
uniformly continuous (as [0, 1] is compact), there is a § > 0 such that | f, (z) — fn(y)| < /3
for all | — y| < 6. Hence f satisfies the (¢-0) definition of continuity. |

Here is another useful trick from the same chapter of your calculus textbook.

Lemma 3.2.3. Ler f,(t), n = 1,2,... be a sequence of continuous functions on
t € [0,1], such that 3, sup,cio1) |fnt1(t) — fu(t)] < 0o. Then fn(t) converge
uniformly to some continuous function f(t).

Proof. Note that fn(t) = fi1(t) + Sp—1 (fr+1(t) — fu(t)). By our assumption, the sum
is absolutely convergent so fn(t) — f(t) asn — oo for every ¢t € [0,1]. It remains to
show that the convergence is uniform. But this follows from sup,c(o 1) [fm(t) — f(t)| =

SuP;efo,1) | 2k (Fet1 () = fe(0))] < 3202, supieio |(fea(t) = fu(t))] — 0. 0

You are probably starting to get a picture of the strategy which we will follow:
we will define a sequence W)* of random walks with continuous sample paths, and
attempt to prove that ) | supero 17 [W;" — W" *1| < 0o a.s. We are then guaranteed
that W] converges a.s. to some stochastic process I¥; with continuous sample paths,
and all that remains is to verify the finite dimensional distributions of W;. But the
finite dimensional distributions are the easy part—see, e.g., lemma 3.1.1!

It is at this point, however, that we need a little bit of real insight. Following our
intended strategy, it may seem initially that we could define W;* just like 2:;(n), except
that we make the sample paths piecewise linear rather than piecewise constant (e.g.,
set Wilion = Zif:l & /2"/? for k = 0,...,2", and interpolate linearly in the time
intervals k/2™ < ¢t < (k4 1)/2™). However, this way W;* can never converge a.s. as
n — oco. In going from W} to W,* ™, the process W;* gets compressed to the interval

[0, 2], while the increments of W["*" on |1, 1] are defined using a set of independent
random variables £an 41, . . ., Eon+1. This is illustrated in figure 3.1.

Remark 3.2.4. Of course, we do not necessarily expect our random walks to converge
almost surely; for example, lemma 3.1.1 was based on the central limit theorem, which
only gives convergence in law. The theory of weak convergence, which defines the
appropriate notion of convergence in law for stochastic processes, can indeed be used
to prove existence of the Wiener process; see [Bil99] or [KS91, section 2.4]. The
technicalities involved are a highly nontrivial, however, and we would have to spend
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0.5 1
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Figure 3.1. Sample paths, given a single realization of {&,, }, of W;* for n = 5,6,7. When n
is increased by one, the previous sample path is compressed to the interval [0, 1/2], scaled by
2712 and the increments in ]1/2, 1] are generated from the next batch of independent &,,s.

an entire chapter just introducing all the necessary machinery! Instead, we will use
a clever trick (due to P. Lévy and Z. Ciesielski) to define a very special sequence
of random walks W/" which actually converges almost surely. Once we have a.s.
convergence, the proofs become much more elementary and intuitive.

The idea is illustrated in figure 3.2. The random walk W;* consists 2" points
connected by straight lines. In going from W}* to Wt’“’l, our previous strategy was
to concatenate another 2" points at the end of the path, and then to compress this new
path to fit in the interval [0, 1]. Rather than add points at the end of the path, however,
we will now add our new 2" points in between the existing nodes of the sample path.
This way the shape of the path remains fixed, and we just keep adding detail at finer
and finer scales. Then we would certainly expect the sample paths to converge almost
surely; the question is whether we can add points between the existing nodes in such
a way that the random walks T¥/;* have the desired statistics.

Let us work out how to do this. The random walk W/* has nodes at t = k27",
k = 0,...,2", connected by straight lines. For any further W, with m > n, we
want to only add nodes between the times k27", i.e., W™ = W[ fort = k277,
k =0,...,2" Hence the points W/;,_,, must already be distributed according to the
corresponding finite dimensional distribution of lemma 3.1.1: W7%,_,, must be a Gaus-

sian random variable with zero mean and variance k2", and V[/(’}C +1)2-n W,? .

must be independent of W7, _,, for any k. Suppose that we have constructed such a

W{. We need to show how to generate th+1 from it, by adding points between the
n+1

existing nodes only, so that W,”™ " has the correct distribution.
Fix n and k, and assume we are given thfl. Let us write

— n _ n—1 _ n _ n—1
Yo = W]g2*(n—1) - WkQ—(n—l)? Yi = W(k+1)2*(n—1) - W(k+1)27(n71)-
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3w

Figure 3.2. Rather than concatenate additional &,,s at the end of the sample paths, we define
W for increasing n by adding new &, in between the existing nodes of the sample path. This
way detail is added at increasingly fine scales, and the sample path will in fact converge a.s. The
procedure is illustrated on the right for W, and W'; the first path is a line between W9 = 0
and WY = &;, while for W' another point is added at t = 1/2 (see text).

We wish to choose a new point X = W(g kt1)2-m between Y, and Y7, such that

1. Y7 — X and X — Y} are Gaussian with mean zero and variance 27",
2. Y1 — X, X —Y) and Yj are independent.
We already know the following properties of Yy and Y7:
1. Y7 — Y} is Gaussian with mean zero and variance 2*("’1),
2. Y] — Yy and Yj are independent.

We claim that X = (Yo +4Y7)/2+2~("F1/2¢ where ¢ is a Gaussian random variable
with zero mean and unit variance independent of Y and Y7, satisfies the requirements.
Indeed, you can easily verify that X — Y and Y7 — X have the correct mean and vari-
ance and are independent of Y (why?). It remains to show that Y7 — X is independent
of X — Yj; but this follows immediately from the well known fact that if £;, & are
i.i.d. Gaussian, then &; + & and &1 — & are also i.i.d. Gaussian.?

How then do we define all of W;* from W;*~? As is illustrated in the right pane
of figure 3.2 for n = 1, we need to add to W}* ~1 a collection of tent-shaped functions
(Schauder functions), centered between the nodes of W," ~1 and zero on those nodes,
that “lift” the points in between the nodes of "~ ! by independent random quantities
which are Gaussian distributed with zero mean and variance 2~ ("1 The best way to
see this is to have a good look at figure 3.2; once you have made sure you understand
what is going on, we can get down to business.

2 This follows from the fact that the distribution of an ii.d. Gaussian random vector x with zero
mean is isotropic—it is invariant under orthogonal transformations, i.e., x has the same law as Ax for any
orthogonal matrix A. If you did not know this, now is a good time to prove it!
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Theorem 3.2.5. There exists a Wiener process W, on some probab. space (2, F,P).

Proof. Let us begin by introducing the Schauder (tent-shaped) functions. Note that the deriva-
tive of a Schauder function should be piecewise constant: it has a positive value on the increas-
ing slope, a negative value on the decreasing slope, and is zero elsewhere. Such functions are
called the Haar wavelets Hy, 1(t) withn =0,1,...and k = 1,3,5,...,2" — 1, defined as

42D (k12T <t < k27T,
Hoa(t) =1,  Hupx(t)=4q —27D2 ko " <1 <(k+1)27", (n>1).
0 otherwise,

The Haar wavelets are localized on increasingly fine length scales for increasing n, while the
index k shifts the wavelet across the interval [0,1]. We now define the Schauder functions
Sn,k (t) simply as indefinite integrals of the Haar wavelets:

t
Sn,k(t):/Hn,k(s)ds, =01, .., k=135, 2"-1.
0

You can easily convince yourself that these are precisely the desired tent-shaped functions.

Let us now construct our random walks on [0, 1]. Let (', 7', P") be a probability space
that carries a double sequence {&,,x : n =0,1,..., k=1,3,...,2" — 1} of i.i.d. Gaussian
random variables with zero mean and unit variance (which exists by theorem 1.6.8). Figure 3.2
shows how to proceed: clearly W, = £0,150,1(t), while W} = &,150,1(t) 4 £1,151,1(t) (note
the convenient normalization—the tent function S, , has height 2~ (n+1)/2y Continuing in the
same manner, convince yourself that the Nth random walk can be written as

N
W= > LS.

n=0k=1,3,...,27 —1

We now arrive in the second step of our program: we would like to show that the sequence
of processes W' converges uniformly with unit probability, in which case we can define a
stochastic process W; = limy oo W{" with a.s. continuous sample paths.

We need some simple estimates. First, note that

P ( sup [W' =W ™! > En) =P ( sup  |&ni| > 2("“)/2%) ;
t€[0,1] k=1, n_1

as you can check directly. But note that we can estimate (why?)
P ( sup |€nk] > 2("+1)/26n) < Z P(|&n k] > 2D/ 2¢,),
k=13,...,27—1 k=1,3,...,.27 —1
so we can write (using the fact that &, ;, are i.i.d.)
P ( sup |W' =W/ > €n> < 2" TIP(|6o | > 2T 2.
te(0,1]

We need to estimate the latter term, but (as will become evident shortly) a direct application of
Chebyshev’s inequality is too crude. Instead, let us apply the following trick, which is often
useful. Note that &1,0 is symmetrically distributed around zero, so we have P([£p,1] > «) =
P(&o,1 > a) + P(0,1 < —a) = 2P(€o,1 > ). Now use Chebyshev’s inequality as follows:

P(fo1 > a) = P(e%01 > ) < e “E(e501) = e'/27,
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We thus obtain

P < sup |W{" — W' > sn> <exp(nlog2+1/2 — 2"/ 2 ),
t€[0,1]

If wesete, = nfz, then evidently

c- IETI |
ZP(sup W — W, 1|>—2><oo
n=1 n

te[0,1]

(this is why direct application of the Chebyshev inequality would have been too crude—we
would not have been able to obtain this conclusion!) But by the Borel-Cantelli lemma, we find
that this implies P(sup,¢ (o, 1) [W¢" — W >n"?1.0.) = 0, so we have

sup [W; — Wl < % for all n sufficiently large a.s.
t€[0,1] n

In particular, this implies that

oo

sup |Wy =W ' < oo as.
n—1 t€[0,1]

But then we have a.s. uniform convergence by lemma 3.2.3, and so W{* — W; asn — oo
a.s., where the process W; has a.s. continuous sample paths. Nothing changes if we set the
sample paths to zero in a null set which contains all discontinuous paths of Wj; this is an
indistinguishable change, and now W; has continuous sample paths everywhere. It remains to
show that W has the correct finite dimensional distributions, and to extend to ¢ € [0, col.

To verify the finite dimensional distributions, it suffices to show that for any ¢ > s > r, the
increment W; — W is independent of W,, and that these are Gaussian random variables with
mean zero and variance ¢ — s and 7, respectively (why do we not need to check explicitly higher
dimensional distributions?) The simplest way to check this is using characteristic functions: a
well known result, e.g., [Wil91, section 16.6,7], states that it is sufficient to show that

E(emwwrw(wﬁws)) 7a2r'/2fﬁ2(tfs)/2‘

=e

But note that by construction, this holds for any ¢, s, » which are dyadic rationals (i.e., of the

form k27" for some k and n). For arbitrary ¢, s, r, choose sequences r, " r, s, "\, 8, and

tn "\, t of dyadic rationals. Then W;,, —Wj,, is independent of W, for any n, and in particular

we can calculate explicitly, using dominated convergence and continuity of W,
E(eiaWrJriﬁ(Wt —Ws) ) — lim E(eiaWrn +iB(Wt,, —Wsy, ))

n— oo

—o2r0 /2= (tn—sn)/2 _ ,—a?r/2-B(t=5)/2

Hence W, has the correct finite dimensional distributions for all ¢ € [0, 1]. The extension to
t € [0, oo[ was already done in lemma 3.2.1, and we finally have our Wiener process. O

Now that we have done the hard work of constructing a Wiener process, it is not
difficult to prove proposition 3.1.2. Recall the statement of this result:

Proposition 3.1.2. Suppose that we have constructed some stochastic process T
whose finite dimensional distributions are those of lemma 3.1.1. Then there exists
a modification Xy of x; such that t — I is continuous.
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How would we go about proving this? Suppose that we have constructed a Wiener
process W, through theorem 3.2.5. Itis an easy exercise to show that we can reproduce
the random variables &, ;. from W as follows:

o1 = W, Ene =202 (Wigon = SWii1yo-n — Wiaiyp-n), n > 10

But the law of any finite number of &, ;, is only determined by the finite dimensional
distributions of W, so for any process x; with the same finite dimensional distribu-
tions it must also be the case that

(n+1)/2(

_ _ 1 1
X0,1 = X1, Xnk = 2 Thon — 5T(k—1)2-7 — 5T(kt1)2-n), 1 =1,

are i.1.d. Gaussian random variables with mean zero and unit variance (recall that a
sequence of random variables is independent if any finite subcollection is independent,
so this notion only depends on the finite dimensional distributions). But then

jt = Z Z Xn,kSn,k(t)

n=0k=1,3,...,2n—1

has a.s. continuous paths—this follows from the proof of theorem 3.2.5—and z; = 4
for all dyadic rational times ¢ by construction. We again set the discontinuous paths
to zero, and the only thing that remains to be shown is that Z; is a modification of x;.

Proof of proposition 3.1.2. We need to show that &; = z; a.s. for fixed ¢ € [0, 1] (it suffices
to restrict to [0, 1], as we can repeat the procedure for every interval [n, n + 1] separately). As
with unit probability ; = x; for all dyadic rational ¢ and Z; has continuous sample paths, we
find ; = lim,, Z¢+,, = lim,, z,, a.s. for any sequence of dyadic rational times ¢,, /' t. But

P(lze — 4| > €) < e *E((z — #4)°) = e *E(liminf(z; — z4,,)?)
< e ?liminf B((zs — x4,)?) = & *liminf(t — t,) = 0 forany € > 0,

where we have used Chebyshev’s inequality and Fatou’s lemma. Thus x; = Z; a.s. O

3.3 White noise

In the Introduction, we argued that the notion of white noise, as it is colloquially
introduced in the science and engineering literature, can heuristically be thought of as
the time derivative of the Wiener process. As was already mentioned, the nonexistence
of white noise as a stochastic process will never be a problem, and we will happily
consider noisy observations in their integrated form in order to avoid mathematical
unpleasantness. Let us nonetheless take a moment now to look at white noise a little
more closely. As we are already on the topic of the Wiener process, we should briefly
investigate further the connection between the Wiener process and white noise.

In science and engineering, white noise is generally defined as follows: it is a
Gaussian “stochastic process” & with zero mean and covariance E(:&;) = 0(t — s),
where J(-) is Dirac’s delta “function”. The latter, however, is not actually a function;
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it is a so-called distribution, or generalized function.® Let us briefly recall how this
works. The delta function is defined by the relation

/ £(5)8(s)ds = (0),

where f is an element in a suitable space of fest functions. The simplest space of test
functions is the space C§° of smooth functions of compact support. The mathematical
object §(-) should then be seen not as a function, but as a linear functional on the
space C§°: it is a linear map which associates to every test function a number, in this
case § : f — f(0). The integral expression above is just suggestive notation* for §
evaluated at f. The philosophy behind such a concept is that no physical measurement
can ever be infinitely sharp, even if the object which we are measuring is (which is
itself an idealization); hence we only need to make sense of measurements that are
smeared out in time by a suitable test function, and a generalized function is simply
an object that associates to every such measurement the corresponding outcome.

Let us return to white noise. Clearly &, is not a stochastic process, as its covariance
is not a function. However, we could think of &; as an object whose sample paths
are themselves generalized functions. To make sense of this, we have to define the
properties of white noise when integrated against a test function. So let us integrate
the defining properties of white noise against test functions: E(£(f)) = 0 and

EE(NE@) =E | [ ()€ ds / o) & dt
R Ry

- / F(s)g(t)6(t —s)dsdt = [ f(t)g(t)dt = (f.g).
Ry xR Ry

Moreover, the fact that &; is a Gaussian “process” implies that £(f) should be a Gaus-
sian random variable for any test function f. So we can now define white noise as
a generalized stochastic process: it is a random linear functional £ on C§° such that
£(f) is Gaussian, E(¢(f)) = 0 and E((f)€(g)) = (/. g) for every f,g € C5®.

What is the relation to the Wiener process? The point of this section is to show
that given a Wiener process W, the stochastic integral

€= [ fwaw. fecy.
0
satisfies the definition of white noise as a generalized stochastic process. This justifies

to a large extent the intuition that stochastic integrals can be interpreted as integrals
over white noise. It also justifies the idea of using the integrated observations

t
nz/%w+m,
0

3We will prefer the name generalized function. The word distribution is often used in probability theory
to denote the law of a random variable, not in the generalized function sense of L. Schwartz!

4 The notation suggests that we can approximate &(-) by a sequence of actual functions dy, (-), such
that the true (Riemann) integral [ f(s)dn(s) ds converges to f(0) as n — oo for every test function
f € C§°. This is indeed the case (think of a sequence of increasingly narrow normalized Gaussians).
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rather than the engineering-style observations process y; = a; + &, as a model for a
signal a; corrupted by white noise; given Y;, we could always reproduce the effect of
a generalized function-style unsharp (smeared) measurement of y; by calculating

y(f) = /Ooofa) 2y, = /OOO 0 atdt+/ooof<t> aw,.

The nice thing about stochastic integrals, however, is that they completely dispose of
the need to work with generalized functions; the former live entirely within the do-
main of ordinary stochastic processes. As long as we are willing to accept that we
sometimes have to work with integrated observations, rather than using white noise
directly, what we gain is an extremely rich theory with very well developed analytical
techniques (stochastic calculus). At the end of the day, you can still interpret these
processes in white noise style (by smearing against a test function), without being
constrained along the way by the many restrictions of the theory of generalized func-
tions. Though white noise theory has its advocates—it is a matter of taste—it is fair to
say that stochastic integrals have turned out to be by far the most fruitful and widely
applicable. As such, you will not see another generalized function in this course.

To wrap up this section, it remains to show that the stochastic integral satisfies
the properties of white noise. We have not yet introduced the stochastic integral,
however; we previously broke off in desperation when we concluded that the infinite
variation property of the Wiener process precludes the use of the Stieltjes integral
for this purpose. Nonetheless we can rescue the Stieltjes integral for the purpose of
this section, so that we can postpone the definition of a real stochastic integral until
the next chapter. The reason that we do not get into trouble is that we only wish to
integrate test functions in C§°—as these functions are necessarily of finite variation
(why?), we can define the stochastic integral through integration by parts. How does
this work? Note that we can write for any partition 7 of [0, T']

Z f(ti) (Wti+1 - Wti) = f(T) Wr — Z Wti+1 (f(ti+1) - f(tl))J

which is simply a rearrangement of the terms in the summation. But the sum on the
right hand side limits to a Stieltjes integral: after all, f is a test function of finite
variation, while W; has continuous sample paths. So we can simply define

T T
/ f(s)dW, = £(T) Wi — / W, df(s),
0 0

where the integral on the right should be interpreted as a Stieltjes integral. In fact, as
f is smooth, we can even write

T T
/ F(s)dW, = f(T) Wy — / w, L) g
0 0 ds
where we have used a well known property of the Stieltjes integral with respect to a
continuously differentiable function. Our goal is to show that this functional has the
properties of a white noise functional. Note that as f has compact support, we can
simply define the integral over [0, co[ by choosing T to be sufficiently large.
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Lemma 3.3.1. The stochastic integral of f € C§° with respect to the Wiener process
W4 (as defined through integration by parts) is a white noise functional.

Proof. The integral is an a.s. limit (and hence a limit in distribution) of Gaussian random vari-
ables, so it must be itself a Gaussian random variable. It also has zero expectation: the only
difficulty here is the exchange of the expectation and the Stieltjes integral, which is however
immediately justified by Fubini’s theorem. It remains to demonstrate the covariance identity.
To this end, choose 7 to be sufficiently large so that the supports of both f and g are contained
in [0, T'). Hence we can write (using f(T") = g(T') = 0)

se(neio) =& ([ w. L as [Tw, 20 o).

Using Fubini’s theorem and the elementary property E(W,W;) = s A t, we obtain

T T
E = d dg(t).
€ne@) = [ [ rna

The conclusion E(£(f)£(g)) = (f, g) is an exercise in integration by parts. |

Unfortunately, this is about as far as the integration by parts trick will take us.
In principle we could extend from test functions in C§° to test functions of finite
variation, and we can even allow for random finite variation integrands. However, one
of the main purposes of developing stochastic integrals is to have a stochastic calculus.
Even if we naively try to apply the chain rule to calculate something like, e.g., W2, we
would still get integrals of the form fOT W; dW; which can never be given meaning
through integration by parts. Hence we are really not going to be able to circumvent
the limitations of the Stieltjes integral; ultimately, a different idea is called for.

3.4 Further reading

The Wiener process is both a classical topic is probability theory, and an active re-
search topic to this day. It serves as the canonical example of a continuous time
martingale and of a Markov process, has many fundamental symmetries, and its sam-
ple paths do not cease to fascinate. The sample path properties of the Wiener process
are discussed, e.g., in the draft book by Morters and Peres [MPO06]. On the martingale
side, the books by Karatzas and Shreve [KS91] and of Revuz and Yor [RY99] take the
Wiener process as the starting point for the investigation of stochastic processes. The
treatment in this chapter was largely inspired by Rogers and Williams [RW00a].

In the literature, the Wiener process is commonly constructed in three different
ways. The first way is the most general-purpose, and is least specific to the properties
of the Wiener process. There is a canonical method, the Kolmogorov extention the-
orem, using which a stochastic process can be constructed, on a suitable probability
space, with specified finite dimensional distributions. The only requirement for this
method is that the finite dimensional distributions satisfy certain natural consistency
conditions. It is a priori unclear, however, whether such a process can be chosen
to have continuous sample paths. Another result, Kolmogorov’s continuity theorem,
needs to be invoked to show that this can indeed be done. The latter gives conditions
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on the finite dimensional distributions of a stochastic process under which a continu-
ous modification is guaranteed to exist. See, e.g., Karatzas and Shreve [KS91].

The second way is through convergence of probability measures, as detailed in the
classic text by Billingsley [Bil99]. This method begins with a sequence of random
walks wy (n) with piecewise linear sample paths, each of which induces a measure i,
on C([0,1]). We would like to show that the measures p,, converge, in some sense,
to a limiting measure p on C([0, 1]), the Wiener measure (under which the canonical
process m; : x — x; is a Wiener process). The appropriate notion of convergence
is that of weak convergence, which means that E,,, (f) — E,(f) for every bounded
function f : C([0,1]) — R that is continuous in the topology of uniform convergence
(this is precisely the correct notion of convergence in law for the stochastic processes
w.(n)). To prove that the sequence of measures ., is actually weakly convergent, one
needs the important notion of tightness which is beyond our scope.

Finally, you know the third (Lévy-Ciesielski) way—it is the one we have used.
Incidentally, the method originally used by Wiener to construct his process is related,
though not identical, to the approach which we have used. Rather than use Schauder
functions with independent Gaussian coefficients, Wiener defined his process using a
Fourier series with independent Gaussian coefficients.

In some sense we have not come full circle to the beginning of this chapter. Recall
that we started with the idea that the Wiener process should be the limit of a sequence
of random walks x;(IN), where £,, were arbitrarily distributed i.i.d. random variables
with zero mean and unit variance. In order to construct the Wiener process, however,
we specialized this model considerably: we chose the £, to be Gaussian, made the
sample paths continuous, and constructed the walks very carefully. To make our story
consistent we should show, now that we have constructed a Wiener process, that the
more general random walks x; (V) still limit to a Wiener process. That this is indeed
the case is the statement of Donsker’s invariance principle:

Theorem 3.4.1 (Donsker). z:(N) converges in law to a Wiener process Wr.

As the random walks z;(/N) do not have sample paths in C([0, 1]), however, it
is again unclear what we mean by convergence in law. In particular, we need to
introduce a suitable topology on a larger space of functions which are allowed to have
jumps, and show that for any bounded functional f that is continuous with respect to
that topology we have E(f(x.(n))) — E(f(W.)). The appropriate topology is the
Skorokhod topology, which is described in detail in [Bil99]. If we were to choose
our random walks to have piecewise linear sample paths, of course, then the compact
uniform topology on C([0, 1]) suffices and the result still holds.

As it will not be needed in the following, we do not prove Donsker’s theorem here.
There are two very different proofs of this theorem, for both of which you will find
excellent discussions in the literature. The first proof uses the central limit theorem to
prove weak convergence of the finite dimensional distributions (lemma 3.1.1), which
is extended to weak convergence of the entire process using some analytic arguments;
see [Bil99, theorems 7.5,8.2,14.1]. The second method uses the Skorokhod embedding
to express a random walk in terms of a Wiener process evaluated a sequence of stop-
ping times; see [Kal97, chapter 12]. The latter does not use the central limit theorem,
and in fact the central limit theorem follows from this technique as a corollary.



CHAPTER

The It6 Integral

The stage is finally set for introducing the solution to our stochastic integration prob-
lem: the It6 integral, and, of equal importance, the associated stochastic calculus
which allows us to manipulate such integrals.

4.1 What is wrong with the Stieltjes integral?

Before we define the Itd integral, let us take a little closer look at the Stieltjes integral.
We stated (without proof) in section 3.1 that if the integrator of a Stieltjes integral is
of infinite variation, then there is a continuous integrand for which the integral is not
defined. It is difficult, however, to construct an explicit example. Instead, we will take
a slightly different approach to the Stieltjes integral in this section, and show how it
gets us into trouble. If we can figure out precisely what goes wrong, this should give
an important hint as to what we need to do to resolve the integration problem.

Remark 4.1.1. This section attempts to explain why the It integral is defined the
way it is. You do not need to read this section in order to understand the Itd integral;
skip to the next section if you wish to get started right away!

The Stieltjes integral revisited

For sake of example, let f and g be continuous functions on the interval [0, 1]. How
should we define the Stieltjes integral of f with respect to g? In section 3.1 we did
this in “Riemann fashion” (i.e., as in the definition of the Riemann integral) by sam-
pling the function f on an increasingly fine partition. Let us be a little more general,
however, and define the Stieltjes integral in a manner closer to the definition of the
Lebesgue integral, i.e., by defining the integral first for simple functions and then ex-
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tending the definition by taking limits. To this end, let f, be a simple function, i.e.,
one that is piecewise constant and jumps at a finite number of times ¢}. Define

1(f2) / Fals)d9(5) = 32 (8 0(8) = o0

where we have evaluated the integrand at ¢* for concreteness (any point in the interval
[ti, 7, 1] should work). Now choose the sequence of simple functions { f,, } so that it
converges uniformly to f, i.e., sup;c(o 1] | fn(t) — f(t)| — 0 as n — oc. Then

n—oo

1 1
:/0 f(s)dg(s) = = lim. I(f,) = lim fn() 9(s).

Does this definition make sense? We should verify two things. First, we need to show
that the limit exists. Second, we need to show that the limit is independent of how we
choose our simple approximations f,.

Lemma 4.1.2. Suppose that g has finite variation TV (g,0,1) < oo and that the
sequence of simple functions f,, converges to f uniformly. Then the sequence I(f,)
converges, and its limit does not depend on the choice of the approximations f,.

Proof. First, choose some fixed m, n, and let ¢; be the sequence of times that includes the jump
times ¢;" and ¢; of both f,,, and f,, respectively. Then clearly

I(fa) = I(fm) = Y (falti) = fu(t:)) (g(ti+1) — g(t:)),

7

so that in particular

[ (fn) =1(fm)| < Zlfn i ()] lg(tit1) —g(t:)| < Sutplfn(t)—fm(t)l TV(g,0,1).

As sup;e(o 17 |fn(t) — f(¢)] — 0, we find that | I(f5) — I(fm)| — 0asm,n — oco. Evidently
I(f») is a Cauchy sequence in R, and hence converges. It remains to show that the limit does
not depend on the choice of approximation. To this end, let h,, be another sequence of simple
functions that converges uniformly to f. Then, by the same argument, |I(hy») — I(fn)| — O as
n — 0o, which establishes the claim.

Remark 4.1.3. The Riemann-type definition of section 3.1 and the current definition
coincide: the former corresponds to a particular choice of simple approximations.

We have seen nothing that we do not already know. The question is, what happens
when TV(g,0,1) = oo, e.g., if g is a typical sample path of the Wiener process? The
main point is that in this case, the previous lemma fails miserably. Let us show this.

Lemma 4.1.4. Suppose that g has infinite variation TV(g,0,1) = oo. Then there
exist simple functions f, which converge to f uniformly, such that I(f,) diverges.
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Proof. Tt suffices consider f = 0. After all, suppose that f, converges uniformly to f such that
I(fn) converges; if hy, is a sequence of simple functions that converges to zero uniformly, such
that I (h,) diverges, then f,, + h, also converges uniformly to f but I(f, + hy,) diverges.

As g has infinite variation, there exists a sequence of partitions 7, of [0, 1] such that

D lgltirn) — g(t:)| — o0 asn — oo.

t;€ETn

Define h, to be a simple function such that i, (t;) = sign(g(ti+1) — g(t:)) for all t; € m,.
Evidently I(h,) — oo, but certainly h, does not converge uniformly. However, define the
sequence of simple functions f,, = (I(hn)) " 2hy. Then I(f,) = (I(hn))Y/? — oo as well,
but clearly sup, | fn (t)| = (I(hn)) /% — 0, so f, converges uniformly to zero. |

Apparently we cannot define the Stieltjes integral unambiguously if g has infinite
variation: the integral will depend on the choice of the approximating sequence! In
fact, beside making the integral diverge, we can make the integral converge to what-
ever we like if we use f,, o< (I(h,))~!h,, in the previous proof.

Maybe things are not as bad as they seem

When g is a Wiener process, however, the negative conclusion of the previous lemma
is not so threatening—at least not if we choose h,, to be non-random. To see this,
let h,, be any (deterministic) simple function that takes the values +1 and switches at
the jump times ¢;. Then h,,(t;) = sign(W;,,, — Wy, ) only with probability one half:
after all, Wy, , — W, is Gaussian with mean zero and so has either sign with equal
probability. Moreover, you can easily see that
P(hn(tz) = Sign(WtHl - Wt?) Vl) = 2—#Ahn7

where #Ah,, is the number of jumps of h,, (this follows from the fact that W; has
independent increments). In fact, it follows from the Borel-Cantelli lemma in this
case that P(h,, (t;) = sign(Wy,,, — Wy,) Vi i.0.) = 0, regardless of how we choose
the sequence h,, (provided #Ah,, increases when n increases). Though this does
not prove anything in itself, it suggests that things might not be as bad as they seem:
lemma 4.1.4 shows that there are certain sample paths of W, for which the integral of
fn diverges, but it seems quite likely that the set of all such sample paths is always of
probability zero! In that case (and this is indeed the case') we are just fine—we only
care about defining stochastic integrals with probability one.

Unfortunately, we are not so much interested in integrating deterministic inte-
grands against a Wiener process: we would like to be able to integrate random pro-
cesses. In this case we are in trouble again, as we can apply lemma 4.1.4 for every
sample path separately? to obtain a uniformly convergent sequence of stochastic pro-
cesses f,, whose integral with respect to W, diverges.

! From the discussion below on the Wiener integral, it follows that the integral of f,, converges to zero
in £2. Hence the integral can certainly not diverge with nonzero probability.

2 For every w € € separately, set g(t) = Wy(w) apply lemma 4.1.4 to obtain f,, (¢, w). There is a
technical issue here (is the stochastic process f, measurable?), but this can be resolved with some care.
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A way out

The proof of lemma 4.1.4 suggests a way out. The key to the proof of lemma 4.1.4
was that we could construct an offensive sequence f, by “looking into the future”: f,,
is constructed so that its sign matches the sign of the future increment of g. By doing
this, we can express the total variation of g as a limit of simple integrals, so that the
integral diverges whenever g has infinite variation.

This cunning trick is foiled, however, if we make g a Wiener process but keep
frn non-random: in that case we can never look into the future, because f,,(¢;), being
non-random, cannot contain any information on the sign of W;,,, — W;,. Evenif f,
were allowed to be random, however, this would still be the case if we require f,,(¢;)
to be independent of Wy, ,, — Wy, ! Fortunately enough, there is a rich and important
class of stochastic processes with precisely this property.

Key idea 1. Let W; be an F;-Wiener process. Then we will only define stochastic
integrals with respect to W of stochastic processes which are F;-adapted.

This key idea puts an end to the threat posed by lemma 4.1.4. But it is still not clear
how we should proceed to actually define the stochastic integral: after all, lemma 4.1.2
does not (and can not, by lemma 4.1.4) hold water in the infinite variation setting.

Things look nicer in mean square

The second key idea comes from the proof of lemma 3.1.11. There we saw that even
though the finite variation of the Wiener process is a.s. infinite, the quadradic variation
is finite: for any refining sequence of partitions 7, of the interval [0, 1], we have

> (Wi, —Wi,)®> = 1 in probability.

t; €Ty
This suggests that we might be able to repeat the proof of lemma 4.1.2 using con-
vergence in L£? rather than a.s. convergence, exploiting the finiteness of the quadratic
variation rather than the total variation. In particular, we can try to prove that the
sequence of simple integrals I(f,,) is a Cauchy sequence in £2, rather than proving
that I(f,,)(w) is a Cauchy sequence in R for almost every w. This indeed turns out to
work, provided that we stick to adapted integrands as above.

Key idea 2. As the quadratic variation of the Wiener process is finite, we should
define the stochastic integrals as limits in £2.

Let us show that this actually works in the special case of non-random integrands.
If f,, is a non-random simple function on [0, 1], then, as usual,

1
1) = [ 56 AW = 3 5a(E0) (W, = W),

where t7" are the jump times of f,,. Using the independence of the increments of the
Wiener process, we obtain immediately

1
E((I(f))?) = Z_:(fn(t?))2 (i —t7) :/O (fu(5))* ds,
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and in particular we find that

E((I(fn) — I(fm))?) = / (Fa(8) = fin(s))? ds.

Now suppose that the functions f,, converge to some function f in £2([0, 1]), i.e.,

1
‘/O(fn(s)_f(s))QdSHO as n — oo.

Then E((I(fn) — I(fm))?) — 0as m,n — oo, i.e., the sequence I(f,,) is Cauchy in
L2. Hence I(f,,) converges in £2 to some random variable I(f). A simple argument
shows that the integral thus defined does not depend on the choice of approximations,
and thus we have defined a bona fide integral called the Wiener integral.

Remark 4.1.5. The Wiener integral is only defined for non-random integrands. Recall
that we previously encountered another such integral: see lemma 3.3.1. You can easily
verify that the latter is a special case of the Wiener integral, obtained by restricting the
class of integrands to be the smooth functions.

Remark 4.1.6. The finiteness of the quadratic variation is what makes this procedure
work. However, the quadratic variation is a little hidden in the above discussion, and
indeed we will not often see it appear explicitly in this chapter. It is possible, however,
to extend these ideas to the case where the integrator is an arbitrary martingale (rather
than a Wiener process). In that case the quadratic variation shows up very explicitly in
the construction. As this is an introductory course, we will not pursue this direction;
suggestions for further reading can be found in section 4.7.

You might worry that the limit in £? clashes with the interpretation of the stochas-
tic integral in real-world applications. For example, when we define stochastic differ-
ential equations in the next chapter, we will think of these as idealizations of ordinary
differential equations driven by rapidly fluctuating noise. In every run of an experi-
ment, however, only one sample path of the noise occurs, and the system represented
by the differential equation is really driven by that particular sample path in that run
of the experiment. On the other hand, the limit in £? suggests that we cannot think
of every sample path of the noise individually—ostensibly we can only think of all
of them together in some average sense, as though the sample paths of the noise that
do not occur in the current realization can somehow influence what is currently hap-
pening. In other words, it is not clear that we can actually compute the value of the
integral I(f), given only the sample path W;(w) that is realized in the current run of
the experiment, without involving the other sample paths W;(w’) in the matter.

This is not really an issue, however; in fact, it is mostly a matter of definition. If
we wish, we can still define the Wiener integral as an a.s. limit rather than a limit in
L£?: all we have to do is require that our sequence of simple functions f,, obeys

> [0 597 ds < .



4.2. The Ito integral 92

i.e., that it converges to f,, fast enough. (The arguments that lead to a.s. convergence
should be very familiar to you by now!) This way we really obtain the integral for
every sample path of the noise separately, and the conceptual issues are resolved.
Exactly the same holds for the Itd integral, to be defined in the next section. Note that
this does not change the nature of the stochastic integrals—they are still fundamentally
limits in £2, as can be seen by the requirement that f,, — f in £2(]0, 1]). The point
is merely that this does not preclude the pathwise computation of the integral (as is
most natural from a conceptual point of view). In the following we will thus not worry
about this issue, and define integrals as limits in L2 without further comment.

What can happen if we do not take f,, — f fast enough? You can indeed construct ex-
amples where f, — 0 in £2([0,1]), but the Wiener integral I(f,) does not converge a.s.
(of course, it does converge to zero in £?). Consider, for example, the simple functions
fn = Hn,1/am, where Hy 1 is the Haar wavelet constructed in theorem 3.2.5, and o, > 0
is chosen such that P(|¢] > an) = n~' where ¢ is a Gaussian random variable with zero
mean and unit variance. Then v, — 0o as n — o0, 50 fn, — 0in £2([0,1]). On the other
hand, I(Hp, ) are i.i.d. Gaussian random variables with zero mean and unit variance (see the
discussion after the proof of theorem 3.2.5), so some set manipulation gives (how?)

P(II(f)| > 1io) = 1= lim [[ A-P(I(Hn1)| > an)) < 1- lim e Znzm™ =1
m—00 > m—00
where we have used the estimate 1 — = < e~ “. Hence I(f5) certainly cannot converge a.s.
The behavior of the integral in this case is equivalent to that of example 1.5.6, i.e., there is
an occasional excursion of I(f,) away from zero which becomes increasingly rare as n gets
large (otherwise I (f,.) would not converge in £2). This need not pose any conceptual problem;

you may simply consider it an artefact of a poor choice of approximating sequence.

4.2 The Ito integral

Throughout this section, let us fix a filtered probability space (2, F, {F: }1e(0,00]; P)
and an F;-Wiener process IW;. We are going to define stochastic integrals with respect
to W;. The clues that we obtained from the previous section are

1. we should consider only F;-adapted integrands; and
2. we should try to take limits in £2.

We will construct the integral in two passes. First, we will develop a minimal con-
struction of the integral which emphasizes the basic ideas. In the second pass, we will
add some bells and whistles that make the It6 integral the truly powerful tool that it is.

A bare-bones construction

Let { X} }1c[0,) be a simple, square-integrable, F;-adapted stochastic process. What
does this mean? In principle we could allow every sample path X' (w) to have its own
jump times ¢;(w), but for our purposes it will suffice to assume that the jump times
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t; are non-random.> So we assume that X' is a constant, F;,-measurable random
variable in £? (i.e., square-integrable) for ¢; <t < ¢;41, wheret;, e =0,...,N +1
is a finite set of non-random jump times (with our usual convention that g = 0 and
tn+1 = T). For such simple integrands, we define the stochastic integral

T N
I(X™) = /0 XPdWy =Y X[ (W, — Wa),
=0

and our goal is to extend this definition to a more general class of integrands by taking
limits. To this end, we will need the following It6 isometry:

N

T 2 T
E </0 thth> _ZE((XZ:))(tHl_ti)_El/o (XM dt‘|.

i=0

Note that it is crucial that X{* is F;-adapted: because of this X7} is F;,-measurable,
so is independent of W, , — Wy, , and this is absolutely necessary for the It isometry
to hold! The requirement that X]* € £2 is also necessary at this point, as otherwise
E((X[*)?) would not be finite and we would run into trouble.

Let us look a little more closely at the various objects in the expressions above.
The It6 integral (X ™) is a random variable in £2(P). It is fruitful to think of the
stochastic process X[ as a measurable map X" : [0,7] x Q@ — R. If we consider
the product measure pr X P on [0,7] x 2, where pup is the Lebesgue measure on
[0,7T] (i.e., T times the uniform probability measure), then the right-hand side of the
Ito isometry is precisely E ;. «p((X™)?). In particular, the Itd isometry reads

(X [2.p = [ X7 |2, 7 <,

where || - ||2,p is the £%-norm on 2 and || - ||2, ., xp is the £2-norm on [0, 7] x 2. This
is precisely the reason for the name isometry—the mapping I : L?(ur x P) — L2(PP)
preserves the £2-distance (i.e., [|[I(X") — I(Y")|2p = | X™ — Y"||2, 4z xp), at least
when applied to F;-adapted simple integrands. This fact can now be used to extend
the definition of the Itd integral to a larger class of integrands in £2(ur x P).

Lemma 4.2.1. Let X. € L?(ur x P), and suppose there exists a sequence of F;-
adapted simple processes X" € L2 (ur x P) such that

T
X" = X.)3,4rxp =E [/ (Xf—Xt)th] —=0.
0

Then I(X.) can be defined as the limit in L?(IP) of the simple integrals 1(X"), and
the definition does not depend on the choice of simple approximations X .

3 In a more general theory, where we can integrate against arbitrary martingales instead of the Wiener
process, the sample paths of the integrator could have jumps. In that case, it can become necessary to make
the jump times ¢; of the simple integrands random, and we have to be more careful about whether the
integrand and integrator are left- or right-continuous at the jumps (see [Pro04]). This is not an issue for us.
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Proof. As || X" — X.||2,up xp — 0 as n — oo, we find that
(1 X" — X™|2,npxp < X7 — X |l2upxp + | X7 — X |l2,upxp — 0 as m,n — oo.

But all X™ are adapted, so the Itd isometry gives || [(X") — I(X™)]||2,p — 0as m,n — oo.
Hence I(X™) is a Cauchy sequence in £(PP), and we denote by I(X.) its limit in £(P). To
prove uniqueness, let Y." € £(ur x P) be another sequence of F;-adapted simple processes
such that |[Y.™ — X.||2,.-xp — 0, and denote by I(Y.) the limit in £*(P) of I(Y.™). Then

1Y) = I(X)llap < HY) = I(YV") 2 + (V") = IXT) |20 + [T(XT) = I(X.) |28,

where the first and last terms on the right converge to zero by definition, while the fact that the
second term converges to zero follows easily from the It6 isometry. Hence I(Y.) = I(X.) a.s.,
so the integral does not depend on the approximating sequence.

The question thus becomes, which stochastic processes X. € L2(ur x P) can
actually be approximated by simple, F;-adapted processes? It turns out that this is the
case for any Fi-adapted X. € L?(ur x P).

Lemma 4.2.2. Let X. € L2(ur x IP) be Fi-adapted. Then there exists a sequence of
Fi-adapted simple processes X™ € L2 (ur x P) such that || X" — X2,z xp — 0.

Proof. Suppose that X. has continuous and bounded sample paths. Then the simple functions
X! = Xo-nr, 27T <t < (k+1)27"T, k=0,...,2" — 1,

converge to X; for every sample path separately; after all, as [0, T'] is compact, the sample paths
are uniformly continuous, 0 sup,¢(o 77 |X{ — X¢| < sup, supsep.2—ngy [ Xt — Xe4s| — 0
as n — oo. But as the sample paths are uniformly bounded, it follows that X" — X. in
L2 (ur x P) by the dominated convergence theorem.

Now suppose that X. is just bounded and progressively measurable. Define the process

1 t
X: = —/ Xovo ds.
€ Jt—e

Then X© has bounded, continuous sample paths, is F;-adapted (by the progressive measurabil-
ity of X.), and X{ — X as € — 0 for every sample path separately. For any € > 0, we can
thus approximate X{ by simple adapted processes X", so by dominated convergence

T
lim lim E { / (X7° = Xy)? dt} =0.
e—0n—oo 0
As such, we can find a subsequence €, \, 0 such that X™°" — X. in Ez(uT x P).
Next, suppose that X. is just progressively measurable. Then the process Xi/|x,|<ns 18
progressively measurable and bounded, and, moreover,

T
lim E[/ (XtI\Xt\SM_Xt)th] =
0

M — o0

T
im VO (Xe)Iixy s dt| =0
by the dominated convergence theorem. As before, we can find a sequence of simple adapted
processes X' M that approximate X+I|x,|<n as n — oo, and hence there is a subsequence
M,, /* oo such that X Mn X in 02 (ur % P), as desired.

The result can be exteded further even to the case that X. is not progressively measurable.
Such generality is not of much interest to us, however; see [KS91, lemma 3.2.4]. Od
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We have now constructed the It6 integral in its most basic form. To be completely
explicit, let us state what we have learned as a definition.

Definition 4.2.3 (Elementary It6 integral). Let X; be any JF;-adapted process in
L?(ur x P). Then the Itd integral I(X.), defined as the limit in £?(P) of simple
integrals I(X™), exists and is unique (i.e., is independent of the choice of X").

Before we move on, let us calculate a simple example “by hand.” (This example
will become completely trivial once we have the Itd calculus!)

Example 4.2.4. We would like to calculate the integral of W, with respect to itself.
As Wy has continuous sample paths, we find that

2" —1

T
/ Wt th - £2'llm Z Wk;27nT (W(kl-ﬁ-l)Q*"T - Wk;27nT).
0 k=0

n—oo

But note that we can rearrange the sum as

2n 1 2n 1
2> Wig-nr Wiesryz-nr — Wig—nr) = Wi — > (Wkgny2-nt — Wia-nr),
k=0 k=0

and the second term on the right converges in £2 to T (recall that this is precisely the
quadratic variation of ;). So we find that

T
W%zz/ Wi dW; +T.
0

Certainly this would not be the case if the It6 integral were a Stieltjes integral; the
ordinary chain rule suggests that d(W;)?/dt = 2W; dW, /dt!

The full-blown It6 integral

We have now constructed the It6 integral; what more is there to do? We have two
issues to take care of in this section which are well worth the effort.

First, in the previous discussion we had fixed a terminal time 7', and defined the
integral over the interval [0, T']. However, we are usually interested in considering the
It6 integral as a stochastic process: i.e., we would like to consider the process

t
t»—>/ X, dWs, t €[0,00[.
0

We will show in this section that we can choose the Itd integral so that it has contin-
uous sample paths, a task which is reminiscent of our efforts in defining the Wiener
process. Continuity is usually included, implicitly or explicitly, in the definition of the
1t6 integral—we will always assume it throughout this course.

The second issue is that the class of processes which we can integrate using the el-
ementary Ito integral—the F;-adapted processes in £2 (7 x P)—is actually a little too
restrictive. This may seem on the whiny side; surely this is a huge class of stochastic
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processes? But here is the problem. We will shortly be setting up a stochastic calcu-
lus, which will allow us to express functions of It6 integrals as new Itd integrals. For
example, given two It6 integrals 7(X.) and I(Y.), we will obtain a rule which allows
us to express the product 1(X.)I(Y") as the sum of a single It6 integral 1(Z.) of some
process Z. and a time integral. Even if X. and Y. are in £?(ur x P), however, this
does not guarantee that the appropriate process Z. will be in £2(uz x P). By extend-
ing the class of integrable processes, we will make sure that the the product of two Itd
integrals can always be expressed as another It integral. This ultimately makes the
theory easier to use, as you do not have to think, every time you wish to manipulate
an It integral, whether that particular manipulation is actually allowed.

We proceed as follows. We first prove that for adapted integrands in £2(ur x P),
we can define the It0 integral as a stochastic process on [0, 7' with continuous sample
paths. Next, we define the It6 integral as a stochastic process on [0, co[ with contin-
uous paths, by extending our previous construction through a simple process called
localization. By modifying the localization trick just a little bit, we will subsequently
be able to extend the It6 integral to a much larger class of integrands.

Continuous sample paths

How to define the It6 integral with continuous sample paths? We will try to apply our
standard trick which served us so well in constructing the Wiener process. First we
define the simple integrals so that they have continuous sample paths; then we prove
that there exists a subsequence of the simple integrals that converges uniformly a.s.
The limiting sample paths are then automatically continuous.

Let X[ be an F;-adapted simple process in £2(ur x IP) with jump times #;. For
any time ¢ < 7', we define the simple integral

t T N
L(X") = / X dw, = / X<t dWe =Y X7 (Wiyint = Wione)-
0 0 i=0

The stochastic process I; (X ") has continuous sample paths; this follows immediately
from the fact that the Wiener process has continuous sample paths. The simple integral
has another very important property, however—it is an F;-martingale.

Lemma 4.2.5. I;(X") is an F;-martingale.

Proof. If r <t; < t,then
E(X] (Wi ne — Wine)|[Fr) = B(Xe, EWey o one — WeneFry )| Fr) =0,
as Wti+1/\t — Wi, a¢ is independent of Fy,. If t; < r < t;11 At, then
B(Xe; Weipane = Wend) |Fr) = X B(Wey ne = Wend Fr) = Xi (W = W),

whereas for r > tiy1 At clearly B(X{, (Wi, ine — Wine)|Fr) = X5, (Weypoae — Wegat).
Hence for any r < ¢, E(I;(X™)|F;) can be calculated as

N N
ZE(XZ (Weipine = Wind) | Fr) = ZXZ (Weipinr = Wignr) = I(X"),
=0

=0

which is the martingale property. Hence we are done. O
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Remark 4.2.6. The fact the the simple integral is a martingale should not come as
a surprise—the discrete time process I, (X™) is a martingale transform! We can
interpret the It6 integral as a continuous time martingale transform, albeit for a very
specific martingale: the Wiener process. (The more general theory, where you can
integrate against any martingale, makes this interpretation even more convincing.)

The martingale property is extremely helpful in constructing continuous sample
paths. To accomplish the latter, we will copy almost literally the argument used in
the proof of theorem 3.2.5 to construct the Wiener process with continuous sample
paths. That argument, however, relied on an estimate which, in the current context,
corresponds to a bound on P(sup,c(o 7y [1:(X")| > €5). The martingale property
provides an ideal tool to obtain such bounds: we can simply copy the argument that
led to the proof of the supermartingale inequality, lemma 2.3.21.

Lemma 4.2.7. Let X, be an F;-adapted process in L?(jir x P). Then the It integral
I;(X.), t € [0,T) can be chosen to have continuous sample paths.*

Proof. As usual, we choose a sequence of simple approximations X;*. Then I;(X") is a
martingale with continuous sample paths, and so is M{* = I;(X™) — I,(X™™'). By Jensen’s
inequality B((M7*)?|Fs) > (B(M7'|Fs))? = (MP)? for s < t, so (M7*)? is a submartingale.
Define the stopping time 7 = inf{t € [0, 7] : |[M{*| > e}. Then
P( sup |My'| > e) <SP ((M7)? >¢e%) <e?E((M7)?) <e E((M7)%),
t€[0,T]

where we have used continuity of the sample paths, Chebyshev’s inequality, and the submartin-
gale property. In particular, we obtain the estimate

T
P| sup > iz <n'E {/ (X — X012 ds] .
te[0,T n 0

But we may assume that || X" — X" !||2 4 xp < 2775 if this is not the case, we can always

choose a subsequence m(n) /" oo such that || X — X™" V||, .p < 27" Thus we
find, proceding with a suitable subsequence if necessary, that

t
/ (X" — XP1) AW,
0

> P sup / (X = XPHdWe| > = | < 0.
r—s \t€lo,7]1Jo n
But then it follows, using the Borel-Cantelli lemma, that
e t
sup / (XD = XY dWs| < oo as,
= telo,1]Jo

and hence I;(X") a.s. converges uniformly to some process H: with continuous sample paths.
As the discontinuous paths live in a null set, we may set them to zero without inflicting any
harm. It remains to show that for every ¢ € [0, T, the random variable Hy is the limit in £*(IP)
of I;(X"), i.e., that H; coincides with the definition of the elementary It6 integral for every
time ¢. But as I;(X") — I,(X.) in £2(P) and I,(X"™) — H; a.s., we find that

E((Hi—1(X.))?) = E(nnrgigf(ft(xﬁ) - ft(X.))z) < timinf B((1(X")~(X.))?) = 0

where we have used Fatou’s lemma. Hence H; = I:(X.) a.s., and we are done. O

4 An immediate consequence is that any version of the It integral has a continuous modification.
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Localization

We would like to define the Itd integral as a continuous process on the entire interval
[0, 00[. Which integrands can we do this for? The most straightforward idea would
be to require the integrands to be F;-adapted processes in £2(u x IP), where i is the
Lebesgue measure on [0, co[. This would indeed be necessary if we wish to define

Io(X.) :/ X, dW;,
0

but this is not our goal: we only wish to define the integral as a stochastic process
I(X.) for every finite time ¢ € [0, co[, and we do not necessarily care whether I (X.)
actually exists. Hence the condition X. € £?(u x PP) seems excessively restrictive.

To weaken this condition, we use a trick called localization. This is not a very
deep idea. To define I;(X.) on [0, oo, it suffices that we can define it on every interval
[0, T): after all, to compute X; for fixed ¢, we can simply choose T > ¢ and proceed
with the construction in the previous sections. Hence it should suffice to require that
Xjo,r) € L*(ur x P) for every T < oo, ie., that X. € Ny L2(pr X P), a
much weaker condition than X. € £2(u x P)! This is called localization, because
we have taken a global construction on [0, T]—in the previous section we defined the
sample paths of I;(X.) on all of [0, T'] simultaneously—and applied it locally to every
subinterval [0, 7] C [0, co[. The advantage is that the integrands need not be square
integrable on [0, co[x€2; they only need to be locally square integrable, i.e., square
integrable when restricted to any bounded set of times [0, T].

It is not immediately obvious that this procedure is consistent, however. We have
to verify that our definition of I;(X.) does not depend on which T > ¢ we choose for
its construction; if the definition does depend on 7', then our localization procedure is
ambiguous! Fortunately, the local property of the Itd integral is easy to verify.

Lemma 4.2.8. For any F;-adapted process X. € (. L*(ur x P), we can define
uniquely the Ito integral I,(X.) as an Fy-adapted stochastic process on [0, oo[ with
continuous sample paths.

Proof. For any finite time T', we can construct the It integral of X o 7] as a stochastic process
on [0, T'] with continuous sample paths (by lemma 4.2.7), and it is clear from the construction
that X7 (X.) is F;-adapted. Let us call the process thus constructed 17 (X.). We would like
to prove that for fixed T', P(I(X.) = IT(X.) forall s < t < T) = 1. But this is immediate
from the definition when X. is a simple integrand, and follows for the general case by choosing
the same approximating sequence X;', defined on [0, T, to define both I:(X.) and I7 (X.).
Finally, as this holds for any T' € N, we find P(I}(X.) = I7 (X.) foralls <t < T < o) =
1, so that I;(X.) is unambiguously defined by setting I (X.) = I (X.) for any T > t. |

Somewhat surprisingly, the simple concept of localization can be used to extend
the class of integrable processes even beyond the locally square integrable processes.
To see this, we first need to investigate how the It6 integral behaves under stopping.

Lemma 4.2.9. Let X; be an Fy-adapted process in (\p ., L*(ur x P), and let T be
an Fi-stopping time. Then Iipr (X.) = L(X.1...).
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Proof. As 7 is a stopping time, ;<. is Fi-adapted, and hence X;I;, is F;-adapted and in
Nreoo L?(ur x P). Hence the integral in the statement of the lemma exists. To prove the
result, fix some interval [0, 7] and choose a sequence X;* of simple processes on [0, T’] that
converge to X fast enough. Let us suppose additionally that 7 < 7" a.s. Define the random
time 7" to be the value of 7 rounded upwards to the earliest jump time of X{* that is larger or
equal to 7. The times 7" are still stopping times, and thus X' I; < -~ is a sequence of F;-adapted
simple approximations that converges to X ;<. But for the simple integrands, you can verify
immediately that I7(X"I.<rn) = I.»(X"), and hence we find that IT(X.I.<;) = I;(X.)
by letting n — oo and using continuity of the sample paths. When 7 is not bounded by
T, we simply apply the above procedure to the bounded stopping time 7 A 7T'. Finally, we
have only proved the statement for every 1" separately, so you might worry that the processes
Ita-(X.)and IT(X.I.,) are only modificiations of each other. But both these processes have
continuous sample paths, and modifications with continuous paths are indistinguishable. O

We would like to weaken the requirement X. € (),_ . L*(ur x P), i.e.,

E

T
/thdt]<oo forall T < oo.
0

Recall that in this case, localization consisted of defining I;(X.) as I/ (X.) (the in-
tegral constructed in £?(ur x P)) for T large enough, and lemma 4.2.8 guarantees
that the definition does not depend on the particular choice of T'. Now suppose that
instead of the above condition, we are in a situation where

IE{/ det} < oo foralln €N,
0

where 7,, /' oo is some sequence of F;-stopping times. Then {7,} is called a lo-
calizing sequence for X;. Even though X; need not be in £2(ur x PP) for any T, it
is clear from this definition that the process X¢J;<, isin [\, L2(ur x P), and
hence I;(X.I.«.,) is well defined by our earlier efforts. In view of lemma 4.2.9, we
should thus consider defining the It6 integral I;(X.) = I;(X.I.<,) forall t < 7,,
and as 7, ' oo we can always choose n large enough so that this definition makes
sense. This is precisely the same idea as our previous exercise in localization, except
that we are now allowing our localization intervals [0, 7,,] to be random.

Once again, the big question is whether the definition of I;(X.) depends on the
choice of n, or indeed on the choice of localizing sequence {7, } (as for any integrand
X, there could be many localizing sequences that work!)

Lemma 4.2.10. Let X, be an Fi-adapted process which admits a localizing sequence
Tn. Then I (X.) is uniquely defined as an Fi-adapted stochastic process on [0, 00|
with continuous sample paths and is independent of the choice of localizing sequence.

Proof. First, we claim that for every m > n, we have I;(X.I.<-,) = I4(X.I.<-,,) for all
t < . Butas 7,, > 7, by assumption, clearly I1<-, lt<s,, = It<r,, so by lemma 4.2.9
we find that It(X.I.<,) = Iinr,(X.I.<r, ) which establishes the claim. Hence we can
unambiguously define I:(X.) as I:(X.I.<-,) for all ¢ < 7,. Moreover, the integral thus
defined is clearly F;-adapted and has continuous sample paths.
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It remains to show that the definition thus obtained does not depend on the choice of lo-
calizing sequence. To see this, let 7;, be another localizing sequence for X, and denote by
I{(X.) the Itd integral constructed using this sequence. Introduce also the stopping times
On = Tn A T, and note that this forms another localizing sequence. Denote by J;(X.) the
Ito integral constructed using o,,. But then, by the same argument as above, J;(X.) = I:(X.)
and J;(X.) = I{(X.) for all t < o, and hence I}(X.) = I;(X.) for all ¢. O

How does this help us? There is a natural class of integrands—much larger than
<o L2 (7 x P)—whose elements admit a localizing sequence. We only need to
require that the integrand X; is F;-adapted and satisfies

T
Ar(X) :/ X2dt < oo as. forall T < co.
0

To exhibit a localizing sequence, consider the stopping times 7, = inf{t < n :
A:(X.) > n}. Then the condition on our integrand guarantees that 7,, ,/* 0o a.s., and

/ X2dt <n as. foralln e N.
0

Taking the expectation, we see that evidently 7,, is a localizing sequence of X;. Let
us finally summarize what we have learned.

Definition 4.2.11 (Ito integral). Let X be any F;-adapted stochastic process with
T
P / XPdt <oo|l =1 forall T < oco.
0

Then the It integral
t
L(X)= / X dWs
0

is uniquely defined, by localization and the choice of a continuous modification, as an
Fi-adapted stochastic process on [0, co[ with continuous sample paths.

Remark 4.2.12. There is another approach to this definition. We can prove an in prob-
ability version of the Itd isometry to replace the £2 version used in the construction of
the elementary integral, see [Fri75, lemma 4.2.3] or [LSO1a, lemma 4.6]. Using this
weaker result, we can then prove that for any integrand which satisfies the condition
in the definition, we can define the Itd integral as the limit in probability of a sequence
of simple integrals. The integral thus defined coincides with our definition through
localization, but provides a complementary view on its construction.

Remark 4.2.13. The generalization to the class of integrands in definition 4.2.11 will
make the stochastic calculus much more transparent. If you care about generality for
its own sake, however, you might be interested to know that the current conditions can
not be reasonably relaxed; see [McK69, section 2.5, problem 1].
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4.3 Some elementary properties

We have done some heavy work in constructing a solid Itd integral; we will pick the
fruits of this labor throughout the rest of this course. Before we move on, let us spend
a few relaxing moments proving some of the simplest properties of the Itd integral.

Lemma 4.3.1 (Linearity). Let X, and Y; be It6 integrable processes, and let o, 3 €
R. Then I;(aX. + fY.) = a L(X.) + B I (Y)).

Proof. This clearly holds for simple integrands in £*(ur x P), and hence follows for any
locally square integrable integrand by taking limits. It remains to note that we can choose a
common localizing sequence for X; and Y;: choosing a localizing sequence o, and 7, for X;
and Y}, respectively, the sequence o, A 7y, is localizing for both. Hence we can directly extend
to any admissible integrands X; and Y; by localization with respect to o, A 7. O

Lemma 4.3.2. Let X, be It6 integrable and let T be an F;-stopping time. Then

tAT t
/ X, dW, :/ X, Lyer dW,.
0 0

Proof. For integrands in (), L?(ur x P), this follows from lemma 4.2.9. For the general
case, let o, be a localizing sequence. Then by definition, Itr+(X.) = Iinr(X.I. <o, ) for
t < on, and using lemma 4.2.9 we find I1nr (X.1.<o,) = It(X. [.<+1.<o, ). But o, is clearly
also a localizing sequence for X /: <., so the result follows by localization. O

When the integrand is in (;_ L2(ur x P), the Itd integral inherits the elemen-
tary properties of the simple integrals. This is very convenient in computations.

Lemma 4.3.3. Let X. € (. L*(ur x P). Then for any T < oo

T T 2 T
EV Xtthlzo, E </ Xtth> :EV thdt],
0 0 0

and moreover I;(X.) is an Fi-martingale.

Proof. All the statements of this lemma hold when X is a simple integrand in £ (ur x P), as
we have seen in the construction of the integral. The result follows directly, as Y;, — Y in £?
implies that E(Y,,) — E(Y), E(Y,|F) — E(Y|F) in £2, and E(Y;}) — E(Y?) (why?). O

As an immediate corollary, we find that if a sequence of integrands converges in
L2(pr x P), then so do their It integrals. We already used this property for simple
integrands, but the fact that this holds generally is often useful. This should be more
or less trivial by now, so there is no need to provide a proof.

Corollary 4.3.4. If X" — X. in L2(ur X P), then I,(X™) — L(X.) in L2(P).
Moreover, if the convergence is fast enough, then I(X™) — L(X.) a.s.
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In the general case, i.e., when X. ¢ ﬂT <oo L2 (ur x P), the nice properties of
lemma 4.3.3 are unfortunately not guaranteed. In fact, in the general case X; may not
even be in £1(IP), in which case its expectation need not be defined and the martingale
property need not even make sense. However, there is a weakening of the martingale
property that is especially suitable for stochastic integration.

Definition 4.3.5. An F;-measurable process X, is called an F;-local martingale if
there exists a sequence of F-stopping times 7,, / oo such that X, is a martingale
for every n. The sequence 7, is called a reducing sequence for X,.

Lemma 4.3.6. Any I16 integral I;(X.) is a local martingale.
Proof. Any localizing sequence for X is a reducing sequence for I (X.). O

Remark 4.3.7. The local martingale property is fundamental in the general theory of
stochastic integration, and is intimately related with the notion of localization. How-
ever, lemma 4.3.3 shows that the integrands in (. ., £*(ur % PP) behave much nicer
in computations, at least where expectations are involved, than their more general
localized counterparts. When applying the It6 calculus, to be developed next, local-
ization will allow us to manipulate the stochastic integrals very easily; but at the end
of the day we will still need to prove separately that the resulting integrands are in
Nr<oo L2 (i x P) if we wish to calculate the expectation.

4.4 The It6 calculus

Perhaps the most important topic in stochastic integration is the associated calculus,
which gives us transparent tools to manipulate Itd integrals and stochastic differential
equations. You know the deterministic counterpart of this idea very well. For example,
if fis C? (twice continuously differentiable), then
t t
d
X(t)=X(0)+ / Y(t)dt = [f(X())=[f(X(0)+ / é(Xt) Y (t)dt.
0 0

This in itself is not a trivial result; it requires some amount of analytic machinery to
prove! However, after the analysis has been done once, we no longer need to do any
work to apply the result; all we have to remember is a simple rule on how integrals
and derivatives transform, and every time we apply this rule a whole bunch of analysis
goes on under the hood. The rule is so simple, in fact, that it can be taught to high
school students with no background in analysis whatsoever! Our goal here is to find a
similar rule for the Itd integral—a different one than the usual rule, but just as easy to
apply—which pushes almost all of the difficult analysis out of view.

We will work in a rather general setup, in view of applications to (multidimen-
sional) stochastic differential equations. Let us work on a filtered probability space
(0, F,{Ft}te[o,00, P) on which we have defined an m-dimensional F;-Wiener pro-
cess Wy = (W},...,W/™) (ie., W} are independent F;-Wiener processes). We
consider F;-adapted processes X1, ..., X" of the form

t m t
X;’:Xg,+/ F;’ds+2/ G dw?,
0 i 0
Jj=1



4.4. The It6 calculus 103

where F?, G% are JF;-progressively measurable processes that satisfy
t t
/ |F2|ds < o0, / (G9)*ds < 0o as. Vi <oo, Vi,j.
0 0

We call X; = (X}, ..., X[) an n-dimensional Ito process.

Definition 4.4.1 (It6 process). A process X; = (X}, ..., X}") satisfying the above
conditions is called an n-dimensional Ito process. It is also denoted as

t t
Xt:Xo—i—/ Fsds—i—/ GsdWs.
0 0

The goal of this section is to prove the following theorem.

Theorem 4.4.2 (Itd rule). Ler u : [0,00[xR™ — R, be a function such that u(t, x) is
C with respect to t and C? with respect to x. Then u(t, X) is an Ité process itself:

n m t
u(t, X;) = u(0, Xo) + ZZ/ ui(s, X;) GF dwk
0

=1 k=1
t n n m
;o1 L
+ (s, X))+ > (s, Xs) Fi4 = wis (s, Xs) G Gik}ds’
/0 { | ! ; | ) 2 1;2:1; it )

where we have written u'(t,x) = du(t, z)/0t and u;(t, z) = Ou(t,z)/0z".

Remark 4.4.3 (Ito differentials). We will often use another notation for the Itd pro-
cess, particularly when dealing with stochastic differential equations:

dX; = Fydt + Gy dWs.

Though this expression is reminiscent of derivatives in ordinary calculus, this is just
suggestive notation for the expression for X, in integrated form, as in definition 4.4.1.
However, it takes up much less room, and allows for very quick symbolic computa-
tions. To see how, let us rewrite the Itd rule in symbolic form:

du(t, Xt) = ’LLI(t7 Xt) dt + 3u(t, Xt) dXt + % Tr[@zu(t, Xt) dXt (dXt)*],

where du(t, z) denotes the row vector with elements u; (¢, z), d*u(t, x) is the matrix
with entries u;; (¢, z), and dX/ dX] is calculated according to the following 116 table:

at AWy
a |0 0
AWi | 0 6y dt

For example, if (in one dimension) dX; = F} dt+G} dW}!+G? dW?, then (dX,)? =
{(G})? + (G?)?} dt. You should inspect the symbolic expression of the Itd rule care-
fully and convince yourself that it does indeed coincide with theorem 4.4.2.
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You can now easily see how extraordinarily simple Itd’s rule really is. If we write
our processes in terms of the “differentials” d X, thi, etc., then Itd’s rule reduces
to applying some easy to remember multiplication rules to the differentials. This is
highly reminiscent of the chain rule in ordinary calculus—the first two terms of the
It6 rule are the ordinary chain rule, and It6’s rule does indeed reduce to the chain rule
when G7 = 0 (as it should!) When stochastic integrals are present, we evidently need
to take a second-order term into account as well. Once you get used to pushing around
the various symbols in the right way, applying Itd’s rule will be no more difficult than
calculating derivatives in your high school calculus class.

Important example 4.4.4. Let X!, X? be two one-dimensional Itd processes, and
consider the function u(t, x!, 22) = z'2%. Then u € C?, and so by Itd’s rule

m t
XIXZ = XixZ+ Y /0 (X1G2* + X2G) aw

t m
+ / {x;pg FXE Y G;kagk} ds.
0 k=1
In differential form, we find the product rule d(X}!X?) = X}dX? + X2 dX} +
dX} dX?. In particular, we see that the class of Itd processes is closed under multi-
plication. Moreover, the class of Itd processes is trivially closed under the formation
of linear combinations, so apparently the It processes form an algebra.’

Let us now proceed to the proof of Itd’s rule. The proof goes a little fast at times;
if we would work out every minor point in the goriest detail, the proof would be many
pages longer. You can fill in the details yourself without too much effort, or look them
up in one of the references mentioned in section 4.7.

Proof of theorem 4.4.2. Until further notice, we consider the case where the integrands F; and
G are bounded, simple, and F;-adapted. We also assume that u(t, x) is independent of  and
that all first and second derivatives of u are uniformly bounded. Once we have proved the 1t6
rule for this special case, we will generalize to obtain the full Ito rule.

The key, of course, is Taylor’s formula [Apo69, theorem 9.4]:

1 .
u(x) = u(zo) + Ou(xo) (x — o) + 3 (z — o) azu(xo) (x — o) + ||z — ano||2 E(x,x0),
where E(z, o) is uniformly bounded and E(z,z0) — 0 as ||z — xo| — 0. As F{ and G/

are simple integrands, we may assume that they all have the same jump times ty, k = 1,..., N
(otherwise we can join all the jump times into one sequence, and proceed with that). Write

(Xt - XO +Z th+1 —U(th)),

where we use the convention o = 0 and ty41 = ¢t. We are going to deal with every term of
this sum separately. Let us thus fix some k, and define s7 = ti + €277 (tx+1 — tx). Then

WXy y) — u(Xe) = S (u(X ) —u(X,p )
=1

5This would not be true without localization.
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for any p € N. Note that as F; and G; are constant in the interval t51 — {5, we have
Xslg _ng,l = F, 27PA+Gtk (WSP W.p )

Se—1

Thus applying Taylor’s formula to u(X 55) —u(X Ea ), we get

U(th+1) - U(th) =

2P
D ouXgp )(Fu 2 "A+ Gy (W =W ) (4.4.1)
=1
2P
+ 32 (G Wy =Wy )" 0*u(Xp ) (G, Wep =Wy ) (442)
=1
1 i
+ 5 (P, 277A) > Pu(Xyp ) (Fy, 277A) (4.4.3)
=1
+ (Fy,, 27PA)" Z *u(Xp ) (Go (W =W ) (4.4.4)
+ Z [Fe, 27 PA 4+ Go, (W =W )P E(Xp, Xop ). (4.4.5)

We now let p — oo and look whether the various terms on the right converge in £2(PP).

Consider first the terms (4.4.3) and (4.4.4). As 82u(X s) is bounded and has continuous
sample paths, the sums in (4.4.3) and (4.4.4) converge in £*(P) to a time integral and an Itd
integral, respectively. But both terms are premultiplied by 277, so we conclude that these terms
converge to zero. Next, note that the term (4.4.5) can be estimated as

2P
sup | (X, Xy ) {AQIIFtkIIQ G P W~ WS;JF} .

=1

But the sum converges in £%(PP) to the quadratic variation mA, while the supremum term
is uniformly bounded and converges a.s. to zero. Hence the entire term converges to zero in
L2 (P). Next, note that the term (4.4.1) converges in £*(P) to

tpt1 tre41
/ ou(X,) Fy, dr + / ou(X,) Gy, dW,.

tk tk
It remains to investigate the term (4.4.2). We claim that this term converges in £2(PP) to

1 tet1 N
ty

But this calculation is almost identical to the calculation of the quadratic variation of the Wiener
process in the proof of lemma 3.1.11, so we will leave it as an exercise.

Finally, summing over all &, we find that Ito’s rule is indeed satisfied in the case that F} and
Gij are F;-adapted bounded simple integrands, u(t, x) is independent of ¢ and has uniformly
bounded first and second derivatives. We now need to generalize this statement.

First, suppose that Gi* € £2(ur x P) for all 4, k, and that F} satisfies the general condi-
tion of the theorem. Then we can find a sequence of simple approximations to Fy, G; which
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converges fast enough, so that the simple It0 processes converge a.s. to X:. Moreover, the Itd
rule holds for each of these simple approximations. But as we have assumed that the derivatives
of u are bounded and continuous, it is easy to see that the integrands obtained by applying the
It0 rule to the simple approximations converge sufficiently fast to the integrands in the It0 rule
applied to X;. Taking the a.s. limit, we can conclude using corollary 4.3.4 that the 1t6 rule still
holds when Gik e [? (ur x P) and F satisfies the general condition of the theorem.

Our next job is to add time to the picture (but u is still bounded). If u(t, z) is required to
be C? in all variables, then this is trivial: X = ¢ is an Itd process, so we can always extend the
dimension of our Itd process by one to include time in the picture. To allow u to be only C*
in time, we can always find (e.g., by convolution) a sequence u" of C'? approximations to u so
that u™, uf, u; and (u™) converge uniformly on compact sets fast enough. The result follows
by taking the limit. (Actually, if it happens to be the case for some ¢ that G*™ = 0 for all m,
then we could similarly only require u to be C'* in the variable )

It remains to weaken the requirement that G; is square-integrable and that « has bounded
derivatives. But we can solve both these problems simultaneously by localization. Indeed,
choose a localizing sequence 7, for X, and choose another sequence of stopping times o,
oo such that w; (¢, X¢), ui; (¢, X;) and u' (¢, X ) are bounded by n for all t < o,,. Then 7, Aoy,
is another localizing sequence, and we can apply Itd’s rule to X¢a+, Ao, We are done. O

Remark 4.4.5. Suppose that for all times ¢, the Itd process X; a.s. takes values in
some open set U. Then, using another localization trick, it suffices for Itd’s theorem
that u(¢, z) is C' int and C? for z € U. Proving this is a good exercise in localization.

For example, we will sometimes encounter an Itd process such that X; > 0 a.s.
for all . We can then apply Ito’s rule with u(t, z) = \/x oreven u(t,z) = x~, even

though these functions are not C'? on all of R (but they are C*? on ]0, ool).

4.5 Girsanov’s theorem

In this and the next section, we will discuss two fundamental theorems of stochastic
analysis. In this section we discuss Girsanov’s theorem, which tells us what happens
to the Wiener process under a change of measure. This theorem has a huge number of
applications, some of which we will encounter later on in this course. In order to lead
up to the result, however, let us first consider a pair of illustrative discrete examples.

Example 4.5.1. Let (2, F,P) be a probability space on which is defined a Gaussian
random variable ¢ with zero mean and unit variance, and let a € R be an arbitrary
(non-random) constant. We would like to find a new measure QQ under which £ =
a+¢ is a Gaussian random variable with zero mean and unit variance. In other words,
we would like the law of £’ under Q to equal the law of £ under PP.

Of course, this is only possible if the laws pe and e (under P) of & and ¢,
respectively, are absolutely continuous. But indeed this is the case: note that

—z2/2 —(z—a)?/2

R = I e

so evidently
d:uf (I) _ e(m—a)2/2—w2/2 — e—am+a2/2'
dug/
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It follows immediately that if we define Q by

d ,
% _ efaf +a?/2 — efagfaz/Q7

then the measure QQ has the desired property.

Example 4.5.2. Now let (2, F,P) carry a collection &1, ...,&, of ii.d. Gaussian

random variables with zero mean and unit variance, and define the filtration F =

of{&é1,...,&}. Letay, ..., ay, be apredictable process, i.e., ay, is an Fj,_1-measurable

random variable. We would like to find a measure Q under which &; = aj, + & are

i.1.d. Gaussian random variables with zero mean and unit variance. In other words, we

would like the law of the process &’ under Q to equal the law of the process £ under PP.
Let f(x1,...,2,) be any bounded measurable function. Under PP,

Ep(f(&1,---, &) =
e~ (@it tal)/2

flxr+ar,...,zp +an(z1,...,2n-1))

- deldwn,

where we have explicitly introduced the predictablity assumption by setting a =
ar(&1,...,&—1). Under Q, on the other hand, we would like to have

e (@) @)y 2

BQ(f(€h - &) = [ 1w ah) e dat -
= A fler+ar,...,xn +an(z1,...,Tn-1))
ef((m1+a1)2+~~~+(:cn+an(zl,...,zn,l))z)/Q
X (27r)"/2 dxy - -dx,,

where we have made a change of variables.® Thus evidently we should set

dQ e~ (E1+a1)?++(éntan)?)/2 n 1,
e et PN G LS I B
k=1

which is almost the same as in the previous example. (You should verify that this does
not give the right answer if ay, is not assumed to be predictable!)

Apparently we can “add” to a sequence of i.i.d. Gaussian random variables an ar-
bitrary predictable process simply by changing to an absolutely continuous probability
measure. This can be very convenient. Many problems, random and non-random, can
be simplified by making a suitable change of coordinates (using, e.g., It6’s rule). But
here we have another tool at our disposal which is purely probabilistic in nature: we
can try to simplify our problem by changing to a more convenient probability measure.
We will see this idea in action, for example, when we discuss filtering.

o 1f you are unconvinced, assume first that f and a1, . .., ay, are smooth functions of z1, ..., xn, ap-
ply the usual change of variables formula, and then extend to arbitrary f and a1, ..., a, by approximation.
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With this bit of discrete time intuition under our belt, the Girsanov theorem should
come as no great surprise. Indeed, it is simply the appropriate extension of the previ-
ous example, with a Wiener process replacing the i.i.d. sequence .

Theorem 4.5.3 (Girsanov). Let W, be an m-dimensional Fy-Wiener process on the
probability space (2, F,{Fi }iejo, 1), P), and let Xy be an Ité process of the form

t
Xt:/ Fyds + Wy, tE[O,T]
0

Suppose furthermore that Fy is Ito integrable, and define

T 1 T
Az oxp |- / (F) dW, — & / |F|1? ds
L 0 2 O

(F5)*dWy = F}dW} + - + FdW!). If Novikov’s condition

_ L
Ep |exp (5/ |FS||2ds>] < 00
0

is satisfied, then { X }1¢e[0,1) is an Fy-Wiener process under Q(A) = Ep(Ala).

Remark 4.5.4. Instead of Novikov’s condition, the weaker condition Ep(A) = 1
(which is implied by Novikov’s condition, see theorem 4.5.8 below) is sufficient for
the Girsanov theorem to hold; see, e.g., [Fri75, chapter 7]. Clearly this condition is
necessary for A to be a Radon-Nikodym derivative—if F is too wild a process, we are
in trouble! The Girsanov theorem says that the condition is also sufficient. However,
this condition is often not so easy to check; Novikov’s condition is by far the most
useful sufficient condition in practice, and is relatively easy to verify in many cases.

Let us prove the Girsanov theorem. Some supporting lemmas of a technical nature
are postponed until after the main portion of the proof.

Proof. Define the F;-adapted process

t t t
Ar = exp [—/ (FS)*dWS—%/ ||FS|\2ds], Ay :1—/ A (Fu)*dW,
0 0 0

where we have applied Itd’s rule to obtain the expression on the right. Hence A; is a local
martingale. In fact, Novikov’s condition implies that A; is a true martingale: see theorem 4.5.8.

Let us assume until further notice that F} is bounded; we will generalize later. We wish
to prove that X; is an m-dimensional F;-Wiener process under Q. Clearly X has continuous
sample paths, so it suffices to verify its finite dimensional distributions. In fact, by a simple
induction argument, it suffices to prove that for any Fs-measurable bounded random variable
Z, the increment X; — X (¢t > s) is an m-dimensional Gaussian random variable with zero
mean and covariance matrix (¢ — s)I (I is the identity matrix), independent of Z. We will do
this as in the proof of theorem 3.2.5 by calculating the characteristic function. Given aw € R™
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and B € R, let us perform the following sequence of simple manipulations:’

EQ(eia*(Xt—Xs)+iﬁZ) — EP(ATeia*(Xt—XS)«I»iﬁZ) _ ]EP(E]P(ATlft) 6ia*(Xt7Xs)+iﬁZ)

_ EP(Ateia*(thXS)JﬁiﬁZ) _ Eu»(Asefst(mfpr)* dWr+ [T (ia—Fy./2)* Fy. dr+iﬁZ)

_ e—HaH2(t—s)/2Eﬂ)(ASeiﬁZef;‘(ia—FT)* dWr—1 [T lia—Fp|? dr-).
The essential claim is now that

. * A 2
Eﬂ)(ef;‘(zafFr) dwrfé f; [[ioe—Fr-| dr|‘7_-s) -1

)

or, equivalently (why?), that the complex-valued stochastic process

t t
ME — exp U (ia — F,)" dW, — %/ llia — F |2 dr]
0 0
is a martingale. But by 1t0’s rule, we find that
t
M =1 +/ M (ia — Fs)™ dWs,
0
and applying lemma 4.5.6 (use the boundedness of F) we find that the real and imaginary parts
of (i — FH)M are all in £L2(ur x P). Hence My is indeed a martingale. But then
]EQ(eia*(thxs){»iﬁZ)
= e IoIP =) /2 g\ 17 Ry ()i (i Fr)™ dWr =3 [ lie—Frl| dr) -y
— e*HaH2(t*S)/2 ]EP(E]P’(ATeiﬁzlfs)) _ e*HaH2(t*S)/2 EQ(eiﬁZ)‘

As the characteristic function factorizes into the characteristic function of Z and the character-
istic function of an m-dimensional Gaussian random variable with mean zero and covariance
(t — s)I, we find that X; — X is independent of Z and has the desired distribution. Hence we
have proved the theorem for the case that F} is bounded.

Let us now tackle the general case where F} is not necessarily bounded. Define the pro-
cesses Gy = Fil|p,|<n; then GY' is bounded for any n. Moreover,

1 (7 9 1 (7 9
exp | Ep 3 ||[F:]|“dt| | < Ep |exp 3 |Ee||”dt )| < oo
0 0

using Jensen’s inequality and Novikov’s condition, so we obtain

T T
e | [ 167 = at] = e [ [ 0EU g it] 2220
0 0

where we have used dominated convergence. In particular, we can choose a subsequence
m(n) /" oo so that the stochastic integral I;(G™) converges a.s. to I;(F).

7 Abuse of notation alert: here =* means the transpose of the vector x, not the conjugate transpose; in
particular, «* = « for all @ € C. Similarly, ||z||2 denotes >_,(z;)2. We have not defined complex Itd
integrals, but you may set fot (as+ibs) dWs = fg as dWs+1i fot bs dWs when as and bs are real-valued,
i.e., the complex integral is the linear extension of the real integral. As this is the only place, other than in
theorem 3.2.5, where we will use complex numbers, we will put up with our lousy notation just this once.
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Let us continue with this subsequence, i.e., we define F* = Gl”("). For any n, define X",
7, A" = AT and Q" by replacing F; by F{" in their definitions. Then X is a Wiener process
under Q™ for any n < oo. In particular, for any n and ¢ > s,

Ep (A" em*(xguxg‘)mz) _ efllal\z(tfs)/Z Ep(A" ewz)

where Z is some Fs-measurable random variable. We claim that®

ARl (XP=XD)+iBZ _, Aeia*(thXs)+iBZ and  A"ePZ A eBZ i L:l(IP’).

Once this has been established, we are done: taking the limit as n — oo, we find that
Eg (e’ (Xe=Xo)+ifZy — efllO‘HQ(t*S)/QEQ(eiﬁz) which is precisely what we want to show.

To proceed, let us first show that A, — A in £'(P). Note that A,, — A a.s., and using
theorem 4.5.8 we find that Ep(An) = Ep(A) = 1. As (A, —A)” < Aand A, — Aas., we
find that Ep ((An, — A)™) — 0. Similarly, Ep((A, — A)") = Ep(An — A+ (Ar —A)”") — 0.
Hence Ep(|An, — A]) = Ep((An, — A)T + (A, — A)7) — 0, and we have determined that
An — Ain L' (P). (The previous argument is also known as Scheffé’s lemma.)

The remaining work is easy. Clearly A"e*? — Ae®®Z in L1(P), as e®?Z is independent
of n and has bounded real and imaginary parts. To deal with A™¢*® (X' =X +8Z note that
its real and imaginary parts are of the form o, 3, where v, is bounded and converges a.s. to «,
while /3,, converges to 3 in £ (P). But then the following expression converges to zero:

Ee(|anfn—apl) < Ee(lan—af [B])+Ee(|an| [Bn—F5]) < Ee(joan—al [B])+K Ep (| —5])

using dominated convergence for the first term on the right and £'(IP) convergence for the
second. Hence A" e’ (X&' —X)Hi8Z _, p pia” (Xe=Xo)+18Z iy £1(P) and we are done. [

The technical lemmas are next.

Lemma 4.5.5. Let My, t € [0,T] be a nonnegative local martingale. Then M, is a
supermartingale. In particular, if E(Mr) = E(My), then M, is a martingale.

Proof. Let T, be a reducing sequence for M;. Then using Fatou’s lemma (note that M; > 0),
we obtain’ for T > ¢ > s > 0

E(Mi|F,) = E (liminf M,

F.) < liminf B(Monr, | F2) = lim inf Monr, = M.

n— oo

In particular, M; is a supermartingale. But a supermartingale which is not a martingale must
have P(E(M|Fs) < M,) > 0 for some ¢ > s. Hence if M; is not a martingale, then
E(Mr) <E(M;) < E(M,) < E(Moy). But we have assumed that E(M7) = E(Mo). |

Lemma 4.5.6. Let F; be 116 integrable and let Wy be a Wiener process. Then

efow (3 [ moam)] < 2 oo (4 [ r2ar))

8 By convergence in £ (IP), we mean that the real and imaginary parts converge in £ (P).
9 To be precise, we should first check that My € Lt (P), otherwise the conditional expectation is not
defined. But an identical application of Fatou’s lemma shows that E(M:) < E(Mp), so My € L (P).
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Proof. As exp(3 fot F.dW,) = exp(% fot FodWs — % fOt(Fs)zds) exp(3 fot(Fs)2ds),

t t
E [exp (%/ F, dWS)} < \/E |:exp (%/ (F.)? dsﬂ E |:ef0t Fy dWs =3 J§(F2)? ds
0 0

using Holder’s inequality. But using Itd’s rule, we find that

t
€fg Fs dWS?%fé(FSP ds = Mt =1 +/ Ms Fs dWs7
0

so evidently M, is a local martingale. Hence M, is a supermartingale by lemma 4.5.5, and this
implies in particular E(M;) < 1. The result follows immediately. O

It remains to prove Novikov’s theorem, i.e., that the Novikov condition implies
that A; is a martingale; this was key for the Girsanov theorem to hold. Evidently it
suffices to prove that Ep(Ar) = 1 (lemma 4.5.5). To show this, let us introduce the
following supporting lemma; the proof of Novikov’s theorem then essentially amounts
to reducing the Novikov condition to this lemma.

Lemma 4.5.7. Let M; be a nonnegative local martingale and let T, be a reducing
sequence. If sup,, | Mrnr, ||, < oo for some p > 1, then { My },¢[o, 1) is a martingale.

Proof. We begin by writing
E(|MT—MT/\7—n |) < E(MT—T/\MT)+E(|T/\MT—T’/\MT/\Tn |)—|—E(MT/\7—n _r/\MT/\Tn )

We claim that if we take the limit as n — co and as r — oo, in that order, then the right-hand
side vanishes. This is clear for the first two terms, using dominated convergence and the fact
that E(M7) < E(Mo) < oo by the supermartingale property. To tackle the last term, note that

E(MT/\Tn —7rA MT/\Tn) = E(MT/\Tn IA{T/\Tn >7“) - TP(MT/\Tn > T)'
Using Chebyshev’s inequality,
T]E((MT/\TH )P)

rp

< Sup,, ]E((MT/\Tn )P
= rp—1

rP(Mrar, > 1) <

)

soas n — oo and r — oo this term vanishes. Now let 0 < r < x; then we have the trivial
estimate < 7' ~PzP for p > 1. Hence

E(Mrr, Inign,, >r) 70 P E(Mrar, )P Intgn,, >r) < 7177 sup E((Mras, )),

so this term also vanishes in the limit. Hence E(|Mr — M7+, |) — 0 asn — oo. But then
E(Mr) = limp—oo E(MrAr,) = E(Mo), so M; is a martingale by lemma 4.5.5. |

Theorem 4.5.8 (Novikov). For It0 integrable Fy, define the local martingale

E(F) = exp [ / (R aw, - 1 / t ||FS||2ds] .

Suppose furthermore that the following condition is satisfied:

1 (T
E |f3xp <§/0 ||FS|2ds>] =K < oo.

Then {E;(F) }1e(o,1) is in fact a martingale.
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Proof. We are going to show below that £, (F.\/«) is a martingale for all 0 < « < 1. Let us
first argue that the result follows from this. By inspection, we easily find that

E(F/a) = (Et(F))aeﬁ“*ﬁ) Jy(Fa)*dws
Applying Hélder’s inequality with p = o' and ¢ = (1 — &) ', we obtain
1= E(Er(F.v/a)) < (B(Er(F))* (B(eV O i (rmdWeyime,
But as z(1V®)/2V@ i5 4 convex function for all 0 < o < 1, we find
1< (B(En(F))" (B(e3 15 W) 2V AU- o ((eq(R)) KV,

where we have used lemma 4.5.6. Letting o " 1, we find that E(Er(F.)) > 1. But we already
know that E(E7(F.)) < 1 by lemma 4.5.5, so the result follows.

It remains to show that & (F. /) is a martingale for any 0 < a < 1. Fix a.. As &(F.\/a)
is a local martingale, we can choose a localizing sequence 7,,. By lemma 4.5.7, it suffices to
prove that sup,, E((Erar, (F.y/a))") < oo for some u > 1. But exactly as above, we find

(E(F V@) = (E(F)) et /a0 v i,
Applying Holder’s inequality with p = (ua) ™' and ¢ = (1 — ua) ™', we obtain
E((Ernr, (FA/))") < (B(Eran, ()" (B(e" VROV O T (R 70wy 1o

We should choose a suitable u > 1. Let us try

w/a(l—a) 1 1 1

== - u

1—ua 2 T 2/a(l-va)ta (2-vaya

But this actually works, because 0 < (2—z)z < 1for0 <z < 1,sou > 1forany0 < a < 1.
Hence, choosing this particular u, we find that

1 ™ *
E((gT/\Tn(F\/a))u) < (E(€§ ./‘()TA (Fs) dWS))lfua < ];{(17':104)/27

where we have used that £ (F.) is a supermartingale and that lemma 4.5.6 still holds when ¢ is
replaced by ¢t AT, (just replace Fs by FsIs<r,, then apply lemma 4.5.6). Taking the supremum
over n, we obtain what we set out to demonstrate. The proof is complete. O

4.6 The martingale representation theorem

We have one more fundamental result to take care of in this chapter. It is the martin-
gale representation theorem—an altogether remarkable result. You know that the Itd
integral of any integrand in £2(pr % P) is a martingale which is in £2(IP) at every time
t. In essence, the martingale representation theorem states precisely the converse: ev-
ery martingale {M; }co, 71 with My € £?(P) can be represented as the Itd integral
of a unique process in L2 (7 x P)! Beside its fundamental interest, this idea plays an
important role in mathematical finance; it also forms the basis for one approach to the
filtering problem, though we will follow an alternative route in chapter 7.

We have to be a little bit careful by what we mean by a martingale: after all,
we have not yet specified a filtration. For this particular result, we have to restrict
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ourselves to a more limited setting than in the rest of the chapter. We will work on a
probability space (2, F,P) on which is defined a Wiener process W; (we will take it
to be one-dimensional, though you can easily extend the result to higher dimensions).
The restriction will come in due to the fact that we only consider the natural filtration
FV = a{Ws : s < t}, unlike in the rest of the chapter where we could work with a
larger filtration ;. The statement of the theorem is then as follows.

Theorem 4.6.1 (Martingale representation). Let M; be an F)¥ -martingale such
that My € L*(P). Then for a unique F}" -adapted process { Hy }1co,1) in L (pr X P)

t
Mt:MO—i-/HSdVVS a.s. forallt € [0,T],
0

where the uniqueness of H; is meant up to a pip X P-null set.
Actually, the theorem is a trivial corollary of the following result.

Theorem 4.6.2 (Ito representation). Let X be an ]-":W -measurable random variable
in L2(P). Then for a unique F}V -adapted process { H}1c(o,r) in L*(pr x PP)

T
X:E(X)+/ H,dW, a.s.,
0

where the uniqueness of Hy is meant up to a ur X P-null set.

We will prove this theorem below. Let us first show, however, how the martingale
representation theorem follows from the Itd representation theorem.

Proof of theorem 4.6.1. By theorem 4.6.2, we can write
T
My = E(Mr) —|—/ H,dW, as.
0

for a unique " -adapted process { H; } ¢ [o,7] in £ (pr xP). It remains to note that E(Mr) =
My (as .7-'OW is the trivial filtration, Mo must be non-random) and that the martingale represen-
tation result follows from the Itd representation of Mt using My = E(Mr |.7-'tW ). O

How should we go about proving the It6 representation theorem? We begin by
proving an “approximate” version of the theorem: rather than showing that any F ¥ -
measurable random variable X € £2(PP) can be represented as an Itd integral, we
will show that any such X can be approximated arbitrarily well by an It6 integral, in
the following sense: for arbitrarily small ¢ > 0, we can find an F}V -adapted process
Hf in L%(ur x P) such that || X — Ir(H?)||2 < e. Once we have established this
approximate version of the result, we are almost done: making the theorem exact
rather than approximate is then simply a matter of taking limits.

The proof of the approximate Itd representation proceeds in two parts. First, we
identify a class of random variables which can approximate any F, :,W -measurable X €
L?(IP) arbitrarily well. Next, we show that any random variable in this class can be
represented as the It6 integral of some JF}V -adapted process H; in L2 (ur x P).
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Lemma 4.6.3. Introduce the following class of ¥ -measurable random variables:
S={f(W,...., W) :n<oo, t1,...,t, € [0,T], f € C§°}

(recall that C§° is the class of smooth functions with compact support). Then for any
e > 0 and FY -measurable X € L2?(P), thereisaY € S such that | X — Y|z < e.

Proof. First, we claim that the statement holds if f is just assumed to be Borel-measurable
rather than C§°. To show this, introduce the filtration G, = o{Wp-np : k = 0,...,2"},
and note that 7' = o{G, : n = 1,2,...}. Fix some F} -measurable X € £?(PP), and
define the sequence X™ = E(X|G,). Then X" — X in £*(P) by lemma 4.6.4 below. But
X" = f(Wy—nrp,..., Wr) for some Borel function f (as it is G, -measurable), so X can be
approximated arbitrarily closely by Borel functions of the Wiener process at a finite number
of times. Note that we may also restrict ourselves to bounded Borel functions: after all, the
sequence X" A n of bounded random variables converges to X as well.

We now claim that any bounded Borel function f can be approximated arbitrarily well
by functions f™ € C°°. But this is well known: the approximations f™ can be found, e.g.,
by convolving f with a smooth function of compact support, and f"*(Wy—np,...,Wr) —
f(Wo—nmp,...,Wr) in £2(P) by dominated convergence. It remains to note that we can re-
strict ourselves to functions in C§°, as we can always multiply f™ by g, where g™ is a sequence
of [0, 1]-valued functions with compact support such that g™ " 1 pointwise, and dominated
convergence still gives the desired result. We are done. O

In the previous proof we used the following fundamental result.

Lemma 4.6.4 (Lévy’s upward theorem). Let X € L2(P) be G-measurable, and let
Gn be a filtration such that G = 0{G,}. Then E(X|G,) — X a.s. and in L*(P).

Proof. Letus write X" = E(X |G, ). Using Jensen’s inequality is it easy to see that || X" [|2 <
| X]l2 < 00,50 X™ € L2 for all n. In particular, as X™ is a martingale and sup,, || X" ||1 < oo,
it follow from the martingale convergence theorem that X" — X °° a.s. We would like to prove
that X = X and that the convergence is in £2(PP) as well.

Let us first prove that X — X° in £*(P). Note that using the martingale property,
E(X" — X™)?) = E(X™)?) — E((X™)?) for n > m. But then E((X" — X™)?) =
SPZEE((XRT — X*)?). However, we know that the sum must converge as n — 0o, as
sup,, | X™||2 < oo. Hence X™ is Cauchy in £?(PP), so we have X™ — X in L?(P) also.

It remains to prove X*° = X. Assume without loss of generality that X > 0 and
that E(X) = 1. Then Q(A) = P(XI4) is another probability measure, and we claim that
Q(A) = P(X>1I4) as well for all A € G. This would establish the claim by the unique-
ness of the Radon-Nikodym derivative. But note that | n G, is a w-system that generates G,
so it suffices to check the condition for A in this w-system. But for any such A we have
E(XI4) = E(X™I4) for sufficiently large n, and as X™ — X in £L*(P) we find that
E(X*14) =limp—oo B(X"14) = E(X14). The proof is complete. |

We now come to the point of this exercise.

Lemma 4.6.5 (Approximate It representation). For anyY € S, there is an F)V -
adapted process Hy in L2(ur x P) such that

T
Y = E(Y) +/ H,ydW,.
0
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In particular, this implies that any F" -measurable random variable X € L?(P) can
be approximated arbitrarily closely in L*(P) by an Ito integral.

Proof. Let us first consider the simplest case Y = f(W,), where f € C§° and t € [0, T]. Note

that for any function g(s, z) which is sufficiently smooth, we have by Itd’s rule

tTag 10% t 9g
g(t, Wt) —9(070)4'/0 [&+§w] (87Ws)d3+/0 %(87Ws)dws'

The trick is to choose the function g(s, ) precisely so that

- t5a5 =0, g(t2)=f(2)

But such a function exists and is even sufficiently smooth: explicitly,

2 N
e~ @P 20 gy

1 o0
g(s,xz) = \/ﬁ/ﬂx}f@)

Hence the integrand H, = (dg/dx)(s, W) gets the job done, and is clearly ;" -adapted. It
is also in £?(pur x PP) as f is of compact support, so dg/dx is of compact support as well (and
in particular bounded). Hence in the very simplest case, we are done.

Let us now consider the next most difficult case: Y = f(W,, W) with r < ¢. Introduce
g(s,z, z), and apply Itd’s rule to g(s, Wsar, Ws). We find that

‘Tog 10% tdg
g(t, Wr, Wt) —g(r,Wr,Wr)—F/r {$+§ﬁ}(s,Wr,Ws)ds+/r a(s,WT,WS)dWS.

But for some function ¢’ (s, x), applying Itd’s rule to g’ (s, W) gives

, o s ag/ 1829/ r-ag/
g (T7 WT) =g (070) +A |:88 + 5 awg (871/‘/5)d8—'—\/0 %(‘%WS) dW&

Thus evidently we wish to solve the partial differential equations

dg 10%g B dg'  19% / _
&J’_EE_O? g(t,I,Z)—f(I,Z)7 s 58232 _07 9(73@)—9(7“7%@)'
This can be done exactly as before, and we set
/
Ht:g—i(s,Ws) for0<s<r, Ht:%(s,WT,WS) forr <s<t.

Proceeding in the same manner, we find by induction that the result holds forany Y € S. O
We can now complete the proof of the Itd representation theorem.

Proof of theorem 4.6.2. Let X be F4 -measurable and in £2 (), and choose a sequence X™ €
S such that || X — X"||2 — 0. We may assume without loss of generality that E(X) = 0 and
E(X™) = 0 for all n. By the previous lemma, every X™ can be represented as the Itd integral
of an F}V -adapted process H;" in £?(pr x PP). In particular, we find that

E(X"—X™)?) =E UOT(H: — HM)?ds| .
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But as X™ — X in £2(P), it must be the case that E((X™ — X™)?) — 0 as m,n — oo.
Hence H™ is a Cauchy sequence in £?(ur x PP), and so has a limit process H. in £2(ur x P).
Moreover, as each H{" is adapted, so is H;. Using the It6 isometry, it is easy to verify that

T
X:/ Hs dWs a.s.
0

Hence we conclude that X is representable as an It0 integral, as promised.
It only remains to prove uniqueness. Suppose that H and H both fit the bill. Then

E UOT(HS —H;)st] =0

by the Itd isometry. But this can only be the case if H. = H/ ur x P-a.s. O

4.7 Further reading

As a general introductory textbook on stochastic calculus and its applications, the
widely used book by @ksendal [@ks03] is an excellent, very readable introduction
and is highly recommended. A slightly older but still excellent introductory text is the
book by Arnold [Arn74] (now unfortunately out of print).

The discussion in the first section is inspired to some extent by a brief discussion
of a similar nature in the book by Bichteler [Bic02]. Protter [Pro04] also has a brief
discussion on the matter, but from a slightly different point of view.

There are many excellent advanced textbooks on stochastic calculus; however,
most of these start directly with the general integration theory, where one can inte-
grate against almost any martingale rather than just a Wiener process. See, for ex-
ample, Rogers and Williams [RWO0O0b], Karatzas and Shreve [KS91], Elliott [ElI82],
Revuz and Yor [RY99], or Dellacherie and Meyer [DM82]. Perhaps the most natural
approach to the general theory can be found in Protter [Pro04], who simply defines
stochastic integrals against anything that makes sense, and then proceeds to show
which processes indeed do. Bichteler [Bic02] follows a similar route.

The theory for the Wiener process was historically first [1t044], and is still the
most widely used (though the generalization to martingales began not so long after
that—like many things in probability theory, this goes all the way back to [Doo53]).
It is good to understand the “classical” Itd integral, which we have discussed in this
chapter, before moving on to more advanced theory. Books which treat stochastic in-
tegration with respect to the Wiener process in significant detail are Friedman [Fri75]
and Liptser and Shiryaev [LSOla]. The notion of localization, which is very funda-
mental in general stochastic integration, does not play a large role in those references;
a nice discussion of localization in the Wiener process setting can be found in [SteO1].

The discussion of Girsanov’s theorem is inspired by Friedman [Fri75]. In the
modern stochastic integration theory, the Girsanov theorem has a much wider scope
and indeed characterizes almost any change of measure; see, e.g., [Pro04].

Finally, our discussion of the martingale representation theorem follows @ksendal
[@ks03], using an approach that is originally due to Davis [Dav80].



CHAPTER

Stochastic Differential Equations

Now that we have It6 integrals, we can introduce stochastic differential equations—
one of the major reasons to set up the It6 theory in the first place. After dealing with
issues of existence and uniqueness, we will exhibit an important property of stochastic
differential equations: the solutions of such equations obey the Markov property. A
particular consequence is the connection with the classic PDE methods for studying
diffusions, the Kolmogorov forward (Fokker-Planck) and backward equations.

We would like to think of stochastic differential equations (SDE) as ordinary dif-
ferential equations (ODE) driven by white noise. Unfortunately, this connection is not
entirely clear; after all, we have only justified the connection between the It6 integral
and white noise in the case of non-random integrands (interpreted as test functions).
We will show that if we take a sequence of ODEs, driven by approximations to white
noise, then these do indeed limit to an SDE—though not entirely the expected one.
This issue is particularly important in the stochastic modelling of physical systems. A
related issue is the simulation of SDE on a computer, which we will briefly discuss.

Finally, the chapter concludes with a brief discussion of some more advanced
topics in stochastic differential equations.

5.1 Stochastic differential equations: existence and uniqueness
One often encounters stochastic differential equations written in the form
dXt = b(t,Xt) dt+0(t,Xt) th, XO =X,

which looks almost like an ordinary differential equation. However, as usual, the “Itd
differentials” are not sensible mathematical objects in themselves; rather, we should

117
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see this expression as suggestive notation for the It6 process

t t
Xt=m+/ b(s7XS)ds+/ o(s, Xs)dWs.
0 0

If there exists a stochastic process X, that satisfies this equation, we say that it solves
the stochastic differential equation. The main goal of this section is to find conditions
on the coefficients b an o that guarantee the existence and uniqueness of solutions.

Example 5.1.1 (Linear SDE). Let W; be an m-dimensional Wiener process, let A
be an n X n matrix and let B be an n x m matrix. Then the n-dimensional equation

dXt :AXt dt+Bth, XO =,

is called a linear stochastic differential equation. Such equations always have a solu-
tion; in fact, the solution can be given explicitly by

t
X, = ety + / A=) B dw,,
0

as you can verify directly by applying It6’s rule. The solution is also unique. To see
this, let Y; be another solution with the same initial condition. Then

d
(Xi—Y) = AXy - Y,), Xo—Yo=0,

t
Xt—Yt:/ AX,-Y)ds = —
0 dt

and it is a standard fact that the unique solution of this equation is X; — Y; = 0.

For nonlinear b and ¢ one can rarely write down the solution in explicit form, so
we have to resort to a less explicit proof of existence. The same problem appears
in the theory of ordinary differential equations where it is often resolved by imposing
Lipschitz conditions, whereupon existence can be proved by Picard iteration (see, e.g.,
[Apo69, theorem 7.19]). It turns out that this technique works almost identically in
the current setting. Let us work out the details. Recall what it means to be Lipschitz:

Definition 5.1.2. A function f : R" — R™ is called Lipschitz continuous (or just
Lipschitz) if there exists a constant K < oo such that || f(z) — f(y)| < K|z — ¥
for all z,y € R™. A function g : S x R® — R™ is Lipschitz uniformly in S if
llg(s, ) — g(s,y)|| < K||x — y]| for a constant K < oo which does not depend on s.

We work in the following setting, where we restrict ourselves to a finite time hori-
zon [0, T'] for simplicity. Consider a filtered probability space (2, 7, { F }+eo, 17, P)
on which is defined an m-dimensional F;-Wiener process W;. We now choose X
to be an Fy-measurable n-dimensional random variable (it is often chosen to be non-
random, but this is not necessary), and we seek a solution to the equation

t t
Xt:Xo—i-/ b(s7XS)ds+/ o(s, X,) dW,.
0 0

Here b: [0,7] x R" — R™and o : [0,T] x R™ — R™ ™ are at least measurable.
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Theorem 5.1.3 (Existence). Suppose that
1. Xo € L*(P); and
2. b, o are Lipschitz continuous uniformly on [0, T); and
3. ||b(t,0)| and ||o(t,0)| are bounded on t € [0, T).

Then there exists a solution X; to the associated stochastic differential equation, and
moreover for this solution X, b(t, Xy), and o(t, X;) are in L*(ur x P).

Proof. For any Fi-adapted Y. € £2(ur x IP), introduce the following (nonlinear) map:

(BY)): :X0+/O b(s,YS)ds+/O o(s,Ys) dWs.

We claim that under the conditions which we have imposed, P(Y-) is again an F;-adapted
process in £2(ur x P) (we will show this shortly). Our goal is to find a fixed point of the
operator : i.e., we wish to find an F;-adapted process X. € £>(ur x P) such that B(X.) =
X.. Such an X. is then, by definition, a solution of our stochastic differential equation.

We begin by showing that 3 does indeed map to an F;-adapted process in £*(pur x P).
Note that ||b(t, z)|| < ||b(¢, =) — b(t,0)|| + ||b(t, 0)|| < K|lz|| + K" < C(1 + ||z||) where
K, K',C < oo are constants that do not depend on ¢. We say that b satisfies a linear growth
condition. Clearly the same argument holds for o, and to make our notation lighter we will
choose our constant C' such that ||o (¢, z)|| < C(1 + ||z||) as well. We can now estimate

B e e < | Kol er e + H [ vts.vyas
0

"

/- o(s,Ys)dWs

0

2,p XP 2,p XP

The first term gives || Xo||2,upxp = VT || Xo||2,» < 0o by assumption. Next,

where we have used (¢! fot asds)? < t71 fot a? ds (Jensen’s inequality), the linear growth
condition, and Y. € £?(ur x P). Finally, let us estimate the stochastic integral term:

where we have used the It6 isometry. Hence ||B(Y.)||2,upxp < oo for Fi-adapted Y. €
L2 (pr x P), and clearly B(Y?) is Fi-adapted, so the claim is established.

Our next claim is that P is a continuous maps; i.e., we claim that if ||Y."* — Y7||2, .. xp — 0,
then | B(Y") — B(Y.) |2, xp — 0 as well. But proceeding exactly as before, we find that

2
ST (Y3 xe < T2C% (L4 YD N3 0 e < 00,

2,pp XP

/A b(s,Ys)ds

0

2
ST o (Y3 xe < TC? [+ YADIZ 0y e < 00,

2,pp XP

/ o(s,Ys) dWs
0

B =B 2urx < T N6, Y =b(, Y lziur e+ VT o (-, Y =0 (-, Vo))

In particular, using the Lipschitz condition, we find that

2,u XP-

IBE") = B lzur e < KVT (VT +1) [V~ Y|

2,u XPy

where K is a Lipschitz constant for both b and . This establishes the claim.
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With these preliminary issues out of the way, we now come to the heart of the proof.
Starting from an arbitrary Fi-adapted process Yy in L*(ur x P), consider the sequence
Y1 = B0, Y2 = P = PAYL), etc. This is called Picard iteration. We will
show below that Y™ is a Cauchy sequence in £?(ur x P); hence it converges to some Fi-
adapted process Y; in £L2(ur x P). But then Y. is necessarily a fixed point of 9: after all,
P(Y"™) — P(Y)) by the continuity of B, whereas P(Y") = Y. — V.. Thus P(Y)) = Y.,
and we have found a solution of our stochastic differential equation with the desired properties.

It only remains to show that Y. is a Cauchy sequence in £?(uz x P). This follows from
a slightly refined version of the argument that we used to prove continuity of 3. Note that

I(B(Z))e = (BEDellze < VIO, Z) =0, Y ll2uexe + 0 (-, Z) = 0 (Y 2, xes

which follows exactly as above. In particular, using the Lipschitz property, we find
I(B(Z)e = (B ))ellzp < KNVT +1) | Z. = Y|z, x-
Set L = K (/T + 1). Iterating this bound, we obtain
1B (Z.) = B" (VI3 xp =
T 2 > [T -1 -1 2
/ [(B*(Z.))e = (B (Y))ellzpdt < L / IB7(Z) =B (V)ll2,p0r, xe At
0 0

2 T rt1 tn—1 9
S...SL"/ / / |‘Z'_Y|‘2,utnxpdtn...dt1
o Jo 0

L27LT7L
n!

<

I1Z. = Y3,z xe-

In particular, this implies that

0 n " i L2nTn
DB = B OO e < IBO) =Yl we D | T < 00,
n=0 :

n=0

which establishes that 3™ (Y.°) is a Cauchy sequence in £ (u7 x P). We are done. O

Remark 5.1.4. The condition X € £?(P) can be relaxed through localization, see
[GS96, theorem VIII.3.1]; we then have a solution of the SDE for any initial condi-
tion, but we need no longer have X, b(t, X;), and o(t, X;) in £L2(ur x P). More
interesting, perhaps, is that if Xo € LP(IP) (p > 2), then we can prove with a little
more work that X, b(¢, X;), and o (¢, X;) will actually be in L (ur x P) (see [LSOla,
sec. 4.4] or [Arn74, theorem 7.1.2]). Hence the integrability of the initial condition
really determines the integrability of the solution in the Lipschitz setting.

It remains to prove uniqueness of the solution found in theorem 5.1.3.
Theorem 5.1.5 (Uniqueness). The solution of theorem 5.1.3 is unique P-a.s.

Proof. Let X. be the solution of theorem 5.1.3, and let Y. be any other solution. It suffices to
show that X. = Y. ur x P-a.s.; after all, both X; and Y; must have continuous sample paths,
so X. =Y. pur x P-as. implies that they are [P-a.s. indistinguishable (lemma 2.4.6).

Let us first suppose that Y. € £2(ur x P) as well; then P"(Y.) = Y. and P"(X.) = X..
Using the estimate in the proof of theorem 5.1.3, we find that

L2nT7L

1Y = X1 e = 19" () = ™ CC) e < =

1Y = X113,z xe-
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Letting n — oo, we find that ||Y. — X.||2, i xp = 0,50 X. =Y. pur x P-ass.
We now claim that any solution Y; with Yo = Xo € £2(PP) must necessarily be an element
of £L2(ur x IP); once this is established, the proof is complete. Let us write, using Itd’s rule,

t t
IVl = [ Xl + / (20V) (s, Y2) + (s, Y2) %) ds + / 2(Ya) o (s, Ya) dW.
C C

Now let 7, = inf{¢ : ||Yz|| > n}, and note that this sequence of stopping times is a localizing
sequence for the stochastic integral; in particular,

tATH
B(1¥inra ) = BRI + & [ [ 2005,V + o V) ) ]
0
Using the linear growth condition, we can now estimate

E(|[Yinr, I*) < E(|[Xol*) +E [/0 T OV 4+ YA + O+ [VAl)D?) dS] :

Using Fatou’s lemma on the left and monotone convergence on the right to let n — oo, applying
Tonelli’s theorem, and using the simple estimate (a + b)? < 2(a” + b*), we obtain

t
E(1+[|Ye]*) < E(L+ |1 X0]*) +2C(2 + C)/ E(1+||Ys]*) ds.
0

But then we find that E(1+ ||Y;||*) < E(1+ || X0||?) €2¢+9* using Gronwall’s lemma, from
which the claim follows easily. Hence the proof is complete. O

5.2 The Markov property and Kolmogorov’s equations

One of the most important properties of stochastic differential equations is that their
solutions satisfy the Markov property. This means that a large class of Markov pro-
cesses with continuous sample paths—these are important both from a fundamental
and from an applied perspective—can be obtained as the solution of an appropriate
SDE. Conversely, this means that methods from the theory of Markov processes can
be used to study the properties of stochastic differential equations; in particular, the
Komogorov equations (the forward, or Fokker-Planck, equation, and the backward
equation) can be obtained in the SDE setting, and can be used to express expectations
of functions of an SDE in terms of certain non-random PDEs.

Remark 5.2.1. The intricate theory of Markov processes in continuous time, like
martingale theory, can easily fill an entire course on its own. It has deep connections
with semigroup theory on the one hand, and probabilistic theory (at the level of sample
paths) on the other hand. A development at this level would be way beyond the scope
of these notes. We will content ourselves with proving the Markov property, and then
developing the Kolmogorov equations in the simplest possible way (without invoking
any theorems from the theory of Markov processes). If you are interested in the bigger
picture, you might want to consult some of the references in section 5.7.

Let us begin by proving the Markov property.
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Theorem 5.2.2 (Markov property). Suppose that the conditions of theorem 5.1.3
hold. Then the unique solution X, of the corresponding SDE is an JF;-Markov process.

Proof. Let us begin by rewriting the SDE in the following form:
t t
X = X, —|—/ b(r, Xr) dr + / o(r, Xr) dW;,

which follows easily by calculating X; — X. As X, is Fs-measurable and {W, s — W, :
r > 0} is a Wiener process independent of F, we can identically write this equation as

t—s t—s
Yies =Yoo + / b(r,Y:)dr + / &(r,Yy) dW,,
0 0

where Y, = X, 44, b(r,z) = b(r + s,2), 5(r,z) = o(r + s, ), and W, = W,4s — Ws. But
this equation for Y; is again an SDE that satisfies the conditions of theorems 5.1.3 and 5.1.5 in
the interval - € [0, T'—s], and in particular, it follows that Y;. is 0 {Yo, W : s < }-measurable.
Identically, we find that X; is o{Xs, W, — W, : r € [s,t]}-measurable, and can hence be
written as a measurable functional X; = F(X,, W.4s — W,). Now using Fubini’s theorem
exactly as in lemma 3.1.9, we find that E(g(X¢)|Fs) = E(g(F(z, W.4+s—Ws)))|z=x, for any
bounded measurable function g, so in particular E(g(X:)|Fs) = E(g(X:)|Xs) by the tower
property of the conditional expectation. But this is the Markov property, so we are done. O

Remark 5.2.3 (Strong Markov property). The solutions of Lipschitz stochastic dif-
ferential equations, and in particular the Wiener process itself, actually satisfy a much
stronger variant of the Markov property. Let 7 be an a.s. finite stopping time; then it
turns out that E(¢(X,4,)|Fr) = E(9(X4+,)|X,). This is called the strong Markov
property, which extends the Markov property even to random times. This fact is often
very useful, but we will not prove it here; see, e.g., [Fri75, theorem 5.3.4].

The Markov property implies that for any bounded and measurable f, we have
E(f(X¢)|Fs) = gr,s(Xs) for some (non-random) measurable function g; s. For the
rest of this section, let us assume for simplicity that b(¢, ) and o (¢, ) are independent
of ¢ (this is not essential, but will make the notation a little lighter); then you can read
off from the previous proof that in fact E(f(X,)|Fs) = gi—s(X,) for some function
gi—s. We say that the Markov process is time-homogeneous in this case.

Rather than studying the random process X;, we can now study how the non-
random function g, varies with ¢. This is a standard idea in the theory of Markov
processes. Note that if E(f(X:)|Fs) = gi—s(Xs) and E(f'(Xy)|Fs) = g5 o(Xs),
then E(af (Xy) + B (X1)|Fs) = agi—s(Xs)+Bg;_,(Xs); ie, themap P, : f — g
is linear. Moreover, using the tower property of the conditional expectation, you can
easily convince yourself that P;gs = g+4s. Hence P, Ps = Pi, so the family {P;}
forms a semigroup. This suggests' that we can write something like

d
%Ptf:"gptfv Pof:fa

where .7 is a suitable linear operator. If such an equation holds for a sufficiently large
class of functions f, then .Z is called the infinitesimal generator of the semigroup P;.

At

! Think of a finite-dimensional semigroup Prxz = e“*x, where A is a square matrix and z is a vector.
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Making these ideas mathematically sound is well beyond our scope; but let us show
that under certain conditions, we can indeed obtain an equation of this form for P, f.

Proposition 5.2.4 (Kolmogorov backward equation). For g € C?, define

n

Z9(w) = Zbl( (9961 % Z ; 8:1081 gxﬂ( z)-

i=1

Suppose that there is a bounded function u(t, x) which is C' in t and C? in x, and a
bounded function f(x) in C2, such that the following PDE is satisfied:

0
5 u(t,r) = Lu(t, ), u(0,z) = f(z).

Then B(f(X,)|Fs) = u(t — s, Xs) a.s. forall 0 < s <t < T, ie, u(t,z) = P.f(x).

Remark 5.2.5. The operator . should look extremely familiar—this is precisely the
expression that shows up in It6’s rule! Not surprisingly, this is the key to the proof.
£ will show up frequently in the rest of the course.

Remark 5.2.6. You might wonder why the above PDE is called the backward equa-
tion. In fact, we can just as easily write the equation backwards in time: setting
v(t,z) = u(T — t,z) and using the chain rule, we obtain

0

Ev(taz) +$’U(t,$) :Oa U(T,l‘) = f(x)v

which has a terminal condition (at ¢ = T') rather than an initial condition (at t =
0). For time-nonhomogeneous Markov processes, the latter (backward) form is the
appropriate one, so it is in some sense more fundamental. As we have assumed time-
homogeneity, however, the two forms are completely equivalent in our case.

Remark 5.2.7. The choice to present proposition 5.2.4 in this way raises a dilemma.
In principle the result is “the wrong way around”: we would like to use the expression
E(f(X:)|Fs) = u(t — s, X) to define u(t, ), and then prove that u(¢, =) must con-
sequently satisfy the PDE. This is indeed possible in many cases, see [Fri75, theorem
5.6.1]; it is a more technical exercise, however, as we would have to prove that u(t, x)
is sufficiently smooth rather than postulating it. More generally, one could prove that
this PDE almost always makes sense, in a suitable weak sense, even when u(t, ) is
not sufficiently differentiable. Though this is theoretically interesting, it is not obvious
how to use such a result in applications (are there numerical methods for solving such
equations?). We will face this dilemma again when we study optimal control.

After all the remarks, the proof is a bit of an anti-climax.

Proof. Setv(r,x) = u(t — r,x), and apply Itd’s rule to Y, = v(r, X»). Then we obtain

t
v(t, Xt) = v(0, Xo) +/ [v'(r, X») + ZLv(r, Xr)] dr + local martingale.
0
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The time integral vanishes by the Kolmogorov backward equation, so v (¢, X¢) is a local mar-
tingale. Introducing a localizing sequence 7, /' 0o, we find using the martingale property

E(w(t A Tn, Xearn )| Fs) = v(s ATy Xsary)-

But as we have assumed that v is bounded, we obtain using dominated convergence for condi-
tional expectations that E( f(X:)|Fs) = E(v(t, X¢)|Fs) = v(s, Xs) = u(t — s, Xs). d

Let us now investigate the Kolmogorov forward equation, which is in essence the
dual of the backward equation. The idea is as follows. For a fixed time ¢, the random
variable X} is just an R"-valued random variable. If we are in luck, then the law of
this random variable is absolutely continuous with respect to the Lebesgue measure,
and, in particular, we can write undergraduate-style

E(f(X:)) = - F() pe(y) dy

with some probability density p;(y). More generally, we could try to find a transition
density py(x, y) that satisfies for all sufficiently nice f

E(f(Xt”]:s) = on f(y) ptfs(XSa y) dy

The existence of such densities is a nontrivial matter; in fact, there are many reason-
able models for which they do not exist. On the other hand, if they were to exist, one
can ask whether p;(y) or p;(x, y) can again be obtained as the solution of a PDE.

Let us consider, in particular, the (unconditional) density p:(y). Note that the
tower property of the conditional expectation implies that

y FW) pe(y) dy = E(f (X)) = E(E(f(X:)]|Xo)) = - Pif(y) poly) dy,

where po(y) is the probability density of X (provided it exists). This explains in
what sense the Kolmogorov forward equation is the dual of the Kolmogorov backward
equation. To prove the forward equation, however, we revert to using Itd’s rule.

Proposition 5.2.8 (Kolmogorov forward equation). Assume that, in addition to the
conditions of theorem 5.1.3, b(x) is C' and o(z) is C?. For p € C?, define

. E , > , = (0" ()07 (2)p(x)).
2 8:0
=1 k=1

Suppose that the density p;(z) exists and is C* in t, C? in x. Then

0
ot pi(z)

i.e., the density pi(x) of X must satisfy the Kolmogorov forward equation.

n

Z

= L pi(x), t € 0,77,

Remark 5.2.9. The Kolmogorov forward equation is sometimes referred to as the
Fokker-Planck equation, particularly in the natural sciences.
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Proof. Fix an f € CZ (in C? and with compact support). By Ito’s rule, we obtain
f(Xe) = f(Xo) + / Z f(Xs) ds + martingale

(the last term is a martingale as f, and hence its derivatives, have compact support, and thus the
integrand is bounded). Taking the expectation and using Fubini’s theorem, we obtain

B(F(X0) = B0 + | CE(LF(X.)) ds

Substituting the definition of p¢(y), integrating by parts, and using Fubini’s theorem again,

- f(y)pt(y)dy:/Rn f(y)po(y)der/Rn f(y)/otf/*ps(y)dsdy-

Now note that this expression holds for any f € CZ, so we can conclude that

a(y) = pe(y / L ps(y)ds =

for all y, except possibly on some subset with measure zero with respect to the Lebesgue mea-
sure. To see this, let « € C§° be a nonnegative function such that x(y) = 1 for for ||y|| < K.
As [ a(y)f(y)dy = 0 for any f € CF, we find in particular that

a(y)|? dy < () o 2 00— 0
/llyngKl W) y*/n W)la(y)]” dy

by setting f(y) = x(y)a(y). But then evidently the set {y : ||y| < K, a(y) # 0} has
measure zero, and as this is the case for any K the claim is established. But a(y) must then be
zero everywhere, as it is a continuous in y (this follows by dominated convergence, as . *p:(y)
is continuous in (¢, y), and hence locally bounded). It remains to take the time derivative. [

Remark 5.2.10. As stated, these theorems are not too useful; the backward equa-
tion requires us to show the existence of a sufficiently smooth solution to the back-
ward PDE, while for the forward equation we somehow need to establish that the
density of X, exists and is sufficiently smooth. As a rule of thumb, the backward
equation is very well behaved, and will often have a solution provided only that f
is sufficiently smooth; the forward equation is much less well behaved and requires
stronger conditions on the coefficients b and . This is why the backward equa-
tion is often more useful as a mathematical tool. Of course, this is only a rule of
thumb; a good source for actual results is the book by Friedman [Fri75]. A typical
condition for the existence of a smooth density is the uniform ellipticity requirement
Sk 0o (@)a (x)v) > e||v]|? for all z,v € R™ and some £ > 0.

5.3 The Wong-Zakai theorem

Even though we have defined stochastic differential equations, and proved the exis-
tence and uniqueness of solution, it is not entirely obvious that these mathematical
objects really behave like ordinary differential equations. In particular, we would like
to think of stochastic differential equations as ordinary differential equations driven
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by white noise; but does this actually make sense? The resolution of this problem is
important if we want to use SDE to model noise-driven physical systems.

To study this problem, let us start with ordinary differential equations that are
driven by rapidly fluctuating—but not white—noise. In particular, define X;* to be
the solution of the ordinary differential equation

GXp=bXD) +o(XP) G, X§ =X

where b and o are Lipschitz continuous as usual, X is a random variable independent
of £/, and &' is some “nice” m-dimensional random process which “approximates”
white noise. What does this mean? By “nice”, we mean that it is sufficiently smooth
that the above equation has a unique solution in the usual ODE sense; to be precise, we
will assume that every sample path of £} is piecewise continuous. By “approximates
white noise”, we mean that there is an m-dimensional Wiener process W such that

t
sup |[|[Wy — W/ =250 as., W = / &l ds.
te[0,T] 0

In other words, the time integral of {}* approximates (uniformly) the Wiener process
W, which conforms to our intuition of white noise as the derivative of a Wiener
process. You can now think of the processes X" as being physically realistic models;
on the other hand, these models are almost certainly not Markov, for example. The
question is whether when n is very large, X" is well approximated by the solution of
a suitable SDE. That SDE is then the corresponding idealized model, which, formally,
corresponds to replacing £;* by white noise.
Can we implement these ideas? Let us first consider the simplest case.

Proposition 5.3.1. Suppose that o(x) = o does not depend on x, and consider the
SDE dX = b(Xy) dt + o dWi. Then sup,eo 1y [| X{* — Xitl| — O a.s.

Proof. Note that in this case, we can write
XP o X, = /Ot(b(XQ) —B(X.))ds + 0 (W — W),
Hence we obtain using the triangle inequality and the Lipschitz property
[ X3 — Xl < K/t XS = Xsllds + [lof| sup [[We" — Well.
0 t€[0,T]

Thus, by Grownwall’s lemma, we can write

sup || X7 — Xo|| < 5T lo|| sup WD — W] 2250 as.
te[0,T] sel0,T
Thus the proof is complete. O

Apparently the processes X;* limit to the solution of an SDE, which is precisely
the equation that we naively expect, when o is constant. When o (z) does depend on
x, however, we are in for a surprise. For sake of demonstration we will develop this
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case only in the very simplest setting, following in the footsteps of Wong and Zakai
[WZ65]. This is sufficient to see what is going on and avoids excesssive pain and
suffering; a more general result is quoted at the end of the section.

Let us make the following assumptions (even simpler than those in [WZ65]).

1. X7 and £ are scalar processes (we work in one dimension);
2. b and o are Lipschitz continuous and bounded;

3. 0is C' and o(z) do(x)/dz is Lipschitz continuous; and

4. o(x) > p forall x and some 5 > 0.

The claim is that the solutions of the ODEs

d n n n n n
%Xt :b(Xt)+U(Xt)§ta Xy = Xo,

converge, as n — 00, to the solution of the following SDE:

1 d
dX, = b(Xt)+§a(Xt)—U(Xt) dt + o(X,) dW.

dz
By our assumptions, the latter equation still has Lipschitz coefficients and thus has
a unique solution. The question is, of course, why the additional term in the time
integral (the /10 correction term) has suddenly appeared out of nowhere.

Remark 5.3.2. Let us give a heuristic argument for why we expect the Itd correction
to be there. Let f : R — R be a diffeomorphism (a smooth bijection with smooth
inverse). Then setting Y;* = f(X}*) and using the chain rule gives another ODE
d d dj
i f

Sy = ST (T ) o () €

The only thing that has happened here is a (smooth) change of variables. If our limit
as n — oo is consistent, then it should commute with such a change of variables,
i.e., it should not matter whether we first perform a change of variables and then take
the white noise limit, or whether we first take the white noise limit and then make
a change of variables (after all, we have not changed anything about our system, we
have only reparametrized it!). Let us verify that this is indeed the case.

We presume that the limit as n — oo works the way we claim it does. Then to
obtain the limiting SDE for Y;”, we need to calculate the corresponding It6 correction
term. This is a slightly gory computation, but some calculus gives

. 1, . df . do , . 1 _ [
Itocorr:y(f 1(:c))E(f 1(@))@0“ 1(af))4r5(0(f () @(f ().

In particular, we expect that ;" limits to the solution Y; of the SDE

a¥y = (7 ) b ) e+ (57 ) (7 (V) Y +
o 2
ot O L ) 2 (7 v + (o ) S e



5.3. The Wong-Zakai theorem 128

But this is precisely the same expression as we would obtain by applying It6’s rule
to Y; = f(X:)! Hence we do indeed find that our limit is invariant under change of
variables, precisely as it should be. On the other hand, if we were to neglect to add the
1t6 correction term, then you can easily verify that this would no longer be the case.
In some sense, the Itd correction term “corrects” for the fact that integrals

t t
/deS and /---ggds
0 0

do not obey the same calculus rules. The additional term in the Itd rule as compared
to the ordinary chain rule is magically cancelled by the Itd correction term, thus pre-
venting us from ending up with an unsettling paradox.

That the Itd correction term should cancel the additional term in the It6 rule does
not only guide our intuition; this idea is implicitly present in the proof. Notice what
happens below when we calculate ®(X;) and ®(X]*)!

Theorem 5.3.3 (Wong-Zakai). sup, (o 1 | X[ —X¢| — 0a.s. (assuming 14 above).

Proof. Consider the function ®(z) = ["(c(y))™'dy, which is well defined and C? by the
assumption that o is C* and o'(y) > 8 > 0. Then we obtain

d _ bXY)

o o(XY) = o (X7)

b(X+)
o(Xt)

+€7§L7 d(P(Xt) = dt—i—th,

using the chain rule and the Itd rule, respectively. In particular, can estimate

bXS) _ b(X)

o(Xy)  o(Xs)

(X)) — ()] g/o

ds+ sup |W{" — Wyl
t€(0,T]

But note that we can write, using the boundedness of o,

=1 1
—dy|> = |z — 2|,
[ ez e+

while using that b is Lipschitz and bounded and that o is Lipschitz and bounded from below,

b(x) _ b(2)

o(x) o(z)

Hence we obtain the estimate

|®(z) — @(2)| =

b@) = b ] e e
ST @l T e@e@) 0¥ To@ls Cele —l.

t
| X7 — Xl SClCz/ | X& — Xs|ds+ Cr sup |[W{" — Wy
0 te[0,T]

Applying Gronwall’s lemma and taking the limit as n — oo completes the proof. O

The result that we have just proved is too restrictive to be of much practical use;
however, the lesson learned is an important one. Similar results can be obtained in
higher dimensions, with multiple driving noises, unbounded coefficients, etc., at the
expense of a large number of gory calculations. To provide a result that is sufficiently
general to be of practical interest, let us quote the following theorem from [IW89,
theorem VI1.7.2] (modulo some natural, but technical, conditions).
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Theorem 5.3.4. Let &' be a sequence of approximations to m-dimensional white
noise, which are assumed to satisfy a set of conditions [IW89, definition VI.7.1] of a
technical nature. Let b : R — R™ and o : R® — R™"*™ be C' and C?, respectively,
and assume that all their derivatives are bounded. Finally, assume that the initial
condition Xo € R" is non-random. Denote by X' the solutions of

d n n n n n
EXt = b(Xt ) + U(Xt )& Xy = Xo,

and by X, the solution of dX; = B(Xt) dt + o(X:) dW; with the Ito-corrected drift

= ; 1 o = 9o (x)
7 10 - jk
bi(z) = b (z) + 222 5o (@).
j=1k=1
Then E |sup,e(o 71 | X7 — Xtﬂ 222 0forany T < oo
You have all the tools you need to prove this theorem, provided you have a reliable

supply of scratch paper and a pen which is not about to run out of ink. A brief glance
at the proof in [[W89] will convince you why it is omitted here.

Remark 5.3.5 (Fisk-Stratonovich integrals). As mentioned previously, the reason
for the It6 correction term is essentially that the Itd integral does not obey the ordinary
chain rule. This is by no means a conceptual problem; you should simply see the
definition of the It0 integral as a mathematical construction, while the theorems in this
section justify the modelling of physical phenomena within this framework (and tell
us how this should be done properly). However, we have an alternative choice at our
disposal: we can choose a different definition for the stochastic integral which does
obey the chain rule, as was done by Fisk and Stratonovich. When expressed in terms
of the Fisk-Stratonovich (FS-)integral, it is precisely the It6 correction which vanishes
and we are left with an SDE which looks identical to the ODEs we started with.

There are many problems with the FS-integral, however. First of all, the inte-
gral is not a martingale, and its expectation consequently rarely vanishes. This means
that this integral is extremely inconvenient in computations that involve expectations.
Second, the FS-integral is much less general than the Itd integral, in the sense that
the class of stochastic processes which are integrable is significantly smaller than the
Itd integrable processes. In fact, the most mathematically sound way to define the
FS-integral is as the sum of an It6 integral and a correction term (involving quadratic
variations of the integrand and the Wiener process), see [Pro04]. Hence very little is
won by using the FS-integral, except a whole bunch of completely avoidable inconve-
nience. What you win is that the ordinary chain rule holds for the FS-integral, but the
1t6 rule is just as easy to remember as the chain rule once you know what it is!

For these reasons, we will avoid discussing FS-integrals any further in this course.
That being said, however, there is one important case where FS-integrals make more
sense than It6 integrals. If we are working on a manifold rather than in R", the FS-
integral can be given an intrinsic (coordinate-free) meaning, whereas this is not true
for the Itd integral. This makes the FS-integral the tool of choice for studying stochas-
tic calculus in manifolds (see, e.g., [Bis81]). 1t6 integrals can also be defined in this
setting, but one needs some additional structure: a Riemannian connection.
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5.4 The Euler-Maruyama method

Stochastic differential equations, like their non-random counterparts, rarely admit an-
alytical solution. For this reason, it is important to have numerical methods to simulate
such equations on a computer. In the SDE case, we are seeking a numerical method
that can simulate (approximate) sample paths of the SDE with (approximately) the
correct distribution. We will discuss here the simplest of these methods, which is
nonetheless one of the most widely used in practice—the Euler-Maruyama method.

The method is in fact very close to the classical Euler method for discretization of
ODEs. Consider our usual SDE, and let us discretize the interval [0, T'] into time steps
of length T'/p; i.e., we introduce the discrete grid t;, = kT/p, k =0, ..., p. Then

tn ln
th = th71 —|—/ b(XS) ds +/ O'(Xs)dWS.

trn—1 tn—1

This expression can not be used as a numerical method, as X, depends not only on
X¢,_, but on all X, in the interval s € [t,_1,t,]. As X, has continuous sample
paths, however, it seems plausible that X, ~ X; _, for s € [t,,_1, 5], provided that
p is sufficiently large. Then we can try to approximate

tn tn
th ~ —th,1 +/ b(thfl) dS +/ O'(thfl) dWS’

tn—1 th—1

or, equivalently,
Xi, = Xy, +0(X, ) (tn = tnor) +0(Xe, ) (We, = W, ).

This simple recursion is easily implemented on a computer, where we can obtain a
suitable sequence W, — W, _, by generating i.i.d. m-dimensional Gaussian random
variables with mean zero and covariance (T'/p)I using a (pseudo-)random number
generator. The question that we wish to answer is whether this algorithm really does
approximate the solution of the full SDE when p is sufficiently large.

The remainder of this section is devoted to proving convergence of the Euler-
Mayurama method. Before we proceed to the proof of that result, we need a simple
estimate on the increments of the solution of an SDE.

Lemma 5.4.1. Under the assumptions of theorem 5.1.3, we can estimate
X, = Xop < LVi—s, 0<s<t<T,
where the constant L depends only on T, X, b and o.

Proof. The arguments are similar to those used in the proof of theorem 5.1.3. Write

/Stb(XT)dr 2)+2E<‘ 2),

where we have used the identity (a + b)? < 2(a® + b). But
2 t t
< (t=s) [ BOX)P) ar <207 [ B+ X)) dr

E (' /: b(X,)dr

E(|| X: — Xs||*) < 2E <‘ /:J(Xr)dWr
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using the linear growth condition and the same identity for (a 4+ b)?. Similarly,

o

using the Itd isometry. But it was established in the proof of theorem 5.1.5 that E(1 + || X-||?)
is bounded by a constant that only depends on X, 7" and C. Hence the result follows. O

/S Lo (X)W,

)— / E(lo(X.)[?) dr < 2C / E(L+ | X.[?) dr,

We will also need a discrete version of Gronwall’s lemma.

Lemma 5.4.2 (Discrete Gronwall). Let A, B > 0 and let v, > 0,n=0,...,N. If

ozngA—}—BZak,l, n=20,...,N,
k=1

then it must be the case that o, < AeB™ forall0 <n < N.

Proof. Suppose that we have established that c, < AeP* forall 0 < k < n — 1. Then

Bn_l

€ : S 146B7L7

eB —

an <A+ABY "V = A+ AB
k=1

where we have used e® >1+B.Butag < A= AeB 0 5o the result follows by induction. [

Let us now complete the proof of convergence of the Euler-Maruyama scheme as
p — o0. The approximate solution is defined recursively as

X/tn = }/%nfl + b()/tnfl) (tn - tn_l) + O—()/tnfl) (th - Wt7171)7
and we wish to prove that Y;  is close to X, in a suitable sense.

Theorem 5.4.3 (Order 0.5 convergence of the Euler-Maruyama method). Assume,
in addition to the assumptions of theorem 5.1.3, that Yy is chosen in such a way that
| X0 — Yoll2p < C1p~Y/2 for some constant Cy < co. Then

max || X, — Y, [lap < Cop™ /2,
0<n<p

where Cy < 00 is a constant that depends only on T, Xy, C1, band o.

Proof. Define the process Y; =Y;, , fort € [ti—1,tx[. Then
tn tn
X, — Y, = Xo— Yo +/ (b(X,) — b(Y:)) ds +/ (0(Xs) — o(Ys)) dWs.
0 0

Hence we obtain, using the triangle inequality and (a + b + ¢)? < 3(a® + b + ¢?),

1Xe, = Yo, |I* < 31 X0 — Yo|*+
2 2

i

JRCESEA

+3]

| e oy aw.
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Taking the expectation and proceeding as in the proof of theorem 5.1.3, we can estimate

E(||Xe, — Yo, |I*) < 3E(|[ X0 — Yol*)+
tn

tn
3t [ E(BG) b)) ds +3 [T E(lo(X) - oY) ds
0 0
Now use the Lipschitz continuity of b and o this gives
tn
E(| X, = Yo, |*) < 3E([| Xo - Yol*) + 3K*(T + 1)/ E(|Xs = Ys|*) ds.
0

At this point we need to estimate B(|| Xs — Ys||?). Suppose that s € [tx_1, t4[; then
[Xs = Ysllap = [[Xs = Yeop s ll2p < [ Xs = Xy ll2p + ([ Xep o = Yer s [l2e-
Using the lemma 5.4.1 and s — tx—1 < T'/p, we obtain

202T
E(|Xs - Ya|*) < e +2E([| Xty — Yo, 7).

Thus we can now write, using the definition of C',

302 + 6K2LATX(T +1) | 6K>*T(T +1) &
j D), ST D S B Xy~ Yo I

E(|| Xe, — Y2, |1%) <
(I1Xe, = Ye, I*) 5 ;

k=1

If we set J, = maxo<i<n B(|| Xz, — Y3,]|?), then we can evidently write

Cs  O4T &
Jo< =242 Zkah
p p k=1

where we have replaced some of the unsightly expressions by friendly-looking symbols. But
we can now apply the discrete Gronwall lemma 5.4.2 to obtain J, < (C3/p)exp(CsTn/p).
Hence the result follows if we define C2 = 1/C5 exp(C4T/2). O

5.5 Stochastic stability

In non-random nonlinear systems and control theory, the notions of Lyapunov stability
and Lyapunov functions play an important role (see, e.g., [Kha02]). Let us briefly
recall the most basic concepts in this theory. The starting point is an ODE of the form
O _yx@), X0 ern,
dt
where b(x) vanishes at some point z* € R"™. The point z* is called an equilibrium of
the ODE, because if we start at X (0) = «*, then X (¢) = «™* for all ¢ (note that there
may be multiple equilibria). The question is, if we start close to =* rather than on z*,
whether we will always remain close, or, better even, whether we will converge to x*
as t — oo. It is this type of question that is addressed by the Lyapunov theory.
The formal definitions are as follows. The equilibrium position x* is said to be

e stable if for any € > 0, there is a§ > O such that | X (¢) —2*|| < e forall¢t > 0
whenever || X (0) — z*|| < &
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o asymptotically stable if it is stable and there is a x > 0 such that X (¢) — z*
as t — oo whenever || X (0) — 2*|| < x; and

o globally stable if it is stable and X (¢t) — z* as t — oo for any X (0) € R"™.

In other words, the equilibrium x* is stable if we are guaranteed to remain close to
x* forever provided that we start sufficiently close, is asymptotically stable if we are
additionally guaranteed to converge to x* if we start sufficiently close, and is globally
stable if we always converge to =* no matter where we started.

Can we study such problems in the stochastic case? There are various interesting
questions that we can ask, but they depend on the form of the SDE. For example, a
common way to add stochastic perturbations to an ODE is through additive noise:

dXt = b(Xt) dt+€th, XO :X(O)

Even if b(2*) = 0, the process X; will not remain at 2* even if we start there: the
noise will kick us away from the deterministic equilibrium. However, one of the
justifications for studying deterministic stability is that an asymptotically stable equi-
librium point should be robust against perturbations. Thus we expect that if we add a
small perturbing noise—i.e., ¢ < 1—then, even though we will not remain at z*, we
will be very likely to find ourselves close to z* at any time in the future.?> There is a
simple type of result that can help quantify this idea. [Note that we have only chosen
o(x) = e for sake of demonstration; the following result holds for arbitrary o (x).]

Proposition 5.5.1. Assume that the conditions of theorem 5.1.3 hold, and define &
as in proposition 5.2.4. Suppose that there exists a function V : R™ — [0, co[ which
is C? and satisfies £V (z) < —aV(z) + 8 for all v € R™ and some «, 3 > 0. Then

E(V(X)) < “BV(Xo) + 2, vizo

provided that E(V (X)) < oo.

Remark 5.5.2. Suppose, for example, that we choose the function V' (z) such that
V(z) > ||x — x*||P for some p > 0. Then V(z) is a measure of the distance to the
equilibrium point, and this result bounds the expected distance from the equilibrium
point uniformly in time. In particular, using Chebyshev’s inequality, you can obtain a
bound on the probability of being far from equilibrium at any fixed time.

Proof. Using It0’s rule, we obtain immediately

t
V(X:)e™ =V (Xo) + / e (ZLV(Xs) + aV (X)) ds + local martingale.
0

Let 7, /" oo be a localizing sequence. Then we have

E(V(Xwn)eat“n):E(V(XO)HEUO " S (LV(X,) + aV (X)) ds| .

2 For the particular case of small noise, there is a powerful theory to study the asymptotic properties of
SDEs as € — 0: the Freidlin-Wentzell theory of large deviations [FW98]. Unfortunately, we will not have
the time to explore this interesting subject. The theorems in this section are fundamentally different; they
are not asymptotic in nature, and work for any SDE (provided a suitable function V' can be found!).
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Now use £V (z) + aV(x) < f to obtain
t
B(V(X,) ") S E(V(X0) + 6 [ e ds,
0

where we have used Fatou’s lemma and monotone convergence to take the limit as n — oo on
the left- and right-hand sides, respectively. The conclusion of the result is straightforward. [

A very different situation is one where for the SDE with non-random X
dXt = b(Xt) dt+U(Xt)th, XO =,

both b(x) and o(x) vanish simultaneously at z = z*. Then X; = z* forall ¢ > 0 is
certainly a solution of the SDE, so z* is a true equilibrium point of the system. One
can now develop a true counterpart of the Lyapunov theory for this case. However,
expecting that if we start close enough to z*, we will (for example) converge to x*
with probability one, is often too much to ask: even though the noise vanishes at
x*, the noise is non-negligible outside z* and might well kick us far away from z*
with some very small probability. It is more fruitful to ask whether we can make X
converge to * with probability close to one, if we start with X sufficiently close to
x*. These considerations motivate the following definitions. The equilibrium x* is

e stable if for any € > 0 and o €]0, 1], there exists a § > 0 such that we have
P(sup;>q | Xt — 2*|| < &) > o whenever || Xo — z*| < 0;

o asymptotically stable if it is stable and for every a € |0, 1], there existsa x > 0
such that P(X;, — z* ast — c0) > a whenever || Xy — 2*|| < &; and

o globally stable if it is stable and X; — x* a.s. as ¢ — oo for any Xj.

Remark 5.5.3. It is important to understand the distinction between a statement such
as P(sup,~q [| Xt — 2*|| > ) < 1 — a, compared to the much weaker statement
sup;»o P(][X; — 2*|| > €) < 1 — a which can be obtained from proposition 5.5.1
using Chebyshev’s inequality. The former expresses the fact that the probability that
our sample paths will ever venture farther away from x* than a distance ¢ is very
small. The latter, however, expresses the fact that at any fixed time ¢, the fraction of
the sample paths that are farther away from x* than a distance ¢ is small. In the latter
case, it is quite likely that every sample path ventures very far away from x* at some
point in time; they just do not all do so at the same time.

Let us find some simple conditions for the stability of x*. We always work under
the assumptions of theorem 5.1.3 and with the non-random initial condition X.

Proposition 5.5.4. Suppose that there exists a function V : R™ — [0, oo| which is C?
and satisfies V(z*) = 0, V(z) > 0 if x # z*, and LV (x) < 0, for all x in some
neighborhood U of x*. Then x* is a stable equilibrium for X;.

Proof. We wish to prove that we can make P(sup,~ || X; — z*|| > ¢) arbitrarily small if we
choose X sufficiently close to ™. Note that it suffices to prove this for sufficiently small «;
after all, if the statement holds for any ¢ < €*, then for e > ¢* we can use the trivial inequality
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P(sup,sq | Xt — 2*|| > &) < P(sup,sg || Xt — a*|| > €*) to conclude the result. Note that it

also suffices to assume that Xo € U, as this is always the case for X sufficiently close to z*.

Moreover, we can assume that U has compact closure U, and that V' (z) > 0 for z € U\{z*};

otherwise we can always find an U’ C U for which this is the case, and proceed with that.
Define 7 = inf{t : X; ¢ U}. Using Itd’s rule, we obtain

tAT
V(Xinr) =V (Xo) + / £V (Xs) ds + martingale
0

(the stochastic integral stopped at 7 is a martingale, as the integrand is bounded for X € U).
But as £V (x) < 0 for x € U, the time integral is nonincreasing with ¢. Hence V(X¢a-) is a
supermartingale, and we get using the supermartingale inequality

P {supV(Xt/\T) > a} < V(Xo),

t>0 «@

We now claim that for every £ > 0, there exists an « > 0 such that ||x — z*|| >  implies
V(z) > a (for x € U); indeed, just choose « to be the minimum of V' (z) over the compact
set {x € U : ||z — x*|| > &} (which is nonempty for sufficiently small £), and this minimum is
strictly positive by our assumptions on V. Hence for any € > 0, there is an o > 0 such that

P [sup [ Xenr — ™| > E} < V(XO)7
>0

(%

and term on the right can be made arbitrarily small by choosing X sufficiently close to x*.
Finally, it remains to note that sup, [| X — || > ¢ implies sup, | Xiar — 2*|| > €ife
is sufficiently small that ||z — 2™ || < ¢ implies that z € U. |

With almost the same condition, we obtain asymptotic stability.

Proposition 5.5.5. Suppose that there exists a function V : R™ — [0, oo| which is C*?
and satisfies V(x*) =0, V(z) > 0ifz # *, and LV (z) < 0if x # z*, forall x in
some neighborhood U of x*. Then x* is asymptotically stable.

Proof. The current proof is a continuation of the previous proof. Note that
tAT
E [/ (—Q%V)(Xs)ds} — V(Xo) — E(V(Xinr)) < V(Xo) < 0.
0
But the term on the left is nonnegative and nondecreasing by our assumptions, so we obtain
E [/ (=ZV)(Xs) ds} <V(Xo) < 00

0
by monotone convergence. In particular, we find that

/ (-2V)(Xs)ds < oo as.

0

If 7 = oo for some sample path w, then we conclude that at least lim inf s .o (—ZV)(Xs) = 0
for that sample path (except possibly in a set of measure zero). But by our assumption that
ZLV(z) < 0for z # z*, an entirely parallell argument to the one used in the previous proof
establishes that 7 = oo implies lim inf, .o || Xs —2*|| = 0 and even lim infs . V(Xs) = 0.
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On the other hand, as V(X¢n-) is a nonnegative supermartingale, the martingale conver-
gence theorem holds and we find that V' (X¢a-) — Y a.s. as t — oo for some random variable
Y. But then we conclude that for those sample paths (modulo a null set) where 7 = oo, it must
be the case that Y = 0. In other words, we have established that almost every sample path that
stays in U forever must converge to ™. It remains to note that by the fact that =™ is also stable
(which follows by the previous result), we can make the probability that X; stays in U forever
arbitrarily large by starting sufficiently close to z*. Hence asymptotic stability follows. O

Finally, let us obtain a condition for global stability. The strategy should look a
little predictable by now, and indeed there is nothing new here; we only need to assume
that our function V is radially unbounded to be able to conclude that V(X;) — 0
implies X; — z* (as we are no longer working in a bounded neighborhood).

Proposition 5.5.6. Suppose there exists V : R™ — [0, 00| which is C? and satisfies
V(z*) =0, V(z) > 0and LV (x) < 0forany x € R™ such that © # x*. Moreover,
suppose V(x) — oo and | -LV (z)| — oo as ||z|| — oo. Then x* is globally stable.

Proof. Using Itd’s rule we obtain, by choosing a suitable localizing sequence 7,, / 0o,
E Uown(—fv)(Xs)ds} = V(Xo) — E(V(Xinr,)) < V(Xo) < 00,
Using monotone convergence, we can send ¢ — oo and n — oo to conclude that
/m(—fv)(Xs) ds < oo as.
0

But using the fact that | £V (z)| — oo as ||z|| — oo, we find that lim inf, .o V(X,) = 0
a.s. On the other hand, by Itd’s rule, we find that V' (X¢) is the sum of a nonincreasing process
and a nonnegative local martingale. But then V' (X¢) is a nonnegative supermartingle, and the
martingale convergence theorem applies. Thus V' (X;) — 0 a.s. It remains to note that we can
conclude that X; — z* a.s. using the fact that V (z) — oo as ||z|| — oo. |

Example 5.5.7. Consider the controlled linear stochastic differential equation

k
dX; = AX;dt + Buydt + »  C'X,dW}, X, € R",
i=1
where A is an n x n matrix, B is an n x k matrix, C* are n x n matrices (i = 1,...,m),

uy is a k-dimensional control input and W, is an m-dimensional Wiener process. We
would like to find a linear feedback control strategy uy = DX, (D is a k X n matrix)
such that the equilibrium point z = 0 is globally stable.

Let us try a Lyapunov function of the form Vg (x) = «* Rz, where R is a positive
definite n x n matrix. Then Vg(z) = 0 forx = 0, Vg(x) > 0 for z # 0, and
Vr(x) — oo and ||z|| — oco. We can now calculate

k
LVr(z) =2"|R(A+ BD) + (A+ BD)*R+ > (C*)*RC" |z = —2*V[D, Rz
i=1
Evidently a sufficient condition for D to be a stabilizing controller is the existence of
a positive definite matrix R such that the matrix V[D, R] is positive definite.

Much more can be said about stochastic stability; see section 5.7 for references.
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5.6 Is there life beyond the Lipschitz condition?

The Lipschitz condition has played an important role throughout this chapter; but is
it truly necessary? The answer is no, but if we are not careful either existence or
uniqueness may fail. This is even the case for ordinary differential equations, as the
following illuminating examples (from [@ks03]) demonstrate. Consider the ODE

d
ZX(H)=3(X®)*°,  X(0)=0.

Then X (t) = (t —a)3 V 0 is a perfectly respectable solution for any a > 0. Evidently,
this equation has many solutions for the same initial condition, so uniqueness fails!
On the other hand, consider the ODE

dt

This equation is satisfied only by X (¢) = (1 —¢)~! for t < 1, but the solution blows
up at ¢t = 1. Hence a solution does not exist if we are interested, for example, in the
interval ¢ € [0, 2]. Note that neither of these examples satisfy the Lipschitz condition.

There is a crucial difference between these two examples, however. In the first
example, the Lipschitz property fails at = 0. On the other hand, in the second
example the Lipschitz property fails as x — oo, but in any compact set the Lipschitz
property still holds. Such a function is called locally Lipschitz continuous.

Definition 5.6.1. f : R™ — R™ is called locally Lipschitz continuous if for any
r < 00, thereis a K, < oosuchthat| f(z)—f(y)| < K,|lz—y] forall ||z||, |ly]| < r.

For locally Lipschitz coefficents, we have the following result.

Theorem 5.6.2. Suppose that b and o are locally Lipschitz continuous. Then the SDE

t t
Xt:Xo—i-/ b(Xs)ds+/ o(X,) dW,,
0 0

has a unique solution in the time interval [0, (], where the stopping time ( is called
the explosion time (( may be oo with positive probability).

Remark 5.6.3. A similar result holds with time-dependent coefficients; we restrict
ourselves to the time-homogeneous case for notational simplicity only.

Proof. For any r < oo, we can find functions b, (x) and o..() which are (globally) Lipschitz
and such that b(z) = b,(z) and o(z) = o, () for all ||z|| < r. For the SDE with coefficients
b, and o and the initial condition Xo(r) = Xo/)x,|<r. We can find a unique solution X;(r)
for all ¢ € [0, co[ using theorem 5.1.3 (and by trivial localization). Now denote by 7, =
Ijxy)<rinf{t : X¢(r) > r}, and note that this is a stopping time. Moreover, the process
Xinr, (r) evidently satisfies the SDE in the statement of the theorem for ¢ < ... Hence we
obtain a unique solution for our SDE in the interval [0, 7,-]. But we can do this for any r < oo,
so letting 7 — oo we obtain a unique solution in the interval [0, ([ with ¢ = lim,—oc 7. O
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The proof of this result is rather telling; in going from global Lipschitz coefficients
to local Lipschitz coefficients, we proceed as we have done so often by introducing a
localizing sequence of stopping time and constructing the solution up to every stop-
ping time. Unlike in the case of the Itd integral, however, these stopping times may
accumulate—and we end up with an explosion at the accumulation point.

All is not lost, however: there are many SDEs whose coefficients are only locally
Lipschitz, but which nonetheless do not explode! Here is one possible condition.

Proposition 5.6.4. If | Xo|l2,p < 00, b and o are locally Lipschitz continuous and
satisfy a linear growth condition, then the explosion time ( = oo a.s.

Recally that for Lipschitz coefficients, the linear growth condition follows (see the
proof of theorem 5.1.3). In the local Lipschitz setting this is not the case, however,
and we must impose it as an additional condition (evidently with desirable results!)

Proof. Proceeding as in the proof of theorem 5.1.5, we find that E(|| X¢a¢||?) < oo for all
t < co. Butthen X¢n¢ < coass.forallt < oo,s50 ¢ = coa.s. (as X¢ = oo by definition!). [

Remark 5.6.5. All of the conditions which we have discussed for the existence and
uniqueness of solutions are only sufficient, but not necessary. Even an SDE with very
strange coefficients may have a unique, non-exploding solution; but if it does not fall
under any of the standard categories, it might take some specialized work to prove
that this is indeed the case. An example of a useful SDE that is not covered by our
theorems is the Cox-Ingersoll-Ross equation for the modelling of interest rates:

dX; = (a — bXy) dt + o/| Xy dWy, Xo >0,

with a, b, > 0. Fortunately, however, many (if not most) SDEs which are encoun-
tered in applications have at least locally Lipschitz coefficients.

There is an entirely different concept of what it means to obtain a solution of
a stochastic differential equation, which we will now discuss very briefly. Let us
consider the simplest example: we wish to find a solution of the SDE

t
Xt :/ b(XS) d8+Wt,
0

where b is some bounded measurable function. Previously, we considered W; as being
a given Wiener process, and we sought to find the solution X; with respect to this
particular Wiener process. This is called a strong solution. We can, however, ask a
different question: if we do not start from a fixed Wiener process, can we construct (on
some probability space) both a Wiener process W, and a process X; simultaneously
such that the above equation holds? If we can do this, then the solution is called a weak
solution. Surprisingly, we can always find a weak solution of the above equation—
despite the fact that we have imposed almost no structure on b!

Let us perform this miracle. We start with some probability space (€2, F,P), on
which is defined a Wiener process X;. Note that X, is now the Wiener process! Next,
we perform a cunning trick. We introduce a new measure Q as follows:

% - (/Otb(Xt) dx, — %/Ot(b(Xt)P dt) :
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This is a Girsanov transformation (and Novikov’s condition is satisfied as we have
assumed that b is bounded), so we find that the process

t
W, = X, — / b(X,) ds
0

is a Wiener process under Q. But now we are done: we have constructed a process X
and a Wiener process WW; on the space (2, F, Q), so that the desired SDE is satisfied!

You might well be regarding this story with some amount of suspicion—where is
the catch? If we fix in hindsight the Wiener process which we have just constructed,
and ask for a solution with respect to that Wiener process, then can we not regard
X, as a strong solution with respect to W;? There is a subtle but very important
reason why this is not the case. When we constructed strong solutions, we found
that the solution X, was a functional of the driving noise: a strong solution X is
FV = o{W, : s < t} measurable. This is precisely what you would expect from
the point of view of causality: the noise drives a physical system, and thus the state of
the physical system is a functional of the realization of the noise. On the other hand,
if you look carefully at the construction of our weak solution, you will find precisely
the opposite conclusion: that the noise W; is ftX = o{X; : s < t} measurable.
Evidently, for a weak solution the noise is a functional of the solution of the SDE.
Thus it appears that causality is reversed in the weak solution case.

For this reason, you might want to think twice before using weak solutions in
modelling applications; the concept of a weak solution is much more probabilistic in
nature, while stong solutions are much closer to the classical notion of a differential
equation (as our existence and uniqueness proofs, the Wong-Zakai theorem, and the
Euler-Maruyama method abundantly demonstrate). Nonetheless weak solutions are
an extremely valuable technical tool, both for mathematical purposes and in appli-
cations where the existence of solutions in a strong sense may be too restrictive or
difficult to verify. Of course, many weak solutions are also strong solutions, so the
dilemma only appears if it turns out that a strong solution does not exist.

5.7 Further reading

The recommended texts on stochastic differential equations are, once again, the usual
suspects: @ksendal [(Jks03] and Arnold [Arn74] for an accessible introduction, and
the books by Rogers and Williams [RWO0O0b], Karatzas and Shreve [KS91], Friedman
[Fri75], Liptser and Shiryaev [LSO1a], or Protter [Pro04] for the Real Thing. Our
treatment of existence and uniqueness is inspired by the treatment in Gikhman and
Skorokhod [GS96] and to a lesser extent by Ikeda and Watanabe [TW89].

For the general theory of Markov processes, you might want to look in Rogers
and Williams [RWO00a, chapter III] for a friendly introduction. The classic reference
remains Dynkin [Dyn06], and a modern tome is the book by Ethier and Kurtz [EK86].
Friedman [Fri75] is an excellent source on the relation between SDEs and PDEs.

The Wong-Zakai theorem has its origins in Wong and Zakai [WZ65] and was
subsequently investigated by various authors (notably the support theorem of Stroock
and Varadhan [SV72]). A nice review article is the one by Twardowska [Twa96].
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The ultimate bible on numerical methods for stochastic differential equations is
the book by Kloeden and Platen [KP92]; there you will find almost any variant of
numerical approximation for SDE known to man, at least at the time of publication
of that work. Needless to say you can do better than the Euler-Maruyama method
(but nonetheless, that simple method is often not too bad!) Our treatment was loosely
inspired by lecture notes of Stig Larsson [Lar05]. An intriguing and entirely different
way to simulate sample paths of an SDE was recently proposed by Beskos and Roberts
[BROS]; they see the solution of an SDE as a path-valued random variable, and use
Monte Carlo sampling techniques to sample from its distribution. This is much closer
to the weak solution concept than to strong solutions.

Excellent sources for stochastic stability theory are the textbooks by Has’minskii
[Has80] and by Kushner [Kus67]. An article by Kushner [Kus72] develops a coun-
terpart of the LaSalle invariance principle in the stochastic setting. The theory of
stochastic stability has its origins, in discrete time, in the work of Bucy, see [BJ87],
and see also [Kus71] for more discrete time stability theory. Some recent work (also
in connection with control) can be found in Deng, Krsti¢ and Williams [DKWO1].

Beside the Wentzell-Freidlin large deviations theory [FW98], an omission from
this chapter is a study of the dependence of the solution of an SDE on the initial con-
dition. In particular, it is well known that non-random ODEs generate much more than
an individual solution for each initial condition: they generate a flow, i.e., an entire
diffeomorphism of the state space which corresponds to the solution with a particu-
lar initial condition at every point. A parallel theory exists for stochastic differential
equations, as is detailed, e.g., in the book by Kunita [Kun90]. The most accessible
place to start reading are Kunita’s lecture notes [Kun84].



CHAPTER

Optimal Control

Stochastic optimal control is a highly technical subject, much of which centers around
mathematical issues of existence and regularity and is not directly relevant from an
engineering perspective. Nonetheless the theory has a large number of applications,
many (but not all) of which revolve around the important linear case. In this course
we will avoid almost all of the technicalities by focusing on the so-called “verification
theorems”, which we will encounter shortly, instead of on the more mathematical
aspects of the theory. Hopefully this will make the theory both accessible and useful;
in any case, it should give you enough ideas to get started.

6.1 Stochastic control problems and dynamic programming

Controlled stochastic differential equations

As usual, we work on (Q, F, {F,},P) with an m-dimensional F;-Wiener process
W;. The basic object of interest in stochastic control theory is a stochastic differential
equation with a control input: i.e., the state of the controlled system is described by

dX} = b(t, X' ug) dt + o(t, X' ug) dWy, Xo =z,

where the superscript “ denotes that we are considering the system state with the
control strategy w in operation. Here b and ¢ are functions b : [0, co[ x R” x U — R"
and o : [0, 00 x R™ x U — R™*™, where U is the control set (the set of values that
the control input can take). Often we will choose U = R, but this is not necessary.

Definition 6.1.1. The control strategy « = {u;} is called an admissible strategy if

1. wuy is an Fz-adapted stochastic process; and

141
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2. w(w) € U for every (w, t); and
3. the equation for X}* has a unique solution.

Remark 6.1.2. We will always consider the Wiener process W; to be fixed, and re-
quire that X;* has a strong solution for admissible u. In a more general theory, it is
often not clear whether strong solutions exist (e.g., for bang-bang controls), and such
a definition may be too restrictive; it is not uncommon to require admissible « only to
define a weak solution. (See chapter 5 for comments on weak vs. strong solutions).

There is a special type of control strategy that will be particularly important.

Definition 6.1.3. An admissible strategy w is called a Markov strategy if it is of the
form u; = a(t, X}*) for some function « : [0, 0o X R — U.

The reason for this terminology is clear: for a Markov strategy, the system state
X} is a Markov process (this is not true in general, where the control u, may depend
on the entire past history—it is only required to be F;-measurable!) Such strategies
are important for two reasons: first, a Markov strategy is much easier to implement in
practice than an arbitrary control functional; and second, we will find that the methods
developed in this chapter automatically give rise to Markov strategies.

The goal of a control engineer is to design an admissible control strategy u to
achieve a particular purpose. The design process, methods and machinery will obvi-
ously depend heavily on how we formulate the control goal. We already encountered
one type of control goal in example 5.5.7: the goal was to find a controller u; which
would make an equilibrium point of the controlled SDE globally stable. The control
goals which we will consider in this chapter and in the following chapters are of a
rather different type; we are concerned here with optimal control. To this end, we will
introduce a suitable cost functional that attaches to each admissible control strategy «
a cost J[u; the idea is to penalize undesirable behavior by giving it a large cost, while
desirable behavior is encouraged by attaching to it a low cost. The goal is then to find,
if possible, an optimal strategy u* which minimizes this cost functional.

In this chapter we will investigate three common types of cost functionals:

1. For optimal control on the finite time horizon [0, T, we introduce

Ju] =E

T
/ w(s, X2 us)ds + z(XQ“ﬂ)] ,
0

where w : [0,7] x R™ x U — R (the running cost) and z : R™ — R (the
terminal cost) are measurable functions and T' < oo is the ferminal time.

2. On an indefinite time horizon, we set

Ju] =E

/ w(XY, ug)ds + z(Xfu)l ,
0

where w : S x U — R and z : 95 — R are measurable functions and the
stopping time 7" is the first exit time of X;* from .S C R" (with boundary 05).
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3. On an infinite time horizon, we use either the discounted cost criterion

=2 | [ utxt ).

or we can use a time-average cost criterion of the form

T—o0

T
J[u] =limsup E li/ w( XY, ug) ds] )
T Jo

where w : R™ x U — R is measurable.

The various types of cost functionals are not so dissimilar; once we figure out how to
solve one of them, we can develop the other ones without too much trouble.

Remark 6.1.4. These are the most common types of cost functionals found in ap-
plications; we have seen some examples in the Introduction, and we will encounter
more examples throughout this chapter. Others control costs have been considered as
well, however (particularly the risk-sensitive cost criteria); see, e.g., [Bor05] for an
overview of the various cost structures considered in the literature.

To motivate the development in the following sections, let us perform an illumi-
nating but heuristic calculation; in particular, we will introduce nontrivial assumptions
left and right and throw caution to the wind for the time being. What we will gain from
this is a good intuition on the structure of the problem, armed with which we can pro-
ceed to obtain some genuinely useful results in the following sections.

The dynamic programming principle

In the remainder of this section, we will concentrate on the finite time horizon case,
and we simplify life by restricting attention to Markov controls only. Fix the control
problem (choose b, o, w, z, T), and note that for any admissible Markov strategy u

E

T
/ w(s, X us)ds + z(X7) ft] =
t

T
E / w(s, X us)ds + z(X7)| X = JHXY),
t

for ¢t € [0,T], where we have used the Markov property of X}* (as u is a Markov
strategy). The measurable function J}*(x) is called the cost-to-go of the strategy u.
You can interpret J;*(x) as the portion of the total cost of the strategy u incurred in
the time interval [¢, T'], given that the control strategy in operation on the time interval
[0,¢] has left us in the state X;* = z. In particular, J{'(x) is the total cost of the
strategy u if we start our system in the non-random state X = x.

Remark 6.1.5. As we have defined a Markov process as a process X, that satisfies
E(f(X:)|Fs) = E(f(X,)|X,) for bounded measurable f, the equality above may not
be entirely obvious. The expression does follow from the following fundamental fact.
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Lemma 6.1.6. If X, is an Fi-Markov process, then E(F|F,) = E(F|X) for any
o{X; : t € [s, 0o[}-measurable random variable F.

Proof. First, note that for ¢ > r > s and bounded measurable f, g, E(f(X:)g(X,)|Fs) =
B(E(f(X)|Fr)g(Xr)IFs) = BE(f(X)|X)g(Xr)|Fs) = EE(f(Xe)]Xr)g(Xr)|Xs),
using the Markov property and the fact that E( f(X:)|X)g(X~) is a bounded measurable func-
tion of X-. By induction, E(f1(X¢, ) - - fu(Xe, )| Fs) = B(f1(Xe,) - - - fn(Xe,, )| Xs) for any
n < co, bounded measurable fi,..., fn, and times t1,...,t, > s.

Next, using the classical Stone-Weierstrass theorem, we find that any continuous func-
tion of n variables with compact support can be approximated uniformly by linear combina-
tions of functions of the form f1(z1) -+ fn(xn), where f; are continuous functions with com-
pact support. Hence using dominated convergence, we find that E(f(X,,..., X, )|Fs) =
E(f(Xt,,..., X+, )|Xs) for any continuous f with compact support.

Finally, successive approximation establishes the claim for every o{X: : ¢t € [s,00[}-
measurable random variable F'. This follows exactly as in the proof of lemma 4.6.3. O

We would like to find an optimal control strategy v*. Throughout this section we
will assume that such a strategy exists, at least within the class of Markov strategies. In
fact, for the purpose of this section, let us make a more daring assumption: we assume
that there exists an admissible Markov strategy u* which satisfies J3* (x) < J{(x) for
every admissible Markov strategy u, for all t € [0,T] and for all x. This is certainly
not always justified! However, let us go with it for the time being. Given the existence
of this strategy u*, we would like to find a way to actually compute what the strategy
is. It is not at all obvious how to do this: minimizing directly over all admissible
Markov strategies is hardly a feasible technique, even when significant computational
resources are available! Instead, we will attempt to simplify matters by splitting up
the optimization problem into a collection of smaller optimization problems.

The idea behind the methods in this chapter is the well known dynamic program-
ming principle due to Bellman. The premise of this method is that it is not necessary
to optimize the control strategy u over the entire time interval [0, T'] at once: we can
divide the time interval into smaller chunks, and optimize over each individually. To
this end, let us introduce the value function Vi(x) = J{* (x); this is the optimal cost-
to-go over the interval [¢, T']. We claim that V;(x) satisfies the recursion

t
v =mn e [ [N X as s vio| x|, osr<isn,
w K
where the minimum is taken over all admissible Markov strategies u’ that coincide
with u on the interval [0, r[, and that this minimum is attained by the strategy which
coincides with the optimal strategy u* on the inteval [r, t]. Before we establish this
claim, let us see why this is useful. Split the interval [0, 7] up into chunks [0, 1],
[t1,%2], .-, [tn, T]. Clearly Vr(z) = z(z). We can now obtain V;,_ (z) by computing
the minimum above with r = ¢, and ¢ = 7T, and this immediately gives us the
optimal strategy on the interval [¢,,, T']. Next, we can compute the optimal strategy on
the previous interval [t,_1,t,] by minimizing the above expression with r = t,,_1,
t = t, (as we now know V;  (z) from the previous minimization), and iterating this
procedure gives the optimal strategy u* on the entire interval [0,T]. We will see
below that this idea becomes particularly powerful if we let the partition size go to
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zero: the calculation of the optimal control then becomes a pointwise minimization
(i.e., separately for every time t), which is particularly straightforward to compute!

Let us now justify the dynamic programming principle. We begin by establishing
a recursion for the cost-to-go: for any admissible Markov strategy u, we have

t
JHXY) = E [ [ wlo Xt s+ g e

X;‘}, 0<r<t<T.

This follows immediately from the definition of J¥(x), using the Markov property
and the tower property of the conditional expectation. Now choose u’ to be a strategy
that coincides with u on the interval [0, ¢[, and with «* on the interval [¢, T'|. Then

t
Vo(XY) < ¥ (XE) = B [ [l Xt s + vz(X#’)\ X:/] ,

where we have used that V,.(x) < J¥(x) for any admissible Markov strategy u (by
assumption), that X* only depends on the strategy u in the time interval [0, s[, and
that J¥(x) only depends on w in the interval [s, T'] (use the Markov property). On the
other hand, if we choose «’ such that it coincides with v* in the interval [r, T, then
we obtain this expression with equality rather than inequality using precisely the same
reasoning. The dynamic programming recursion follows directly.

Remark 6.1.7 (Martingale dynamic programming principle). There is an equiv-
alent, but more probabilistic, point of view on the dynamic programming principle
which is worth mentioning (it will not be used in the following). Define the process

t
Mtu:/ w(s, X ug) ds + Vi (XY)
0

for every admissible Markov strategy u. You can easily establish (using the Markov
property) that the dynamic programming principle is equivalent to the following state-
ment: M} is always a submartingale, while it is a martingale for v = u*.

The Bellman equation

To turn the dynamic programming principle into a useful method, let us introduce
some more assumptions (just go along with this for the time being!). Suppose that
Vi(x) is C'in t and C? in x; then, using 1t0’s rule,

t
oVs .
V(X)) = V(X)) + / {8—()(:) + Z:‘@(Xg)} ds + local martingale,
. s

where .Z is the generator of the stochastic differential equation with the admissible
Markov control u in operation, defined as in proposition 5.2.4 (note that it may depend
on time in the current setting). If we additionally assume that the local martingale is
in fact a martingale, then we obtain after some rearranging

v =g [ {8 - 2o Las - vio)

xy|.
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But then we conclude, using the dynamic programming principle, that

B [ S0 + ZIVAXY) +wls, Xtu)  ds

xz| 0

for every 0 < r < t < T, and moreover the inequality becomes an equality if «
coincides with * on the interval [r, T']. Thus, at the very least formally (evaluate the
derivative with respect to ¢ at ¢ = r), we obtain the equation

min { %VS (X)) + LIV XD + w(s, X, us)} =0,

u S

or, using the pathwise nature of this equation,

min { ‘W(;(“’”) +LOVi(@) + w(s, a)} ~0.

aclU S
This is called the Bellman equation, and is “merely” an (extremely) nonlinear PDE.

Remark 6.1.8. To write the equation in more conventional PDE notation, note that
we can write £V (z) + w(s,x,a) as a function H' of a,s,x and the first and
second derivatives of V;(x). Hence the minimum of H' over « is simply some (highly
nonlinear) function H (s, z,dVs(x),8*V,(x)), and the Bellman equation reads

DL 4 H(s,2,0, (). 0*Vifa) = 0.

We will encounter specific examples later on where this PDE can be solved explicitly.

If we can find a solution to the Bellman equation (with the terminal condition
Vr(z) = z(z)) then we should be done: after all, the minimum over « (which depends
both on s and =) must coincide with the optimal Markov control u} = «a(t, X{*').
Note that what we have done here is precisely the limit of the recursive procedure
described above when the partition size goes to zero: we have reduced the computation
to a pointwise optimization for every time s separately; indeed, the minimum above is
merely over the set U, not over the set of U-valued control strategies on [0, T']. This
makes finding optimal control strategies, if not easy, at least computationally feasible.

How to proceed?

The previous discussion is only intended as motivation. We have made various en-
tirely unfounded assumptions, which you should immediately discard from this point
onward. Let us take a moment for orientation; where can one proceed from here?
One direction in which we could go is the development of the story we have just
told “for real”, replacing all our assumptions by actual mathematical arguments. The
assumption that an optimal control strategy exists and the obsession with Markov
strategies can be dropped: in fact, one can show that the dynamic programming
principle always holds (under suitable technical conditions, of course), regardless of
whether an optimal strategy exists, provided we replace all the minima by infima! In
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other words, the infimum of the cost-to-go always satisfies a recursion in the form en-
countered above. Moreover, we can drop the assumption that the value function is suf-
ficiently smooth, and the Bellman equation will still hold under surprisingly general
conditions—provided that we introduce an appropriate theory of weak solutions. The
highly fine-tuned theory of viscosity solutions is designed especially for this purpose,
and provides “just the right stuff” to build the foundations of a complete mathemati-
cal theory of optimal stochastic control. This direction is highly technical, however,
while the practical payoff is not great: though there are applications of this theory, in
particular in the analysis of numerical algorithms and in the search for near-optimal
controls (which might be the only recourse if optimal controls do not exist), the main
results of this theory are much more fundamental than practical in nature.

We will take the perpendicular direction by turning the story above upside down.
Rather than starting with the optimal control problem, and showing that the Bellman
equation follows, we will start with the Bellman equation (regarded simply as a non-
linear PDE) and suppose that we have found a solution. We will then show that this
solution does indeed coincide with the value function of an optimal control problem,
and that the control strategy obtained from the minimum in the Bellman equation is in-
deed optimal. This procedure is called verification, and is extremely practical: it says
that if we can actually find a nice solution to the Bellman equation, then that solution
gives an optimal control, which is what we care about in practice. This will allow us
to solve a variety of control problems, while avoiding almost all technicalities.

Note that we previously encountered a similar tradeoff between the direct ap-
proach and verification: our discussion of the Kolmogorov backward equation is of
the verification type. See remark 5.2.7 for further discussion on this matter.

Remark 6.1.9. It should be noted that stochastic optimal control problems are much
better behaved, in general, than their deterministic counterparts. In particular, hardly
any deterministic optimal control problem admits a “nice” solution to the Bellman
equation, so that the approach of this chapter would be very restrictive in the deter-
ministic case; however, the noise in our equations actually regularizes the Bellman
equation somewhat, so that sufficiently smooth solutions are not uncommon (results
in this direction usually follow from the theory of parabolic PDEs, and need not have
much probabilistic content). Such regularity issues are beyond our scope, but see
[FR75, section VI.6] and [FS06, section IV.4] for some details and further references.

Before we move on, let us give a simple example where the optimal control does
not exist. This is very common, particularly if one is not careful in selecting a suitable
cost functional, and it is important to realize the cause of such a problem.

Example 6.1.10. Consider the one-dimensional control system dX;* = u; dt + dW4,
where our goal is to bring X" as close as possible to zero by some terminal time 7.
It seems reasonable, then, to use a cost functional which only has a terminal cost: for
example, consider the functional J[u] = E((X%)?). Using the Itd rule, we obtain

T
E((X%)?) = E((X0)?) + /0 E(2us XY + 1) ds.
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Now consider admissible Markov strategies of the form u; = —cX}*, where ¢ > 0 is
some gain constant. Substituting into the previous expression, we find explicitly

L oer 1= 2¢B((X0)%)
——e _.

B((XH)?) = o —

Evidently we can make the cost .J[u] arbitrarily close to zero by choosing a sufficiently
large gain c. But uy = —ooX}" is obviously not an admissible control strategy, and
you can easily convince yourself that no admissible control strategy can achieve zero
cost (as this would require the control to instantaneously set X' to zero and keep it
there). Hence an optimal control does not exist in this case. Similarly, the Bellman
equation also fails to work here: we would like to write

{8‘/5(17) 19%Vi(e) | Ws(“’)}_o,

min

a€R Os 2 Ox? @ Ox

but a minimum is clearly not attained (set « = —c OV (x)/0z with ¢ arbitrarily large).

The problem is that we have not included a control-dependent term in the cost
functional; the control is “free”, and so we can apply an arbitrarily large gain without
any negative consequences. In order to obtain a control problem which does have an
optimal solution, we need to attach a large cost to control strategies that take large
values. The easiest way to do this is to introduce a cost of the form

Ju] =E

T 2 u\2
C/O (us)®ds + (X3) 1,

where the constant C' > 0 adjusts the tradeoff between the magnitude of the control
and the distance of the terminal state X7 from the origin. In this case, the Bellman
equation does make sense: we obtain the Hamilton-Jacobi PDE

i [OVal)  10PVi(@) V(@)
0= aeR { ds 2 9x? ta Ox +Ca
_ W) 10Vi() 1 (avscc))?

0s 2 0r2  4C ox

which has a smooth solution. The verification theorem in the next section then allows

us to compute explicitly an optimal control strategy.

6.2 Verification: finite time horizon

Armed with our newly built intuition, we can start cranking out verification theorems.
Compared to the somewhat complicated dynamic programming theory, the proofs of
these simple results should seem particularly elegant!

In the current section, we work on a finite time horizon. Let us therefore fix

T
Ju] =E l/o w(s, X2 us)ds + z(X7)
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We consider a controlled stochastic differential equation of the form
dX} = b(t, X}, up) dt + o(t, X}, ug) dWe,

and define the generator £, a € U as

n

(e i ag 1 - - % j g
Lrg(x) = Zb (t,x, @) %(x) + 3 Z ZU k(t,:v,a)ojk(t7x7a)axi o7 (x).

i=1 ij=1k=1

We now have the following result.
Proposition 6.2.1. Suppose there is a V;(xz), which is C' int and C? in x, such that

OVi(x)
ot

+ lgleltlul {-’%av;f(‘r) +w(t, z, a)} =0, VT(‘T) = Z(l‘),

and |E(Vo(Xo))| < oo, and choose a minimum (which we implicitly assume to exist)

a*(t,z) € argmin { ZVi(z) + w(t, z, )} .
aelU

Denote by R the class of admissible strategies u such that

n o m t

v, :
> oo (X5) o (s, X% ug) dWF
im1 k=170 97

is a martingale (rather than a local martingale), and suppose that the control uy =
o*(t, X{") defines an admissible Markov strategy which is in & Then J[u*] < J[u]
foranyu € 8 and Vy(z) = J}* (x) is the value function for the control problem.

Remark 6.2.2. Note that J[u*] < J[u] for any v € R, i.e., u is not necessarily
Markov (though the optimal strategy is always necessarily Markov if it is obtaind from
a Bellman equation). On the other hand, we are restricted to admissible strategies
which are sufficiently integrable to be in £; this is inevitable without some further
hypotheses. It should be noted that such an integrability condition is often added to
the definition of an admissible control strategy, i.e., we could interpret £ as the class
of ‘truly’ admissible strategies. In applications, this is rarely restrictive.

Proof. For any u € R, we obtain using Itd’s rule and the martingale assumption

E(Vo(Xo)) = E UOT {—%‘f (XY) — L5V, (X + VT(X%)} ds] .

But using Vr(z) = z(x) and the Bellman equation, we find that
T
B CX0) < B[ [ wls, X2 u) ds 4 2008)| = T
0
On the other hand, if we set u = u™, then we obtain E(V5(Xo)) = J[u"] following exactly the

same steps. Hence J[u*] < J[u] for all u € &. The fact that V;(x) = J&*" (x) follows easily in
a similar manner (use It6’s rule and the martingale assumption), and the proof is complete. [
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Let us show off this result with some interesting examples.

Example 6.2.3 (Tracking a particle under a microscope). In the Introduction, we
discussed the example the problem of tracking a particle under a microscope in several
different settings. We are finally in a position to start solving this problem. We proceed
here in the simplest setting, and will return to this problem several times in this chapter
and in the next chapter. Recall the the system was described by the pair of equations

dZt
——5Ut= Te = x0 + oWy,

where z; is the position of the slide relative to the focus of the microscope, x; is the
position of the particle we wish to view under the microscope relative to the center of
the slide, 5 € R is the gain in our servo loop and o > 0 is the diffusion constant of
the particle. We would like to keep the particle in focus, i.e., we would like to keep
2t + 2 as close to zero as possible. However, we have to introduce a power constraint
on the control as well, as we cannot drive the servo motor with arbitrarily large input
powers. We thus introduce the control cost (see the Introduction)

T T
%/O (a:t+zt)2dt+%/0 (ut)th],

where p, ¢ > 0 allow us to select the tradeoff between good tracking and low feedback
power. To get rid of the pesky 7'~ terms, let us define P = p/T and Q = ¢/T.

As the control cost only depends on x; + 2, it is more convenient to proceed
directly with this quantity. That is, define e; = x; + 2z, and note that

P/OT(et)2dt+Q/OT(ut)2dt] .

Ju] =E

det :ﬁutdt—‘y—O’th, J[u] =E

We obtain the Bellman equation

_OWVi(x) | [0?OPVi(a) IVi(x)
0="% J”éléﬁ{z oz TheTg, TR+ Q

_ i) | P PVil) (V@)
ot 2 022 4Q Oox

with Vp(x) = 0 (as there is no terminal cost), and moreover

. _ : Vi(z) _ B V(=)
a(t,:c)—arggll{m{ﬁa + Qa }— 20 or

We need to solve the Bellman equation. To this end, plug the following ansatz into
the equation: V;(z) = a;x? + b. This gives, using Vr(z) = 0,
B db,

dat
a —I—P—aat—o ar =0, E—i—aat—o br = 0.
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With a little work, we can solve these equations explicitly:

—@an Por- —Q—020 cos L.
w=Y"2, h(ﬁ P t>>, b= 621g( h<ﬁ\/;<T t>>>.

Now note that V;(z) is smooth in = and ¢ and that o* (¢, «) is uniformly Lipschitz on
[0, T]. Hence if we assume that E((zo + 20)?) < oo (surely a reasonable requirement
in this application!), then by theorem 5.1.3 we find that the feedback control

="t e) = — B an E - Ty + 2
uy = a*(t,e;) \/;t h(ﬁ\/;(T t))(t+ t)

satisfies u; € K. Thus, by proposition 6.2.1, u; is an optimal control strategy.

Example 6.2.4 (Optimal portfolio selection). The following example comes from
finance. We consider a single stock with average return > 0 and volatility o > 0,
and a bank account with interest rate » > 0. This means that if we invest one dollar
in stock or in the bank, respectively, at time zero, then at any later time ¢ our bank
account will contain R; dollars and we will own .S; dollars worth of stock, where

dSt = ,U/St dt + O'St th, SO = 1, th = TRt dt7 RO =1.

We now assume that we can modify our investment at any point in time. However, we
only consider self-financing investment strategies: i.e., we begin with some starting
capital Xy > 0 (to be divided between the bank account and the stock), and we
subsequently only transfer money between the bank account and the stock (without
adding in any new money from the outside). Denote by X, our total wealth at time ¢,
and by uy the fraction of our wealth that is invested in stock at time ¢ (the remaining
fraction 1 — u; being in the bank). Then the self-financing condition implies that

dXt = {,U/Uft “+ 7’(1 — Ut)}Xt dt —+ O'UtXt th

This can be justified as a limit of discrete time self-financing strategies; you have seen
how this works in one of the homeworks, so we will not elaborate further.

Our goal is (obviously) to make money. Let us thus fix a terminal time 7', and try to
choose a strategy u; that maximizes a suitable functional U of our total wealth at time
T'; in other words, we choose the cost functional J{u] = E(—U(X})) (the minus sign
appears as we have chosen, as a convention, to minimize our cost functionals). How
to choose the utility function U is a bit of an art; the obvious choice U (z) = x turns
out not to admit an optimal control if we set U = R, while if we set U = [0, 1] (we do
not allow borrowing money or selling short) then we get a rather boring answer: we
should always put all our money in stock if @ > r, while if ;1 < r we should put all
our money in the bank (verify this using proposition 6.2.1!)

Other utility functions, however, can be used to encode our risk preferences. For
example, suppose that U is nondecreasing and concave, e.g., U(z) = log(z) (the
Kelly criterion). Then the relative penalty for ending up with a low total wealth is
much heavier than for U(z) = =z, so that the resulting strategy will be less risky
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(concave utility functions lead to risk-averse strategies, while the utility U(z) = z
is called risk-neutral). As such, we would expect the Kelly criterion to tell us to put
some money in the bank to reduce our risk! Let us see whether this is the case.’

The Bellman equation for the Kelly criterion reads (with U = R)

_ V(=) . [ o%a?2? 9%V, () oVi(z)
0= 25 g | ST T + ek - e 00
W), OVil) () (Vi) /0
ot Ox 202 0?Vi(z)/0x?
where Vr(z) = — log(z), and moreover
o (t ) = p—r OVi(x)/0x

o2 x0%Vi(z)/0x?’

provided that 9?V;(z)/02* > 0 for all x > 0 (otherwise a minimum does not exist!).
Once we have solved for V;(x), we must remember to check this assumption.

These unsightly expressions seem more hopeless than they actually are. Fill in the
ansatz Vi(x) = —log(x) + b; then we obtain the simple ODE

dbt - T 2

%—C’:O7 br =0, C:r+%.
Thus evidently V;(z) = —log(z) — C(T —t) solves the Bellman equation, and more-
over this function is smooth on x > 0 and 9%V, (x)/dz? > 0 as required. Furthermore,
the corresponding control is a* (¢, ) = (u — r)/0?, which is as regular as it gets. By
theorem 5.1.3 (and by the fact that our starting capital X > 0 is non-random), the
conditions of propostion 6.2.1 are met and we find that u; = (u — r)/o? is indeed
the optimal control. Evidently the Kelly criterion tells us to put money in the bank,
provided that  — 7 < o2, On the other hand, if y1 — r is large, it is advantageous to
borrow money from the bank to invest in stock (this is possible in the current setting
as we have chosen U = R, rather than restricting to U = [0, 1]).

6.3 Verification: indefinite time horizon

In this section and the next, we restrict ourselves to time-homogeneous control sys-
tems, i.e., we will let b and o be independent of time ¢. This is not a restriction: if
we wish to add time dependence, we can simply increase the dimension of the state
space by one and consider time to be one of the states of the system. However, our
results will look a little cleaner without the explicit time dependence. As we will see,
the resulting control strategies conveniently do not depend on time either.

We thus proceed with the control system

AXY = b(XE, up) dt + o (X[, ur) dWy,

I Note that log(x) is not C? on R; however, as a self-financed wealth process is always positive,
everything goes through as usual through localization (see the remark after the proof of Itd’s rule).
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and consider minimizing the cost functional

u

Ju] =E /OT w(XY ug)ds + z(X2)

Here 7% = inf{t : X}* ¢ S} where S C R" is some bounded domain, and w :
S xU— Rand z: 9S — R are the running and terminal costs, respectively.

For example, an interesting class of such problems is obtained if we set w = 1 and
z = 0; then the cost is simply J[u] = E(7*), and the corresponding control problem
seeks to minimize the mean exit time from the domain S. If w = —1, on the other
hand, then we seek to postpone exiting the domain as long as possible (on average).

Proposition 6.3.1. Assume that S has compact closure S and Xy € S a.s. Suppose
there is a function V : S — R that is C? on S and satisfies (0SS is the boundary of S)

mi%l {ZLV(z)+wz,a)} =0, x€S85, V(z) =z(z), =€dS.
aE

Choose a minimum (which we have implicitly assumed to exist)

a(z) € argéruljin {Z£°V(z) + w(z,a)} .

Denote by R the class of admissible strategies u such that 7" < oo a.s. and

- — a ov u 1k u k| _
ZZ/O o (X))o (Xs,us)dWS]_o.

i=1 k=1

E

Ifuf = o*(X}*") defines an admissible Markov strategy in & then J[u*] < J[u] for
any u € R, and the optimal cost can be expressed as E(V (X)) = J[u*].

Proof. Using a simple localization argument and the assumption on u € £, It6’s rule gives

E(V(X%)) = E(V(X0)) + E /0 LUV(XY)ds|

Using the Bellman equation and X« € 9.5, we obtain

u

E(V(Xo)) <E [/T w(XY, us)ds + z(Xfu)] = J[u.

0
On the other hand, we obtain equality if u = u*, so we are done. O

Example 6.3.2 (Tracking under a microscope II). We consider again the problem
of tracking a particle under a microscope, but with a slightly different premise. Most
microscopes have a field of view whose shape is a disc of some radius r around the
focal point of the microscope. In other words, we will see the particle if it is within a
distance r of the focus of the microscope, but we will have no idea where the particle
is if it is outside the field of view. Given that we begin with the particle inside the
field of view, our goal should thus be to keep the particle in the field of view as long
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as possible by moving around the slide; once we lose the particle, we might as well
give up. On the other hand, as before, we do not allow arbitrary controls: we have to
impose some sort of power constraint to keep the feedback signal sane.

Let us study the following cost. Set S = {x : || < r}, let 7% = inf{t : e} & S}
(recall that e, = x; + 2 is the position of the particle relative to the focus), and define

u

p/OT (us>2ds—qr“] _E [/OTu{pms)Q—q}ds]

where p > 0 and ¢ > 0 are constants. We assume that eg € S a.s. A control strategy
that minimizes J[u] then attempts to make 7% large (i.e., the time until we lose the
particle is large), while keeping the total feedback power relatively small; the tradeoff
between these conflicting goals can be selected by playing around with p and q.

To find the optimal strategy, we try to solve the Bellman equation as usual:
{ a2 92V () (x)

ov 9
2 Ox2 +fa oz trot—q

_ 2PV () 32 (8V(az))2

Ju] =E

0 = min

2 022 1T\ ow
with the boundary conditions V' (r) = V(—r) = 0, and a minimum is attained at

8 OV ()
2 Oz

o (z) =

But we can now solve the Bellman equation explicitly: it evidently reduces to a one-
dimensional ODE for 0V (z)/0x. Some work gives the solution

=5 oo (25)) b o (22

while the minimum is attained at

o (z) = —\/g tan (ifﬁ) ,

provided that r3,/q/ 02\/5 is sufficiently small; in fact, we clearly need to require
2rf3,/q < mo*,/p, as only in this case are V(x) and a*(z) in C* on [—r,7]. Ap-
parently this magic inequality, which balances the various parameters in our control
problem, determines whether an optimal control exists; you would have probably had
a difficult time guessing this fact without performing the calculation!

It remains to verify the technical conditions of proposition 6.3.1, i.e., that the
control strategy u; = a*(e;) satisfies 7" < 0o a.s. and the condition on the stochastic
integral (clearly u; is admissible, as a*(x) is Lipschitz continuous on [—r, r]). The
finiteness of E(7* ) follows from lemma 6.3.3 below, while the stochastic integral
condition follows from lemma 6.3.4 below. Hence « is indeed an optimal strategy.

The technical conditions of proposition 6.3.1 are not entirely trivial to check; the
following two lemmas are often helpful in this regard, and can save a lot of effort.



6.3. Verification: indefinite time horizon 155

Lemma 6.3.3. Let X; be the solution of the SDE dX; = b(X;)dt + o(Xy) dWs,
where b and o are assumed to be Lipschitz as usual, and suppose that X € S a.s. for
some bounded domain S C R™. If o satisfies the nondegeneracy condition on S

n m

Z Zviaik(x)ajk(gc)vj > v |v|? YvoeR™, zeb,
ij=1k=1

for some constant vy > 0, then T = inf{t : X; & S} satisfies E(1g) < 0.

Proof. Define the function W (z) = k — (z' + 8)", and calculate

LW (@) = —20b (@) (" + )" —n(2n 1) (@ + B2 3 (0™ (@)
k=1
Here k, 3 and n are suitable constants which we will currently choose. As .S is bounded, we
can choose 3 € R such that 0 < ¢1 < |z' + 3| < ¢2 < oo forall z € S. Next, note that as b
is continuous on R™ it must be bounded on S in particular, |b' ()| < bo for some by € R and
all z € S. Hence we can estimate, using the nondegeneracy condition,

LW (x) < {2nboca — n(2n — 1)y/2}(z' + §)*" 2 Yz € S.

Clearly we can choose n sufficiently large so that the prefactor is bounded from above by —c3
for some c3 > 0; then we obtain .ZW (z) < —c3ci" 2 < 0 for all z € S. Finally, we can
choose k sufficiently large so that W (x) is nonnegative.

It remains to show that the existence of W implies E(7s) < oo. To this end, write

tATg
W (Xinrg) = W(Xo) = ZW (X,) dr 4+ martingale,
0

where the stochastic integral is a martingale (rather than a local martingale) as the integrand is
bounded on S. Taking the expectation and using LW (z) < —c4 (ca > 0) for z € S, we find
E(W(Xtnrg)) S EW(Xo)) — caE(t A Ts).

But W is bounded on S, so we have established that E(t A 75) < K for some K < oo and for
all t. Letting ¢ — oo and using monotone convergence establishes the result. O

Lemma 6.3.4. Let T be a stopping time such that E(1) < oo, and let u; be an adapted
process that satisfies |uy| < K forallt <7 and a K < co. Then E[ [ us dW,] = 0.

Proof. Define the stochastic process
tAT
M; = / us dW.
0

As T < oo as., My — My ast — oo. We need to show that E(Ms,) = 0. To this end,
note first that M, is a martingale (not a local martingale), as u is bounded for s < 7. Hence
E(M;) = 0 for all ¢ < co. We will show that M,, — My in L?(P) (where n € N), from
which the claim follows directly. To establish convergence in £ (), compute

E((M, — M,,)?) = E(M,)*) —E((M,,)*) = E {/n:T(ur)zdr} < K°E(nAT—mAT),

which converges to zero as m,n — oo by dominated convergence (use that E(7) < oo). Hence
M., is a Cauchy sequence in £2(IP), and thus converges in £*(P). We are done. O
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6.4 Verification: infinite time horizon

We now proceed to the infinite time horizon. Little changes here, except that we have
to be careful to define a meaningful cost functional. For example, in our tracking
example on a finite time horizon, we cannot simply set the terminal time 7" = oo; if
we do that, then any control strategy will have infinite cost (why?). We can avoid this
problem by adding a discounting term in the cost functional, as follows:

Jfu] =E [/ e M w(X ug)ds
0

Here A\ > 0 is the discounting factor. Such a cost often makes sense in economic
applications, where discounting is a natural thing to do (inflation will make one dollar
at time ¢ be worth much less than one dollar at time zero). Now if w is bounded, or if
X does not grow too fast, then this cost is guaranteed to be finite and we can attempt
to find optimal controls as usual. Alternatively, we can average over time by setting

1 T
T/o w(XY, ug)ds|,

which might make more sense in applications which ought to perform well uniformly
in time. Once again, if w does not grow too fast, this cost will be bounded.

J[u] =limsup E

T—o00

Remark 6.4.1. It should be emphasized that these cost functionals, as well as those
discussed in the previous sections, certainly do not exhaust the possibilities! There are
many variations on this theme, and with your current intuition you should not have too
much trouble obtaining related verification theorems. For example, try to work out a
verification theorem for a discounted version of the indefinite time interval problem.

Let us now develop appropriate verification theorems for the costs Jy[u] and J[u].

Proposition 6.4.2 (Discounted case). Assume that w(x, ) is either bounded from
below or from above. Suppose there is a V (z) in C? such that |E(V (Xy))| < oo and

min {£°V () - AV(2) +w(z,a)} =0,

and choose a minimum (which we implicitly assume to exist)

a*(x) € argéruljin {ZV(z) = AV (z) +w(z,a)}.

t—o0

Denote by £ the admissible strategies u such that e " E(V (X)) —— 0 and

i=1 k=1

is a martingale (rather than a local martingale), and suppose that the control uf =
o (X" defines an admissible Markov strategy which is in & Then Jy[u*] < Jy[u]
for any u € & and the optimal cost can be written as E(V (X)) = Jx[u*].
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Proof. Applying Itd’s rule to V' (X{*) e~** and using the assumptions on u € 8,

E(V(Xo)) —e ME(V(X{) =E Uot e MLV (XY + AV(XE)} ds} .

Using the Bellman equation, we find that
t
E(V(Xo)) — e ME(V(XY)) < E U e w(XY, uy) ds} .
0

We may assume without loss of generality that w is either nonnegative or nonpositive; otherwise
this is easily arranged by shifting the cost. Letting ¢ — oo using monotone convergence,

E(V(Xo)) <E U e M w(XY, us) ds} = Jx[u].
0
But we obtain equality if we use u = u*, so we are done. O

The time-average problem has a new ingredient: the function V' (x) no longer
determines the optimal cost (note that on the infinite time horizon, the optimal cost is
independent of Xg; on the other hand, the control must depend on z!). We need to
introduce another free parameter for the Bellman equation to admit a solution.

Proposition 6.4.3 (Time-average case). Suppose that V() in C? and 1 € R satisfy
mi{}l {ZLV(z) + w(z,a) —n} =0,
(¢3S

and choose a minimum (which we implicitly assume to exist)

o (z) € argglllin {ZV(z) + w(z,a) — n}.

Denote by R the class of admissible strategies u such that

oy BV (X0) = V(X))
T—o0 T

:O’

and such that additionally

m t
> [ g ot (X u) aw
1 k=1

n
1=

is a martingale (rather than a local martingale), and suppose that the control uf =
o (X" defines an admissible Markov strategy which is in 8. Then J[u*] < J[u] for
any u € R, and the optimal cost is given by n = J[u*].

Proof. Applying 1td’s rule to V' (X;*) and using the assumptions on u € £, we obtain

BVC) VO s [L "y wvioyas] <[5 [ wecs i)

where we have already used the Bellman equation. Taking the limit gives

T
n < limsup E {%/ w(X;l,us)ds} = J[u].
0

T— o0

But we obtain equality if we use u = u™, so we are done. O
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Some examples are in order.

Example 6.4.4 (Tracking under a microscope III). The goal is to repeat example
6.2.3 using discounted and time-average cost criteria. In particular, we consider

M=o [ g [l
0 0

for the discounted cost, and we consider the time-average cost

T T
J[u] = limsup E lg/ (20 + 2)2 dt + 2/ (ug)? dt] .
T Jo T Jo

T—o0

Let us begin by investigating the discounted cost. The Bellman equation becomes

. [0?0*V(x) oV (z) 5 5
S L NPT IR
022V (x) B2 [(OV(z)\> )
=3 o ‘@(W) —AV@) +pr,
and, moreover, the minimal « is attained at
e N B OV(x)
o’ (@) = 2q Oz

To solve the Bellman equation, substitute the ansatz V (x) = az? + b. We obtain

o2a B2a? g\ £ 1/ q2\2 + 4pq3?
b:T’ p—Aa— =0 = a=-— oNE .

There are multiple solutions! Now what? The key is that every solution to the Bell-
man equation yields a candidate control a* (), but only one of these will satisfy the
technical conditions in the verification. Let us check this. The candidate strategies are

ot () = /\+\/)\2+4pﬁ2/qx 05(z) = /\—x/)\2+4pﬁ2/qx
= 29 s 29
Note that af (z) = ciz with Sc; > A, while o (z) = —cox with Sez > 0 (assuming

p > 0; the case p = 0 is trivial, as then the optimal control is clearly u; = 0). But
d
de; = feerdt +odW,  — - E(V(er)) = 2B¢E(V (er)) — 28bc + ac?.

Hence provided that E((eg)?) < oo, the quantity E(V (e;)) grows exponentially at a
rate faster than A for the control of, whereas E(V (e;)) is bounded for the control o.
Hence o is the only remaining candidate control. It remains to check the martingale
condition, but this follows immediately from theorem 5.1.3. Hence we conclude that
uj = ab(eq) is an optimal control for the discounted problem.
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Let us now consider the time-average problem. The Bellman equation is

. [0% 0%V () oV (z) 5 5

o= mip{ G T + o T 4 e o =
o2 02V(z) B [(OV(z)\®

2 o ‘@(W) e

with the same minimal « as before. To solve the Bellman equation, substitute the
ansatz V(z) = ax?. We find that » = o%a, while a> = pq/3?. Once again there
are two solutions, but repeating exactly the same arguments as in the discounted case
shows that the only solution that is a viable candidate for being an optimal strategy is

ES p
o*(x) =—,/==x.
q
Indeed, provided that E((eg)?) < oo, all the conditions are satisfied and we conclude
that u} = o*(e;) is an optimal time-average control strategy.

Remark 6.4.5. Note that the time-average optimal control strategy coincides with the
limit of the finite time horizon optimal control as the terminal time 7" — oo, as well as
with the limit of the discounted cost optimal control as the discounting factor A\ — 0.
Heuristically, this is precisely what you would expect!

Remark 6.4.6. The previous example highlights that the solution to the Bellman
equation need not be unique—if there are multiple solutions, the technical conditions
of the verification theorem may tell us which one to choose! We will see this even
more dramatically in the context of optimal stopping. On the other hand, you should
realize that the optimal control strategy need not be unique; it is possible for there to
be multiple optimal strategies, though they would have to have the same cost. There
can also be no optimal strategies: we have seen plenty of examples of this already.

Example 6.4.7 (Tracking under a microscope III, cont.). In the Introduction, we
considered studying the fundamental limitations of our tracking control system. In
this context, it is of significant interest to compute the quantity

-

1 T

which quantifies the best possible effectiveness of a tracking controller given a hard
constraint on the average power in the feedback signal. Note that if we define

1 T
T/o uldt| =U y,

then C(U) = miny <y K (U’). Hence it suffices to compute the function K (U).
How does one solve such a problem? The trick is to use the constant ¢ in our
previous cost functional as a Lagrange multiplier (we can set p = 1), i.e., we consider

1 (T g [T
T/o (e;‘)zdt—i-f/o ui dt — qU

T
C(U) = min {limSUP E l%/ (e!)? dt] :limsup E
0

w T—00 T—o0

1 T
K(U) = min {lim sup E lf/ (e!)? dt] : limsup E
“ 0

T—o0 T—o0

Joulu] =limsup E

T—o00




6.5. The linear regulator 160

Then we have min,, J, y[u] < K(U) for all ¢ > 0 (why?). Hence if we can find a
g > 0 such that this inequality becomes an equality, then we have determined K (U).
Let us work out the details. We already established above that

o*\/q et
—— —qU, argmin Jy y[u] = v*  with uf = ——.
ﬁ u a ¢ \/a

min Jy y[u] =

In particular, we can calculate explicitly (how?)

1"
limsup E [T/ (et )? dt] = ¢ limsup E
0

T—o0 T—o00

T 0.2
%/0 (u;)th] _ 7V

Hence if we set ¢ = 0% /43%U?, then

1 (7 9 1 [T - p
T/o (up)dt| =T, ll;njotipE T/o (ef ) dt :4ﬁ—2U’

but also min,, J, ;7[u] = o*/43?U. Thus apparently

limsup E

T—o00

ot ot

! .
= = min —— = ———.
U'<U U'<u 43207 452U
As expected, we can track better when we increase the gain ( or the feedback power
U, while we track worse if the particle has a larger diffusion constant o.

6.5 The linear regulator

One of the most important classes of stochastic optimal control problems that admit
explicit solution is the linear regulator problem. We have already seen a special case
of this theory: two of the three tracking examples in the previous sections are sim-
ple examples of a linear regulator. The linear regulator is particularly important for
applications in engineering and in the physical sciences (as opposed to financial appli-
cations which usually involve a somewhat different type of control problem; compare
with the portfolio optimization example), and is remarkably ubiquitous. These results
will become even more powerful in the next chapter, where they are combined with
filtering theory, but for the time being we will set up this problem in a general setting
under the assumption of complete observations (i.e., the control strategy is allowed to
be an arbitrary admissible functional of the system state).
The linear regulator problem aims to control the stochastic differential equation

dX{ = A(t) X[ dt + B(t)u, dt + C(t) dWy,

where A(t), B(t) and C(t) are time-dependent (but non-random) matrices of dimen-
sions n X n, n x k, and n X m, respectively, X} is the n-dimensional system state
(under the control strategy u), W; is an m-dimensional Wiener process, and u; is the
k-dimensional control input. We consider the finite time horizon cost

T
Ju] =E /O {(XE) POX + (u) Q(Dur} dt + (X7)"R(XF) |
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where T < oo is the terminal time, P(¢) and Q(t) are time-dependent (but non-
random) n X n and k X k matrices that determine the state and control running cost,
respectively, and R is a fixed (non-random) n X n matrix which determines the termi-
nal cost. Let us make the following additional assumptions.

L E([[Xo[?) < o0
A(t), B(t),C(t), P(t), Q(t) are continuous on t € [0,T7;
Q(t) and R are symmetric matrices (they can always be symmetrized);

2. A(
3. Pt
4. P(t) and R are positive semidefinite for all ¢ € [0,T7];

);
);
)
Q(t) is positive definite on ¢ € [0, T.

Our goal is to find a control strategy that minimizes J[u).

Theorem 6.5.1 (Linear regulator, finite time). Denote by {F(t)}.c[o,1) the unique
solution, with terminal condition F(T) = R, of the matrix Riccati equation

d
dt

Then u; = —Q(t)~1B(t)*F(t) X is an optimal control for the cost J|u).

F(t) + A@t) F(t) + F(A(t) — FO)B(HQ) ™' B(t) F(t) + P(t) =

Proof. We need to solve the Bellman equation. In the current setting, this is
oVi(z)
ot
min {(A(t)z + B(t)a)" VVi(z) + %V*C’(t)C’(t)*VV}(:c) + 2" P(t)r + a*Q(t)a} ,

a€eRF

0=

—+

where we set Vr(x) = z* Rx. As Q(t) is positive definite, the minimum is attained at

* 1 — *
o’ (t,x) = —5Q(t) " B(t) VVi(x),
so the Bellman equation can be written as

Wi(z)

0="%

+ = v C(t)C(t)* VVi(x)
2T AW) Vi) - 11Q0) B V@) + 2" Pt)a.

Let us try a value function of the form V; (z) = x* F(¢)z+g(t), where F'(t) is a time-dependent
n X m symmetric matrix and g(¢) is a scalar function. Straightforward computation gives

d

dt
d

dt

with the terminal conditions F'(T) = R and g(T") = 0, and the associated candidate policy

a*(t,z) = —Qt)'B(t) F(t)x.

F(t) + A(t)"F(t) + F()A(t) = F()B(H)Q(t) ' B(t)"F(t) + P(t) =0,

g9(t) + THr[C(#)"F()C(t)] = 0,
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By well known properties of the matrix Riccati equation, see [Won68a, theorem 2.1], and our
assumptions on the various matrices that appear in the problem, the equation for F'(t) has
a unique C" solution on [0, T']. Hence the coefficients of the controlled equation for X,
with u} = a*(t, X;*"), are uniformly Lipschitz continuous, and thus by proposition 6.2.1 and
theorem 5.1.3 all the requirements for verification are satisfied. Thus we are done. a

We can also investigate the linear regulator on the infinite time horizon. Let us
investigate the time-average cost (the discounted problem can also be solved, but this
is less common in applications). To this end, we consider the time-homogeneous case,

dX" = AX" dt + Buy dt + C dW,

with the associated time-average cost functional

1 T
Joo[u] = limsup E lf/ {(XP)"PX{ 4 (ue) " Quetdt | .
T—o0 0
Let us make the following additional assumptions.
L E([[X0]1?) < oo;
2. P and () are symmetric matrices (they can always be symmetrized);
3. P is positive semidefinite and () is positive definite;

4. (A, B) and (A*,/P) are stabilizable.

Recall that a pair of matrices (A, B) is called stabilizable if there exists a matrix K
(with the appropriate dimensions) such that all the eigenvalues of the matrix A — BK
have negative real parts. Conditions for this to be the case can be found in any good
book on linear systems theory, see, e.g., [KS72].

Our goal is to find a control strategy that minimizes Jo, [u)].

Theorem 6.5.2 (Linear regulator, time-average cost). Let F' be a positive semidefi-
nite solution of the algebraic Riccati equation A*F + FA— FBQ 'B*F + P = 0.
Then u} = —Q~'B*F X} is an optimal control for the cost J, [u).

Proof. The Bellman equation in the time-average setting becomes

0 = min {(Am + Ba)"'VV(z) + %V*CC*VV(I) +z"Pr+a" Qo — 17} ,

a€ERF
As () is positive definite, the minimum is attained at
* 1 —1 *
a’(z) = —§Q B*VV(x),
so the Bellman equation can be written as

0= %V*CC*VV(x) 42 ATV (2) — inQ*”?B*VV(x)HZ + 2 Pr—1.



6.6. Markov chain approximation 163

Let us try a function of the form V (x) = «* Fx, where F is an n X n symmetric matrix. Then
A*F+FA—-FBQ 'B*F+P =0, n = Tr[C*FC),

and the associated candidate policy becomes a*(z) = —@Q *B*Fz. We now invoke the
properties of the algebraic Riccati equation, see [Won68a, theorem 4.1]. By the stabilizability
assumption, there is at least one positive semidefinite solution F, such that A — BQ 'B*F
is a stable matrix. Using the latter and the controlled equation for X f”* with uf = o™ (X, u ),
you can verify by explicit computation that E(V (X)) is bounded in time. Thus the asymp-
totic condition for verification is satisfied, while the martingale condition is clearly satisfied by
theorem 5.1.3. Thus we find that u; is indeed an optimal control. O

6.6 Markov chain approximation

Just like most stochastic differential equations do not admit analytic solution, most
stochastic control problems can not be solved analytically either. It is thus of interest
to develop numerical methods that can be used to solve such problems; otherwise
we are essentially restricted to the linear regulator (which is, however, widely used
in applications) and a small selection of other special cases. One could argue that
the numerical solution of stochastic control problems essentially boils down to the
numerical solution of a highly nonlinear PDE, the Bellman equation. This is indeed
one way of looking at the problem, but there is a much more probabilistic approach
that one can take as well. The goal of this section is to outline the latter method
through a couple of simple examples. A proof of convergence will unfortunately be
beyond our scope, but ample discussion of this can be found in the literature.

Remark 6.6.1. Stochastic optimal control problems suffer from the curse of dimen-
sionality, as do most problems that require the numerical computation of a function
on a high-dimensional state space. In low dimensions (e.g., one through three are
often doable) one can numerically evaluate the function on a suitably selected grid
(for finite-difference type schemes) or mesh (as in finite element methods), but the
complexity of such a discretization will grow exponentially with the dimension of the
state space. As such these methods quickly become intractable in higher dimensions,
unless some additional structure can be taken into account to simplify the problem.

Let us reexamine the indefinite time tracking problem of example 6.3.2. For sake
of demonstration, we will develop a numerical method to solve this problem; as we
have already solved the problem analytically, we will be able to check the precision of
the numerical method. Recall that the Bellman equation for this problem is given by

[PV (2) oV (x) 9
O-mln{T 922 + Ba o + pa —q},

with the boundary conditions V' (rr) = V(—r) = 0. To approximate this equation, let
us discretize the interval [—r, 7] into a grid S5 = {kr/N : k = —N, ..., N} for some
N € N. For notational simplicity, we denote by 6 = r/N the spacing between the
grid points. We now introduce the following finite-difference approximations:
*V(x) V(x+0)—2V(zx)+V(z—95) oV(r) V(x+0)—-V(x—9J)

~

Ox2 52 ’ or 26
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for z € S5 = Ss\{—r,r} (the interior of Ss). This particular choice for the dis-
cretization of the differential operators is not arbitrary: we will shortly see that the
careful choice of discretization results in a particularly sensible approximation.

Let us call the approximate value function Vs (z). Then

2 _ —
0 — i | 2 Volz +0) = 2Va(@) + Vs(a = 9)
acUs 02
L patole ) —Vale =0\ 2 oL x € S5,
26
which becomes after a little rearranging
) 1
Vs(x) = min {—(Vg(a: +0) + Vs(xz —9))
acUs | 2
pa?6? B q6°

+ 00 V(o +0) Vil - 8)) + 2]

o (> €S 5 ’
o o? } TSI
where for x ¢ S§ we obviously choose the boundary conditions Vi (r) = Vs(—r) = 0.
Let us now define the (2N — 1) x (2N — 1)-dimensional matrix P with entries
1 Bad 1 pBad .. .

Piofz'+1:§+ﬁa Pﬁi—1:§—ﬁa P =0forj#i+1,i—1.
Provided that we choose our approximate control set Us C [—0? /33, 0% /35], we see
that the entries of P“ are nonnegative and | ; Py = 1for j #1,2N — 1. Evidently,
P< is the transition probability matrix for a discrete time Markov chain x{; with val-
ues in Ss and with absorbing boundaries. But there is more: as we show next, our
approximation to the Bellman equation is itself the dynamic programming equation
for an optimal control problem for the Markov chain z% ! Hence our finite-difference
approximation is much more than an approximation to a PDE: it approximates our
entire control problem by a new (discretized) optimal control problem.

Proposition 6.6.2. Denote by x the controlled Markov chain on S5 with

P(zﬁ:(k:tl)é\xﬁflzkd):%iﬁ—g (n,ké), k=-N+1,...,N—1,

a
202
Pzl = +r|zy_ | = +r) =1, P(zo € S5) =1,

where the feedback control strategy w is assumed to be of the Markov type u,, =
a(n,zt_,). Denote by o* = min{n : x¥ = +r}, and introduce the cost functional

o ) 52
> (un)? —q) ;] :

n=1

Ku|=E

Denote by Vs () the solution to the equation above, by o* (x) the associated minimum,

*

and uf, = o* (2% ). IfE(c*") < oo, then K[u*] < K[u] for any Markov control u
with values in Us such that E(c") < oo. Moreover, we can write K[u*] = E(Vs(xo)).
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The proof should look vaguely familiar!

Proof. For x € Sj, note that we can write

(Vs(z+0)+ Vs(z—9)) + 5—52 a(n,z) (Vs(x+9) — Vs(z —9)).

E(Vs (@)l 1 = 2) = -

N =

Hence we obtain, using the equation for V5(z) on z € Sj,

62

E(Vs(2n-1) = Va(an)len-1 = 2) < (p(a(n,2))* — q) 5

Multiplying both sides by I, ¢ s setting x = x,,_ and taking the expectation, we find that

B (Vi 1) ~ V) Ly_yes) B[ Ly, sy 00— ) 5.

: o

Summing over n up to some 7" € N, we find that

E <Z(Va($z:{) - Va(ﬁ))fz;;lesg) <E Zfzgflesg (p(un)® = q) 6—] ;

n=1

or, rewriting this expression in a familiar form,

E(Vs(20)) < E |Vs(@Tpou) + Y (p(un)” —q) —

As Us is bounded and as E(c") < oo, we can now let 7 — oo by dominated conver-
gence to obtain E(Vs(xzo)) < KJu]. But repeating the same arguments with u*, we find that
E(Vs(zo)) = K[u*]. Thus u* is indeed an optimal strategy, and the proof is complete. |

Now that we have discretized our control problem, how do we solve the discrete
problem? There are various ways of doing this, many of which are detailed in the
books [Kus71, KDO1]. One of the simplest is the Jacobi method, which works as
follows. Start with an arbitrary choice for V{ (z). Now define, for any n € N,

V(o) = mip {507 @+ 0) 417 - )

aclUs
Bad , . e pa?é?  q6?
F(Vg 1(‘T+5)_V:§ l(x_é))—’_ 0,2 _? 9 JIES{;,

where we impose the boundary conditions Vg‘fl (£r) = 0 for every n. The minimum
in this iteration is easily seen to be attained at (setting Us = [—0% /36, 0%/ 34])

* 6 n—1 5 n—1 § 02 02
@30(0) = (57 a4 )~ N a =) ) v (-5 ) A 5
It is not difficult to prove that the iteration for V*(z) will converge to some function
Vs(x) asn — oo, see [Kus71, theorem 4.4], and this limit is indeed the value function
for our approximate optimal control problem, while the limit of %, (x) as n — oo
is the optimal control for our approximate optimal control problen{. Other methods
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Figure 6.1. Numerical solution of example 6.3.2 withr = .5, 3 = .7, p=¢ = 1,and 0 = .5.
From left to right, the interval was discretized into 6, 11, 21 and 51 points. The top plots show
Vs(x) (dashed line) and the analytic solution for V'(z) (solid line). The bottom plots show the
discrete optimal strategy o3 (x) (dashed line) and the analytic solution for o™ (z) (solid line).
The dotted horizontal lines are the upper and lower bounds on the discrete control set Us.

often converge faster (e.g., the Gauss-Seidel method [Kus71, theorem 4.6]) and are
not much more difficult to implement, but the Jacobi method will do for our purposes.

The result of implementing this procedure on a computer is shown in figure 6.1, to-
gether then the analytical solution obtained in example 6.3.2, for a particular choice of
parameters. For all but the coarsest discretization, both the discretized value function
and the optimal control are quite close to their analytic solutions; in fact, it appears
that not too fine a grid already gives excellent performance!

Remark 6.6.3. We will not give a proof of convergence here, but you can imagine
why some form of Markov chain approximation would be a good thing to do. The
convergence proof for this procedure does not rely at all on showing that the solution
Vs(x) converges to the solution V' (z) of the continuous Bellman equation. Instead,
one proceeds by showing that the Markov chain x]: converges as § — 0, in a suitable
sense, to the controlled diffusion X;*. One can then show that the optimal control
policy for x} also converges, in a suitable sense, to an optimal control policy for the
diffusion X}, without invoking directly the continuous time verification theorems.
The fact that all the objects in these approximations are probabilistic—and that every
discretized problem is itself an optimal control problem—is thus a key (and quite
nontrivial) idea. For detailed references on this topic, see section 6.7.

Remark 6.6.4. The finite-difference method is only a tool to obtain a suitable Markov
chain approximation for the original problem. The fact that this approximation has its
origins in a finite-difference method is not used in the convergence proofs; in fact, any
Markov chain that satisfies a set of “local consistency” conditions suffices, though
some approximations will converge faster (as § — 0) than others. Even the finite-
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difference scheme is not unique: there are many such schemes that give rise to Markov
chain approximations (though there are also many which do not!). In particular, one
can obtain an approximation without the constraint on U by using one-sided differ-
ences for the derivatives, provided their sign is chosen correctly; on the other hand,
the central difference approximation that we have used is known to converge faster in
most cases (see [KDO1, chapter 5] for details).

To demonstrate the method further, let us discuss another very simple example.

Example 6.6.5 (Inverted pendulum). Consider a simple pendulum in one dimen-
sion, which experiences random forcing and is heavily damped. We use the model

dfy = c1sin(6}) dt — o cos(0y) ug dt + o dWy,

where 6 is the angle relative to the up position (8 = 0), ¢1,c2,0 > 0 are constants,
and we have allowed for a control input u; of the “pendulum on a cart” type (the
control is ineffective when the pendulum is horizontal). Starting in the down posi-
tion (§ = ), we would like to flip the pendulum to the up position as quickly as
possible—with an angular precision € > 0, say—while minimizing the total control
power necessary to achieve this task. We thus introduce the stopping time and cost

T =1inf{t: 0} <eor6; > 2w — e}, Ju] =E l/ {p(us)z—i—q}ds] :
0

where p,q > 0 are constants that determine the tradeoff between minimizing the
inversion time and minimizing the necessary power. The Bellman equation becomes

29V aVv
0 = min { % 8:0(296) + (c1sin(z) — eo cos(z) @) % + pa® + q}
for x € |e, 27 — ¢, with the boundary conditions V(¢) = V(21 —¢) = 0.

We proceed to approximate the Bellman equation using the same finite-difference
approximation used in the previous example. This gives, after some manipulation,

1 252 52
Vs(x) = min {§(W($+5) + Vil - 8) + g + 2

acUs o o2

1)

+ F(Cl sin(z) — ¢z cos(x) a)(Vs(z + 6) — Vs(z — 5))} ) z € S5,
o

where we have set 6 = (1 —¢)/N,Ss = {n+k(n—¢)/N:k=—N,...,N}, S5 =

Ss\{e, 2w — e}, and we impose the boundary conditions Vs (g) = Vs(2r—¢) = 0. We

now need to choose the control interval Us so that the coefficients in the approximate

Bellman equation are transition probabilities, i.e., we need to make sure that

Va e Us.

1
|c1 sin(x) — ¢g cos(z) af < B

202

For example, we can set Us = [—G, G| with G = 02/ca8 — c¢1/ca, provided that we
require ¢ to be sufficiently small that the constant G is positive.
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Figure 6.2. Numerical solution of example 6.6.5 withe = .25, ¢1 = c2 = .5,p=¢ =1, and
o = .5. The interval was discretized into 201 points (/N = 100). The left plot shows the value
function V' (x); the right plot shows the optimal control o ().

Next, we define the Jacobi iterations, starting from any V{(z), by

pa?s? ¢
o2 + o2

1
Vi) = mip {507 o 64y a0 +
acls | 2

+ 2%:2(61 sin(z) — ¢z cos(x) oz)(Vénfl(:c +90)— V(;"*l(:c — 5))} ,
and note that the minimum is in fact attained at
a}yn(:ﬂ) = (c—2 cos(x) (V;;”*l(x +9) — V;;"*l(x — 6))) V(-G)AG.
Little remains but to implement the method, the result of which is shown in figure 6.2.

Remark 6.6.6. We have only discussed approximation of the indefinite time control
problems in one dimension. The method extends readily to multiple dimensions, pro-
vided (as always) that sufficient care is taken to choose appropriate finite differences,
and that sufficient computational power is available. This type of method is also ex-
tremely flexible in that it extends to a wide variety of control problems, and is certainly
not restricted to the indefinite time problem. However, the latter has the nice property
that it is naturally restricted to a bounded domain. For other costs this need not be the
case, so that one has to take care to truncate the state space appropriately. Of course,
any grid-based numerical method will suffer from the same problem.

6.7 Further reading

There are several good textbooks on stochastic optimal control in continuous time.
For detailed treatments of the subject, check out the books by Fleming and Rishel
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[FR75], Fleming and Soner [FS06], Yong and Zhou [YZ99] or Krylov [Kry80]. A
recent review article with many further references is Borkar [Bor05]. A nice recent
book with a strong emphasis on verification theorems is @ksendal and Sulem [@S05].
Finally, Hanson [Han(07] gives a non-mathematical introduction to the subject with an
emphasis on applications and computational methods.

Readers familiar with optimal control in the deterministic setting would likely be
quick to point out that dynamic programming is not the only way to go; in fact, meth-
ods based on Pontryagin’s maximum principle are often preferable in the deterministic
setting. Such methods also exist in the stochastic case; see Yong and Zhou [ YZ99] for
an extensive discussion and for further references. To date, the dynamic programming
approach has been more successful in the stochastic case than the maximum principle
approach, if only for technical reasons. The maximum principle requires the solution
of an SDE with a terminal condition rather than an initial condition, but whose solu-
tion is nonetheless adapted—a feat that our SDE theory certainly cannot accomplish!
On the other hand, the dynamic programming approach requires little more than the
basic tools of the trade, at least in the simplest setting (as we have seen).

The martingale dynamic programming principle gives a rather attractive proba-
bilistic spin to the dynamic programming method; it is also useful in cases where
there is insufficient regularity (the value function is not “nice enough”) for the usual
approach to work. A lucid discussion of the martingale approach can be found in the
book by Elliott [ElI82]; an overview is given by Davis in [Dav79].

Lemma 6.3.3, which guarantees that the exit time from a bounded set has finite
expectation (under a nondegeneracy condition), is taken from [Has80, section II1.7].

Robin [Rob83] gives a nice overview of stochastic optimal control problems with
time-average cost. The book by Davis [Dav77] gives an excellent introduction to
linear stochastic control theory (i.e., the linear regulator and its relatives).

Markov chain approximations in stochastic control are developed extensively in
the books by Kushner [Kus77] and by Kushner and Dupuis [KDO1]. A nice overview
can be found in Kushner [Kus90]. In this context, it is important to understand the
optimal control of discrete time, discrete state space Markov chains; this is treated in
detail in Kushner [Kus71] and in Kumar and Varaiya [KV86]. Kushner and Dupuis
[KDO1] and Kushner [Kus71] detail various algorithms for the solution of discrete
stochastic optimal control problems, including the simple by effective Jacobi and
Gauss-Seidel methods. The convergence proofs for the Markov chain approximation
itself rely heavily on the theory of weak convergence, see the classic book by Billings-
ley [Bil99], Ethier and Kurtz [EK86], and yet another book by Kushner [Kus84].

A different approach to numerical methods for stochastic optimal control prob-
lems in continuous time is direct approximation of the Bellman PDE. Once a suitable
numerical method has been obtained, one can then attempt to prove that its solution
converges in some sense to a solution (in the viscosity sense) of the continuous Bell-
man equation. See, for example, the last chapter of Fleming and Soner [FS06].

One of the most intriguing aspects of optimal stochastic control theory is that it
can sometimes be applied to obtain results in other, seemingly unrelated, areas of
mathematics. Some selected applications can be found in Borell [Bor00] (geometric
analysis), Sheu [She91] (heat kernel estimates), Dupuis and Ellis [DE97] and Boué
and Dupuis [BD98] (large deviations), Fleming and Soner [FS06] (singular perturba-
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tion methods), and in Fleming and Mitter [FM83] and Mitter and Newton [MNO3]
(nonlinear filtering). Dupuis and Oliensis [DO94] discuss an interesting application
to three-dimensional surface reconstruction from a two-dimensional image.

To date, the most important areas of application for optimal stochastic control
are mathematical finance and engineering. An excellent reference for financial appli-
cations is the well-known book by Karatzas and Shreve [KS98]. In engineering, the
most important part of the theory remains (due to the fact that it is tractable) stochastic
control of linear systems. However, this theory goes far beyond the linear regulator;
for one example of this, see the recent article by Petersen [Pet06].



CHAPTER

Filtering Theory

Filtering theory is concerned with the following problem. Suppose we have some
signal process—a stochastic process X;—which we cannot observe directly. Instead,
we are given an observation process Y; which is correlated with X,;; we will restrict
ourselves to the important special case of “signal plus white noise” type observations
dY:y = h(X:)dt + o dW,, where W, is a Wiener process. Given that by time ¢
we can only observe {Y; : s < ¢}, it becomes necessary to estimate X; from the
observations Y;<;. For any function f, we have already seen that the best estimate, in
the mean square sense, of f(X,) given Ys<, is given by the conditional expectation
me(f) = E(f(X¢)|FY ), where FY = o{Y; : s < t} (see proposition 2.3.3).

The goal of the filtering problem is to find an explicit expression for 74 (f) in terms
of Ys<y; in particular, we will seek to express 7. (f) as the solution of a stochastic dif-
ferential equation driven by Y;. This is interesting in itself: it leads to algorithms that
allow us to optimally estimate a signal in white noise, which is important in many ap-
plications. In addition, we will see that filtering also forms an integral part of stochas-
tic optimal control in the case where the feedback signal in only allowed to depend on
noisy observations (which is the case in many applications), rather than assuming that
we can precisely observe the state of the system (which we have done throughout the
previous chapter). Before we can tackle any of these problems, however, we need to
take a closer look at some of the properties of the conditional expectation.

7.1 The Bayes formula

In your undergraduate probability course, you likely encountered two types of condi-
tioning. The first type is the calculation of conditional expectations for finite-valued
random variables; this idea was developed in section 2.1, and we have seen that it is
a special case of the general definition of the conditional expectation. The second ap-
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proach is for continuous random variables with probability densities; as we have not
yet discussed conditional expectations in this setting, let us take a moment to show
how this idea relates to the general definition of the conditional expectation.

Example 7.1.1 (Conditioning with densities). Consider two random variables X, Y
on some probability space (€2, F,P), such that X and Y both take values in the inter-
val [0,1]. We will assume that X and Y possess as joint density p(x,y); by this we
mean that for any bounded measurable function f : [0, 1] x [0, 1] — R, we can write

1 1
E(f(X,Y)) = / / f() ple, ) de dy.

In your undergraduate course, you likely learned that the “conditional expectation” of
f(X,Y), givenY =y (y € [0, 1)), is given by

1
Jo z,y) dz
E(f(X, Y)Y =y) == :
fo z,y) dm
This is often justified by analogy with the discrete case: if X, Y take discrete values
X1y..., Ty and Y1, . . ., Yn, rather than continuous values z, y € [0, 1], then (why?)

E(f(X, V)Y = ;) = 2= Zf @ovi)Pi (X = 2 and Y = ).
i=1DPij

On the other hand, it is not at all clear that the quantity E(f(X,Y)|Y = y) is even
meaningful in the continuous case—after all, P(Y = y) = 0 for any y € [0, 1]! (This
is necessarily true as, by our assumption that p(z, y) exists, the law of Y is absolutely
continuous with respect to the uniform measure on [0, 1].)

To make mathematical sense of this construction, consider the more meaningful
expression (which is similarly the natural analog of the discrete case)

B YY) = Jo It iE Ym DL =y,
0 .'17 T

We claim that the random variable M;(Y"), defined in this way, does indeed satisfy
the Kolmogorov definition of the conditional expectation. To verify this, it suffices to
show that E(E(f(X,Y)|[Y) u(Y)) = E(f(X,Y) u(Y)) for any bounded measurable
u (after all, the indicator function I 4 is of this form for any A € o{Y}). But

B(M(Y) u / / My(y) u(y) ple, y) da dy

/ fo L dx) < 0 [ /olp(”“”y) dm} dy = E(f(X,Y)u(Y)),

which is precisely what we set out to show.
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A trivial but particularly interesting case of this construction occurs for the density
p(z,y) = p(x)q(y), i.e., when X and Y are independent, X has density p(z) and Y’
has density ¢(y). In this case, we find that the conditional expectation is given by

BUXYIV) = [ feY)ple) .

Evidently, when two random variables are independent, conditioning on one of the
random variables simply corresponds to averaging over the other. You should con-
vince yourself that intuitively, this makes perfect sense! In fact, we have already used
this idea in disguise: have another look at the proof of lemma 3.1.9.

The conclusion of the previous example provides a good excuse for introductory
courses not to introduce measure theory as the cornerstone of probability. However,
the fundamental idea that underlies this example becomes much more powerful (and
conceptually clear!) when interpreted in a measure-theoretic framework. Let us thus
repeat the previous example, but from a measure-theoretic point of view.

Example 7.1.2 (Conditioning with densities II). Consider the space 2 = [0, 1] x
[0, 1], endowed with its Borel o-algebra F = B([0, 1]) x B([0, 1]) and some probabil-
ity measure P. Denote by Y : 0 — [0, 1] the canonical random variable Y (z, y) = v,
and let Z be any integrable random variable on (). Beside P, we introduce also the
product measure Q = pg X o, where pg is the uniform measure on [0, 1].

Now suppose that the measure P is absolutely continuous with respect to Q. Then

Br(2) =B (2 55 - // (2.9) o (0:9) ey,

where we have expressed the uniform measure in the usual calculus notation. Clearly
dP/dQ is the density p(x,y) of the previous example, and (by the Radon-Nikodym
theorem) the existence of p(z, y) is precisely the requirement that P < Q.

We now have two probability measures PP and Q. Ultimately, we are interested in
computing the conditional expectation Ep(Z|Y). It is not immediately obvious how
to do this! On the other hand, under the measure QQ, the computation of the conditional
expectation Eg(Z|Y) is particularly simple. Let us consider this problem first. We
claim that for any integrable random variable Z (i.e., Eg(|Z|) < 00), we can write

EQ(ZW)(%ZJ):/ Z(%y)uo(dm):/o Z(x,y) dw.

[0,1]

To be precise, we should first verify that this random variable is in fact measurable—
this is indeed the case by Fubini’s theorem. Let us now check Kolmogorov’s definition
of the conditional expectation. First, note that o{Y'} = {Y~1(A) : A € B([0,1])} =
{[0,1] x A : A € B(]|0,1])}. Hence for any S € o{Y}, the indicator function
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Is(z,y) = Is(y) is only a function of y. Therefore, we find that for any S € o{Y},

Eq(Is Eg(Z]Y)) = / {Is(y) /[ . Z(sc,ymo(d:c)}@(dz,dy)—

Q

/ {Is(y)/ Z(z,y) uo(dw)}uo(dy) =Eq(Is 2),
[0,1] [0,1]

where we have used Fubini’s theorem to write the repeated integral as a product inte-
gral. But this is precisely the Kolmogorov definition—so the claim is established.
Apparently the computation of Eg(Z|Y") is more or less trivial. If only we were
interested in the measure Q! Unfortunately, in real life we are interested in the mea-
sure P, which could be much more complicated than Q (and is most likely not a
product measure). Now, however, we have a cunning idea. As P < Q, we know
that one can express expectations under P as expectations under Q by inserting the
Radon-Nikodym derivative: Ep(Z) = Eg(Z dP/dQ). Perhaps we can do the same
with conditional expectations? In other words, we can try to express conditional ex-
pectations under PP in terms of conditional expectations under Q, which, one would
think, should come down to dropping in Radon-Nikodym derivatives in the appropri-
ate places. If we can make this work, then we can enjoy all the benefits of Q: in
particular, the simple formula for Eg(Z|Y") would apply, which is precisely the idea.

The question is thus: how do conditional expectations transform under a change
of measure? Let us briefly interrupt our example develop the relevant result.

Lemma 7.1.3 (Bayes formula). Ler (2, F,P) be a probability space, and P < Q for
some probability measure Q. Then for any o-algebra G C F and for any integrable
random variable X (i.e., we require Ep(|X|) < 00), the Bayes formula holds:

_ Eo(X dP/dQ|G)

Ep(X[G) = Eq(dP/dQ|G) P-a.s.

This expression is well-defined, as P(Eq(dP/dQ | G) = 0) = 0.

Remark 7.1.4. Recall that the conditional expectation Ep(X|G) is only defined up
to P-a.s. equivalence—hence we can never ask for a stronger result than one which
holds P-a.s. This is a more fundamental issue than a mere technicality. Note that
P <« Q only states that Q(A) = 0 implies P(A) = 0, not necessarily the other way
around. There could thus be two versions of Ep(X|G) which are distinct with positive
probability under the measure Q! Evidently it is important to specify, when we deal
with conditional expectations with respect to different measures, under which mea-
sure we are “almost sure” (a.s.) of our statements. Fortunately, in many applications
(including the ones in this chapter) Q < P as well, so that this is no longer an issue.

Proof. First, let us verify that the conditional expectations are defined, i.e., we need to check in-
tegrability. Ep(|X|) < oo by assumption, while Eq(|dP/dQ|) = 1 (as dP/dQ is nonnegative).
Finally, Eq(|X dP/dQ|) = Ep(]X|) < oo, so all the quantities at least make sense.
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The rest is essentially an exercise in using the elementary properties of the conditional
expectation: you should verify that you understand all the steps! Let S € G be arbitrary, and
note that Eg(Is Eq(X dP/dQ|G)) = Eq(Is X dP/dQ) = Ep(Is X) = Ep(Is Ep(X|G)) =
Eq(Is dP/dQEp(X|G)) = Eg(Is Eg(dP/dQ|G) Ep(X|G)). But this holds for any S € G,
so we find that Eg(X dP/dQ | G) = Eq(dP/dQ|G) Er(X|G) Q-a.s. (why?).

We would like to divide both sides by Eq(dP/dQ | G), so we must verify that this quantity
is nonzero (it is clearly nonnegative). Define the set S = {w : Eg(dP/dQ|G)(w) = 0},
and note that S € G as the conditional expectation is G-measurable by definition. Then 0 =
Eg(Is Eg(dP/dQ|G)) = Eg(Is dP/dQ) = P(S). Hence we can go ahead with our division
on the set S, which has unit probability under P. The result follows directly. O

We can now complete our example. Using the Bayes formula, we find that P-a.s.

_ Eq(ZdP/dQ|Y)(z,y) _ JpmZ(@:y) f5(@,y) poldr)

EQ(dP/dQ ‘ Y) (.I, y) B f[O,l] g%(%, y) 120} (dl‘) ’

Ep(Z]Y)(z,y)

where we have substituted in our simple expression for Eg(Z|Y). But this is pre-
cisely the density expression for the conditional expectation! When viewed in this
light, there is nothing particularly fundamental about the textbook example 7.1.1: it
is simply a particular example of the behavior of the conditional expectation under
an absolutely continuous change of measure. The new measure (o X g, called the
reference measure, is chosen for convenience; under the latter, the computation of the
conditional expectations reduces to straightforward integration.

The generalization of example 7.1.1 to the measure-theoretic setting will pay off
handsomely in the solution of the filtering problem. What is the benefit of abstraction?
In general, we wish to calculate Ep(X |G), where G need not be generated by a simple
random variable—for example, in the filtering problem G = o{Y; : s < t} is gener-
ated by an entire continuous path. On the space of continuous paths, the concept of a
“density” in the sense of example 7.1.1 does not make sense; there is no such thing as
the uniform measure (or even a Lebesgue measure) on the space of continuous paths!
However, in our more abstract setup, we are free to choose any reference measure we
wish; the important insight is that what really simplified example 7.1.1 was not the
representation of the densities with respect to the uniform measure per se, but that
under the uniform measure X and Y were independent (which allowed us to reduce
conditioning under the reference measure to simple integration). In the general case,
we can still seek a reference measure under which X and G are independent—we even
already have the perfect tool for this purpose, the Girsanov theorem, in our toolbox
waiting to be used! The abstract theory then allows us to proceed just like in example
7.1.1, even though we are no longer operating within its (restrictive) setting.

Example 7.1.5. Before developing a more general theory, let us demonstrate these
ideas in the simplest filtering example: the estimation of a constant in white noise.
We work on the space (2, F, {F:},P), on which are defined a (one-dimensional)
JFi-Wiener process Wy and an Fy-measurable random variable X (which is thus by
definition independent of W;). We consider a situation in which we cannot observe
X directly: we only have access to noisy observations of the form y; = Xy + x &,
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where &, is white noise. As usual, we will work in practice with the integrated form
of the observations to obtain a sensible mathematical model (see the Introduction and
section 3.3 for discussion); i.e., we set Y; = Xot + «kW;. The goal of the filtering
problem is to compute 7;(f) = Ep(f(Xo)|F) ), where 7Y = o{Y; : s < t} is the
observation filtration, for a sufficiently large class of functions f; then m;(f) is the
optimal (least mean square) estimate of f(Xj), given the observations up to time ¢.
To tackle this problem, we will essentially repeat example 7.1.1 in this setting. As
we are conditioning on entire observation paths, we do not have a uniform measure
available to us; nonetheless, we can find a reference measure Q under which X and
Y, are independent, at least on finite time intervals! This is just Girsanov’s theorem.

Lemma 7.1.6. Suppose A;l below satisfies Ep(A}l) =1, and define Qr < P by

d 1

% = exp (—anOWT - 5/-;2()(0)2T> = A

Then under Qr the random variable X has the same law as under P, and the process
{li’lYt}te[O)T] is an Fy-Wiener process independent of Xo. Moreover, P < Qr with

dP
dQr

Proof. By Girsanov’s theorem (see also remark 4.5.4), {x 'Y },c (0,7 18 an F¢-Wiener process
under Q7. But Xj is Fo-measurable, so {flet}tE[O,T] must be independent of X, under
Qr. To show that X has the same law under Qr, note that A, lisa martingale under P (as
it is a nonnegative local martingale, and thus a supermartingale, with constant expectation);
hence Eq,. (f(Xo0)) = Ee(f(Xo)A7") = Ee(f(Xo) Ex(A7'|F0)) = Ep(f(Xo)) for every
bounded measurable f, which establishes the claim. Finally, to show that P < Qr, note that
A is (trivially) the corresponding Radon-Nikodym derivative. We are done. O

1
= exp (nQXOYT - 5/12(X0)2T) =Arp.

The following corollary follows trivially from the Bayes formula.

Corollary 7.1.7. If Ep(|f(X0)|) < oo, then the filtered estimate is given by

Eo, (F(Xo) A7)

As Y; and X are independent under Q;, one would expect that conditional ex-
pectations under Q; can again be replaced by straightforward integration. The corre-
sponding argument is essentially identical to the one used previously.

Lemma 7.1.8. If Ep(|f(X0)|) < oo, then

(1) = B, (MR = [ 7o) exp (5720 = 3727t ) i, (o),

where [ix, is the law of the random variable X, and 71,(f) = o(f) /o (1).

Proof. Tt suffices to check that Eq, (14 Eq, (f(Xo)A:| 7)) = Eqg,(Iaf(Xo)A:) for every
A € FY . But this follows by an argument identical to the one employed in lemma 3.1.9. O
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This is all we need to treat some specific examples!

Example 7.1.9 (Finite state case). Suppose that X takes the values z1, ..., x, with
probabilities p1, . . ., p,. Then we can write, for any function f,

>y Pi f (i) exp(n—2a;Yy — gr2at)

m(f) = Z?:lpi exp(k—2z;Y; — %H*Q:c?t)

Example 7.1.10 (Gaussian case). For Gaussian X with mean ;. and variance o2,

1

oV 2T

Ut(f) = / f(I) 6H721Yt—H72w2t/2€_(1_u)2/202 d.

This expression can be evaluated explicitly for f(x) = z and f(x) = 22, for example.
The calculation is a little tedious, but gives the following answer:

K2 %Y, K202
Ex(Xo|F) = ﬁv Er((X0)?F)) — (Be(Xo|lF))? = prampre
Remark 7.1.11. Evidently, in the current setting (regardless of the law of X)), the
optimal estimate 7;(f) depends on the observation history only through the random
variable Y; and in an explicitly computable fashion. This is an artefact, however, of
this particularly simple model; in most cases the optimal estimate has a complicated
dependence on the observation history, so that working directly with the Bayes for-
mula, as we have done here, is not as fruitful (in general the Bayes formula does not
lend itself to explicit computation). Instead, we will use the Bayes formula to obtain
a stochatic differential equation for 74 (f), which can subsequently be implemented
recursively using, e.g., an Euler-Maruyama type method (at least in theory).

7.2 Nonlinear filtering for stochastic differential equations

The filtering problem
We work on (9, F, {F;},P). Consider a signal process of the form

t ¢
Xt:Xo—i—/ b(s, Xs,us) ds—l—/ o(s, Xs,us) dWs,
0 0

i.e., the signal which we would like to observe is the solution of a (possibly con-
trolled) n-dimensional stochastic differential equation driven by the m-dimensional
JF-Wiener process W;. However, we do not have direct access to this signal; instead,
we can only see the measurements taken by a noisy sensor, whose output is given by

t t
Yt:/ h(s,XS,us)ds—i-/ K (s) dBs,
0 0

where B, is a p-dimensional F;-Wiener process independent of W;. This model is of
the “signal plus white noise” type: we observe essentially y; = h(t, us, X¢)+ K (¢) &,
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where &; is white noise, but we work with the integrated form to obtain a sensible
mathematical model (see the Introduction and section 3.3 for further discussion). In
the equations above b : [0,00[ x R” x U — R", ¢ : [0,00[ x R" x U — R"*™,
h:[0,00[ x R" x U — RP,and K : [0, co[ — RP*P are measurable maps, U C RY,
and u; is presumed to be adapted to the observation filtration FY = o{Ys : s < t}.

Remark 7.2.1. This is a rather general model; one often does not need this full-blown
scenario! On the other hand, we are anticipating applications in control, so we have
already included a control input. Note, however, that the control may only depend
(causally) on the observation process; we can no longer use the state of the system X
to determine u;! This rules out the control strategies developed in the previous chapter,
and we must reconsider our control problems in this more complicated setting.

The goal of the filtering problem is to compute, on the basis of the observations
{Ys : s < t}, the (least mean square) optimal estimates 7,(f) = Ep(f(X¢)|FY ), at
least for a sufficiently large class of functions f. To keep matters as simple as possible
we will be content to operate under rather stringent technical conditions:

1. The equation for (X}, Y;) has a unique F;-adapted solution;
2. K(t) is invertible for all t and K (t), K (t)~! are locally bounded;
3. b, 0, h are bounded functions.

The last condition is particularly restrictive, and can be weakened significantly (see
section 7.7 for detailed references). This tends to become a rather technical exercise.
By restricting ourselves to bounded coefficients, we will be able to concentrate on the
essential ideas without being bogged down by a large number of technicalities.

Unfortunately, one of the most important examples of the theory, the Kalman-
Bucy filter, does not satisfy condition 3. We will circumvent the technicalities by
treating this case separately, using a different approach, in the next section.

The Kallianpur-Striebel formula

Our first order of business is essentially to repeat example 7.1.1 in the current setting;
that is, we will find an explicit representation of the filtered estimates 7. (f) in terms of
a particularly convenient reference measure Q. How should we choose this measure?
The discussion in the previous section suggests that we should try to choose Q such
that X; and FY are independent under Q. The presence of the control u; makes this
difficult, but fortunately it will suffice to make X, W, and Y; independent.

Lemma 7.2.2. Define the measure Qr < P by setting

T T
— —exp —/ (K1)~ h(t, Xy, us))*dBy — 1/ | K (8) " h(t, Xoyue) | ?dt |

Then under Qr, the process (Wy,Yy)iejo,1) is an (m + p)-dimensional F-Wiener
process (so, in particular, independent of X ), where

t t
Y, :/ K(s)"'h(s, Xs,us)ds + By = / K(s)~tdy,.
0 0
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Moreover, P < Qr with

dpP 1

T B T o )
P ep [/0 (K(#) h(t,Xt,ut))*dYt—§/0 K (6) " h(t, X1, ur)]| dt].

Remark 7.2.3. In filtering theory, we will regularly encounter stochastic intergrals
with respect to processes such as Yy, ;. As Y; is a Wiener process under Qr, we can
construct these integrals under Q7 by our usual approach. We then indeed find, e.g.,

t t t
/F;dYS:/ F;K(s)*lh(s,xs,us)dﬁ/ F*dB;,
0 0 0

as one would naively think, by virtue of the fact that Qp and IP are mutually absolutely
continuous; this is easily verified when F} is simple and bounded, and can be extended
to any integrable F; through the usual process of taking limits and localization. Al-
ternatively, one can set up a more general integration theory that is not restricted to
Wiener process integrands, so that these integrals can be constructed under both mea-
sures. As this is an introductory course, we will not dwell on these technical issues;
we will be content to accept the fact that stochastic integrals are well-behaved under
absolutely continuous changes of measure (see, e.g., [Pro04] or [RY99]).

Proof. By conditions 2 and 3, Novikov’s condition is satisfied. We can thus apply Girsanov’s
theorem to the (m-+p)-dimensional process (dW;, dY;) = dY; = H; dt-+dW, where W, =
(We, By) and Hy = (0, K ()" (¢, X¢,u¢)). We find that under Qr, the process {Y¢};e(0,7]
is an Fy-Wiener process; in particular, W; and Y; are independent Wiener processes and both
are independent of X (as Xy is Fo-measurable, and these are F;-Wiener processes).

Now note that P < Qr follows immediately from the fact that dQx /d[P is strictly positive,
where dP/dQr = (dQr/dP)™" (which is precisely the expression in the statement of the
lemma). After all, Eg.(Z (dQr/dP)™") = Ep(Z dQz /dP (dQr /dP)™') = Ep(Z). |

Applying the Bayes formula is now straightforward. We will frequently write

T T
] o1 ]
Ar = exp V () (e, X u)"d¥s = 5 [ K0 b, Xo,un) | e
0 0

which is a martingale under Q¢ for t < T (Novikov). The Bayes formula now gives:

Corollary 7.2.4. If Ep(|f(X:)|) < oo, the filtered estimate m,(f) is given by

Y o,
milf) = Ep(f(X0)|FY) = Sl XOAFe) _ o)

Eg, (M 7YY oe(1)’

where we have defined the unnormalized estimate o+(f) = Eq, (f(X¢)Ae| FY).

This expression is called the Kallianpur-Striebel formula. In fact, Kallianpur and
Striebel went a little further: they actually expressed the unnormalized conditional
expectation o, (f) as an integral over a part of the probability space, just like we did
in the previous section, thus making the analogy complete (see, e.g., [LSOla, section
7.9], for the relevant argument). However, we will find is just as easy to work directly
with the conditional expectations, so we will not bother to make this extra step.
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Remark 7.2.5. Note that Girsanov’s theorem implies Q;(A) = Qp(A) for any A €
Fy: in particular, Eq, (f(X¢)Ad 7)) = Eq (f (XA F) = Eq, (f(Xi)Ar|F))
(why?). We will occasionally use this, e.g., in the proof proposition 7.2.6 below.

What progress have we made? Quite a lot, as a matter of fact, though it is not
immediately visible. What we have gained by representing 7, (f) in this way is that
the filtering problem is now expressed in terms of a particularly convenient measure.
To proceed, we can turn the crank on our standard machinery: the It6 rule et al.

The Zakai equation

For the time being, we will concentrate not on 7, ( f), but on its unnormalized counter-
part o (f). Our next order of business is to find an explicit expression for o (). This
is not too difficult; we simply apply Itd’s rule to the process f(X¢)A;, then try to com-
pute the conditional expectation of this expression (making use of the independence
properties under Q;). Once we have accomplished this, the remainder is easy: another
application of the Itd rule gives an expression for the normalized quantity ¢ (f).

Proposition 7.2.6 (Zakai equation). Let f be C? and suppose that f and all its
derivatives are bounded. Then we can write

o(f) = oo(f) + /O o (L0 f) ds + /O ou(K () 2 f)dYs,

where oo(f) = Ep(f(Xo)) and (R f)(x) = h(s, z, us) f(x).
Proof. Using It0’s rule, we find that

F( XA = f(Xo) + t As LY F(Xs)ds + tAS (Vf(Xs)) o(s, Xs,us) dWs
0 0

+/ As f(Xs) (K(s) " h(s, X5, us)) dYs.
0

By our boundedness assumptions, all the integrands are in £ (p; X Q;). Hence we can compute

Bo, (FOEAIEY) = Bo, (FOXIFD) + [ Bay(An 2SI ds
+ [ B (s KG) A, Xevue) FOC)IE ) a,
0

where we have used lemma 7.2.7 below. It remains to note that Xy and .7—'tY are independent
under Q, so B, (f(Xo0)[F") = Eq, (f(Xo)) = Ez(f(Xo0)). g

We have used the following elementary result.

Lemma 7.2.7. Let Wy, V; be independent F;-Wiener processes, let F. € EQ(W x IP)
be Fi-adapted, and define the sub-filtration ftw =o{Ws:s <t} C F. Then

t
E {/ FdWs
0

t t
ftw} =/ E(F,|F) W, E[/ F,av,
0 0

ftW}zo
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Moreover, a similar result holds for the time integral:

t
IE{/ Fgds
0

Proof. Choose any A € F}V, and note that by the Ito representation theorem

t
]-"tw} :/ E(F,|FY) ds.
0

t
Ia=P(A) + / H, dW,
0

for some F}" -adapted process H. € £*(u: x IP). Let us now apply the polarization identity
2E(L(H)I(F)) = B((I,(H) + I;(F))?) — E(I(H)?) — E(I;(F)?) and the It6 isometry:

t t t
E[IA/ FdeS}:]E{/ FSHSds}:EU E(F,|FY) H, ds| ,
0 0 0

where we have used Fubini’s theorem and the tower property of the conditional exepctation in
the last step. But by applying the same steps with F replaced by E(Fs|FY), we find that

t t
E {IA/ F. dWS] =E {IA/ JE(FS|J-'§V)dWS] forall Ae 7.
0 0

Hence the first statement follows by the Kolmogorov definition of the conditional expectation.
The second statement follows in the same way. To establish the last statmement, note that

E [IA /Othds} :E[IA /OtE(F5|ftW)ds} =E [IA /OtE(F5|fSW)ds}

for A € F}V, where the first equality follows by using Fubini’s theorem and the tower property
of the conditional expectation, and the second equality follows as F’, being F,-measurable, is
independent of 7}, = o{W, — W, : s <r < t},and F}¥ = o{FVV, F/'.}. O
The Kushner-Stratonovich equation and the innovations process

Now that we have an equation for o ( f), the equation for 7, ( f) is simply a matter of
applying It6’s rule. Let us see what happens.

Proposition 7.2.8 (Kushner-Stratonovich equation). Let f be C? and suppose that
f and all its derivatives are bounded. Then we can write

m(f) = mo(f) +/0 T (LEf) ds +
/o {mo(K ()7 L) = ma(f) o (K ()7 B} (AY — (K () 7 AY) ds),

where 7o (f) = Ep(f(Xo)) and (¥ f)(z) = h(s,z,us) f(x).

Proof. o+(1) is strictly positive P-a.s. (by lemma 7.1.3), and hence also Qr-a.s. (t < T') as
Qr < P. Hence we can apply 1td’s rule to compute o ( f)(o+(1))~". Straightforward compu-
tations and application of the Kallianpur-Striebel formula yield the desired expression. O
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In the Kushner-Stratonovich equation, the interesting process
B B t
By =Y, —/ 7o (K (s)"'h") ds
0

just popped up while applying Itd’s rule; B is called the innovations process. It has
an important property that can be extremely useful in control applications.

Proposition 7.2.9. Under P, the innovation By is an F} -Wiener process, so we have

ro(f) = m(f) + / (L0 f) ds + / (K () (ma(h2 f) — ma(£) ma(h))}*dB.

Proof. B is clearly F} -adapted and has continuous sample paths. To prove that it is a Wiener
process, we proceed essentially as in the proof of Girsanov’s theorem: we will show that
Ep(eia*(BﬁBS)“ﬁZ) — e llell?(t=s)/2 Ep(e"??)  for any F) -measurable Z.
It suffices to prove that Ep(e’®” (Bi—Bs) |FY) = e 1o17(t=5)/2 yq this statement then follows.
To proceed, let us apply 1to’s rule to e’ Bt This gives

t
ia* B ia* By ia* By
ete" Bt _ gia"Bs +/ RS T’LOé*dBT-
S

tL 2
+/ el Br [m*K(r)*l(h(r,XmuT.) — . (hY)) — @ dr.

We now condition on .7-'3’ . We claim that the stochastic integral vanishes; indeed, it is an
Fi-martingale, so vanishes when conditioned on F;, and .7-'3/ C Fs establishes the claim.
Moreover, note that Ep(e*® B Bp(h(r, X,, u, )| FX)|FY) = Be(e’® Prh(r, X, u.)|FY),
as e’ Pris FY -measurable and F) C FY . Hence as in the proof of lemma 7.2.7, we find

E i0*By| Y\ _ ia*Bs ||a||2 ¢ ia* By Y
p(e |Fs )=¢e — T Ep(e |Fs )dr.

. . . . L% D TN - S 204
But this equation has the unique solution Ep(e'® Bt |FY) = eio" Ba~llalm(t=s)/2, a

We will postpone providing an application of this result until section 7.5.

How to compute the filtered estimates?

We have now obtained a stochastic integral expression—the Kushner-Stratonovich
equation—for 7 (f). However, as you have most likely already noticed, this is not a
stochastic differential equation for 7+ (f). After all, the integrands in this equation de-
pend on 7 (L f), m(hY f), etc., which can not be expressed (in general) as functions
of m¢(f)! Hence this equation can not be used by itself to compute 7 ( f).

You might hope that if we choose the functions f correctly, then the filtering equa-
tions would close. For example, suppose there is a collection f1,..., f,, for which
we can show that 7 (£ f;), m¢(h}' f;) and 7 (h¥) can again be expressed as functions
of m(f1),...,m(fn). The Kushner-Stratonovich equation for (m¢(f1), ..., 7(fn))
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would then reduce to an SDE which can be computed, e.g., using the Euler-Maruyama
method. Unfortunately, it turns out that this is almost never the case—in most cases no
finite-dimensional realization of the filtering equation exists. There is one extremely
important exception to this rule: when b, & are linear, o is constant and X is a Gaus-
sian random variable, we obtain the finite-dimensional Kalman-Bucy filter which is
very widely used in applications; this is the topic of the next section. However, a
systematic search for other finite-dimensional filters has unearthed few examples of
practical relevance (see, e.g., [HW81, Mit82, Par91, HC99]).!

Of course, it would be rather naive to expect that the conditional expectations
Ep(f(X:)|F}) can be computed in a finite-dimensional fashion. After all, in most
cases, even the unconditional expectation Ep(f(X;)) can not be computed by solving
a finite-dimensional equation! Indeed, the Itd rule gives

& ER((X0) = Ex (£ (X)),

which depends on Ep (%" f(X¢)); and the equation for Ep(.Z* f (X)) will depend on
Ep( L2 LY f(Xy)) (if b, o, f are sufficiently smooth), etc., so that we will almost cer-
tainly not obtain a closed set of equations for any collection of functions f1,..., f,.
(Convince yourself that the case where b, f are linear and ¢ is constant is an excep-
tion!) To actually compute Ep(f(X})) (in the absence of control, for example), we
have two options: either we proceed in Monte Carlo fashion by averaging a large num-
ber of simulated (random) sample paths of X, or we solve one of the PDEs associated
with the SDE for X;: the Kolmogorov forward or backward equations. The latter are
clearly infinite-dimensional, while in the former case we would need to average an
infinite number of random samples to obtain an exact answer for Ep(f(X})).

We are faced with a similar choice in the filtering problem. If we are not in the
Kalman-Bucy setting, or one which is sufficiently close that we are willing to lin-
earize our filtering model (the latter gives rise to the so-called extended Kalman filter
[Par91]), we will have to find some numerically tractable approximation. One popular
approach is of the Monte Carlo type; the so-called particle filtering methods, roughly
speaking, propagate a collection of random samples in such a way that the probability
of observing these “particles” in a certain set A is an approximation of 7;(I4) (or of a
related object). Particle methods are quite effective and are often used, e.g., in track-
ing, navigation, and robotics applications. Unfortunately the details of such methods
are beyond our scope, but see [Del04, CL97] for discussion and further references.

Another approach is through PDEs. For simplicity, let us consider (on a formal
level) the filtering counterpart of the Kolmogorov forward equation. We will assume
that the filtering problem possesses a conditional density, i.e., that there is a random
density p;(z), which is only a functional of the observations ftY , such that

m(f) = E=(£(X0)|FY) /f ) pia

! An important class of finite-dimensional nonlinear filters with applications, e.g., in speech recogni-
tion, are those for which the signal X is not the solution of a stochastic differential equation, as in this
section, but a finite-state Markov process [Won65, LS01a]. We will discuss a special case in section 7.4.
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Formally integrating by parts in the Kushner-Stratonovich equation, we obtain

dpi(x) = (L) " pe(z) dt +
pe(@){K ()" (h(t, 2, up) — m(hi)}* (dYs — my (K ()~ hi') dt),

which is a nonlinear stochastic partial integro-differential equation. It is not an easy
task to make mathematical sense of this equation; how should the equation even be
interpreted, and do such equations have solutions? For details on such questions see,
e.g., [Kun90]. If we wish to work with PDEs, however, it usually makes more sense
to work with the Zakai equation instead. Assuming the existence of ¢;(x) such that

oi(f) = /f(ac) qi () dz, pi(x) = %’

we can formally obtain the Zakai equation in PDE form:
dgi(x) = (L") qu() dt + qe(x) (K ()" h(t, 2, up)) " dYs.

At least this equation is a linear stochastic partial differential equation, a much more
well-posed object. It is still much too difficult for us, but the corresponding theory can
be found, e.g., in [Par82, Par91, Ben92, Kun90]. The Zakai PDE can now be the start-
ing point for further approximations, e.g., Galerkin-type methods [GP84], spectral
methods [LMR97], or projection onto a finite-dimensional manifold [BHL99].
Finally, there is a third approach which is similar to the method that we have
already encountered in the control setting. We can approximate our signal process by a
discrete time finite-state Markov process, and introduce an appropriate approximation
to the observation process; this can be done, e.g., by introducing a suitable finite-
difference approximation, as we did in the last chapter. The optimal filter for the
approximate signal and observations is a finite-dimensional recursion, which can be
shown to converge to the solution of the optimal filtering problem [Kus77, KDO1].
For a recent review on numerical methods in nonlinear filtering, see [Cri02].

Example 7.2.10. For sake of example, and as we already have some experience with
such approximations, let us discuss an extremely simple Markov chain approximation
for a nonlinear filtering problem. This is not necessarily the method of choice for such
a problem, but will serve as a simple demonstration.

Consider a signal process 6; on the circle which satisfies

df; = wdt +vdW, (mod 27),
where 6 is uniformly distributed on the circle. We consider the observations process
d}/t = sin(@t) dt + K dBt,

and our goal is to estimate 6, given FY . Such a model can be used in phase tracking
problems (e.g., in a phase lock loop), where the goal is to estimate the drifting phase
of an oscillating signal (with carrier frequency w) from noisy observations [ Wil74].
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To proceed, it is easiest to first approximate the signal process #; by a Markov
chain, so that we can subsequently formulate a filtering problem for this Markov chain.
To this end, let us consider the Kolmogorov backward equation for 6;:

du(t,0)  v*0%u(t,0) du(t,0) B
o 3 o Y 0 WO =S
so that u(t, Xo) = E(f(X:)|Xo). Substituting our usual finite-difference approxima-

tions on the right, and using a forward difference for the time derivative, we obtain

u(t+A,0) ~ [1 - Aé—z] (t,0)+ QA(S[; +w}u(t,9+6)+2% [%2 —w]u(t,@—&),

where A is the time step size, § = w/N is the discretization step on the circle, i.e.,
we discretize |0, 27] into S5 = {kd : k = 1,...,2N}, and circular boundary condi-
tions are implied. But this expression is easily seen to be the Kolmogorov backward
equation for the Markov chain z,, with values in S5 and with transition probabilities

P(z, = k| 1 = ki) = A Pln = (kt 1)0[zn_1 = ko) = = i
- Tn—-1 = - 52 ) Tn = Tp—1 = 25 5 w

provided that A, ¢ are sufficiently small that these values are in the interval [0, 1].

Now that we have obtained our approximate Markov chain, how can we use this to
approximate the optimal filter? Rather than using the Zakai or Kushner-Stratonovich
equations, let us use directly the Kallianpur-Striebel formula. In the current case, we
can write the optimal filter as m;(f) = o¢(f)/o:(1), where

o+(f) = Eq, {f(Xt) exp (/Ot k2 sin(0;) dY; — %/Otn sin?(6;) dt)‘fty] .

To approximate this expression, we replace 6; by the approximate Markov chain x,,,
and we replace the integrals by Euler-Maruyama type sums. This gives

o) = B[] S Otmia ) 81| 27,
where Q is the measure under which z,, and 7} are independent. A weak con-

vergence argument [KDO1, Kus77] guarantees that this approximate expression does
indeed converge, as A, § — 0, to the exact unnormalized estimate o, (f).

Remark 7.2.11. Consider the following discrete time filtering problem: the signal is
our Markov chain x,,, while at time n we observe y,, = sin(x,,) A+ & &,, where &, is
a Gaussian random variable with mean zero and variance A, independent of the signal
process. Using the Bayes formula, you can easily verify that

E (f(CCn)An|f7‘7{) kT2 sin(x —1sin?(x
B(fnllF) = =g h gy A e T e A,

where FY = o{ym : m < n} and Q is the measure under which {z,} and {y,}
are independent. Evidently our approximate filter is again a filter for an approximate
problem, just like the Markov chain approximations in the stochastic control setting.
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MW-A\.\WM' L w\l

Figure 7.1. Numerical solution of example 7.2.10 withw = v = .5, k = .1, A = .05 and
N = 25, on the interval ¢ € [0,20]. The top plot shows 6, (blue line) and the approximate
conditional distribution 7, (shaded background), while the bottom plot shows the observation
increments Y(,,,11)a — Yma used by the approximate filter (red). The blue and red plots were
computed by the Euler-Maruyama method with a time step much smaller than A.

To compute the approximate filter recursively, note that

on(f) =
B [Eg(f(0)|en_1) e Somh (sin(e0) (Von s ~¥ina)~  sin (wm)A}‘}-Y}

where we have written &, (f) for the approximate expression for o, (f). To see this,
it suffices to note that as Y; is independent of x,, under Q, and as x,, has the same law
under P and Q, we can write Eq(f(25)|0{F A, FZ_1}) = Ep(f(zn)|Tn—1) using
the Markov property (where F? = o{xy, : m < n}); the claim follows directly using
the tower property of the conditional expectation. But then evidently

5n(f) == &n—l (EP(f(xn)|xn—1 = ) 8K72{Sin(.)(Y(")A_Y(nfl)A)_%Sin?(.)A}> )

which is the discrete time analog of the Zakai equation. We can now turn this into a
closed-form recursion as follows. Define 6% = &, (I {ks}), denote by P the matrix
with elements Py = P(x,, = ¢d|x,—1 = kJ), and by A(y) the diagonal matrix with
(A(y) e = e {sin(kd) y—sin®(k3) A/2} Then you can easily verify that

A(YnA Yv(n 1HA )P*frn—l
Zk( ( nA — Yv(n A )P*ﬁ-n—l>k’

where 7% = &y, (I{ks}) /(1) is the approximate conditional probability of finding
in the kth discretization interval at time n/, given the observations up to that time.

A numerical simulation is shown in figure 7.1; that the approximate filter provides
good estimates of the signal location is evident. A curious effect should be pointed
out: note that whenever the signal crosses either 7/2 or 37 /2, the conditional distribu-
tion briefly becomes bimodal. This is to be expected, as these are precisely the peaks

On —A( nA — Yv(n HA )P*&n—lv Tp =
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of the observation function sin(x); convince yourself that around these peaks, the fil-
ter cannot distinguish purely from the observations in which direction the signal is
moving! This causes the conditional distribution to have “ghosts” which move in the
opposite direction. However, the “ghosts” quickly dissipate away, as prolonged mo-
tion in the opposite direction is incompatible with the signal dynamics (of course, the
effect is more pronounced if w is close to zero). Thus the filter does its job in utilizing
both the information gained from the observations and the known signal dynamics.

7.3 The Kalman-Bucy filter

In the previous section we considered the nonlinear filtering problem in a rather gen-
eral setting. We have seen that this problem can be solved explicitly, but that imple-
mentation of the resulting equations is often computationally intensive. Nonetheless,
this can be well worth the effort in a variety of applications (but may be too restrictive
in others). On the other hand, in this and the next section we will discuss two impor-
tant cases where the optimal filtering equations can be expressed in finite-dimensional
closed form. These filters are consequently easily implemented in practice, and are
found in a wide range of applications throughout science and engineering (particularly
the Kalman-Bucy filter, which is the topic of this section).

The linear filtering problem
We will consider the case where b, h are linear and o is constant, i.e.,
dYy = H(t) X, dt + K(t) dB;.

Here A(t), B(t), C(t), H(t), and K (t) are non-random matrices of dimensions n X n,
n X k,n xm,p xn,and p X p, respectively, and u; is a k-dimensional control input
which is presumed to be F -adapted. We will make the following assumptions:

1. Xy is a Gaussian random variable with mean X o and covariance Po;
2. The equation for (X, Y;) has a unique F;-adapted solution;

3. K(t) is invertible for all t;

4. A(t), B(t),C(t), H(t), K(t), K(t)~! are continuous.

The goal of the linear filtering problem is to compute the conditional mean X, =
E(X,|F}) and error covariance P, = E((X; — X;)(X; — X;)*). We will prove:
Theorem 7.3.1 (Kalman-Bucy). Under suitable conditions on the control uy,

dX; = A®) X, dt + B(t)u, dt + Py(K(t)""H(t))*dBy,

dP, . . )

d—tt = AP, + BAM)* — BH(t)* (KK (t)") " *H(t)P, + C(t)C(t)*,

where dB; = K (t)~'(dY; — H(t)X; dt) is the innovations Wiener process.
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What conditions must be imposed on the controls will be clarified in due course;
however, the theorem holds at least for non-random w; which is locally bounded (open
loop controls), and for sufficiently many feedback controls that we will be able to solve
the partial observations counterpart of the linear regulator problem (section 7.5).

In principle it is possible to proceed as we did in the previous section, i.e., by
obtaining the Zakai equation through the Kallianpur-Striebel formula. The problem,
however, is that the change of measure A; is generally not square-integrable, so we
will almost certainly have trouble applying lemma 7.2.7. This can be taken care of by
clever localization [Par91] or truncation [Ben92] arguments. We will take an entirely
different route, however, which has an elegance of its own: we will exploit the fact that
the conditional expectation is the least squares estimate to turn the filtering problem
into an optimal control problem (which aims to find an estimator which minimizes
the mean square error). The fundamental connection between filtering and control
runs very deep (see section 7.7 for references), but is particularly convenient in the
Kalman-Bucy case due to the special structure of the linear filtering problem.

Before we embark on this route, let us show that theorem 7.3.1 does indeed follow
from the previous section, provided that we are willing to forgo technical precision.
The easiest way to do this is to consider the density form of the Zakai equation,

o) = [ f@ale)do, dal) = (£ a(@) i+ o) (K () h(t.)"ds
In the linear case, this becomes
dai () = qu(x) (K (1)~ H(t)z)" dY;

1< wij 90 (x) "0 i
+ |5 Y COCH) I =T (AWM + BHur) q:(a) | dt

5,5=1 i=

You can easily verify, by explicit computation, that

qi(x) = C; exp (-%(a: - X)) P - Xt)>

is a solution to the Zakai equation, where C} is an appropriately chosen non-random
function and X t P, are as given in theorem 7.3.1. Evidently the conditional density
of X; is Gaussian with mean Xt and covariance Pt (we say that the filtering model
is conditionally Gaussian), from which theorem 7.3.1 follows directly. To make this
approach precise, however, formidable technical problems need to be overcome—
does the Zakai equation hold when b and h are unbounded, under what conditions does
the Zakai PDE hold, and when are the solutions to these equations unique? (Without
the latter, we may have found a solution to the Zakai equation that does not coincide
with the optimal filter!) These questions can all be resolved [Ben92, Par91], but, as
already announced, we will take a different approach to obtain the result.
Throughout this section we will shamelessly exploit the following lemma.
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Lemma 7.3.2. Denote by ® ; the unique (non-random) matrix that solves

d
E (I)s,t = A(t) (bs,t (t > S), (I)&S = 17

where I is the identity matrix as usual. Then we can write

t t
Xt = (1)07th =+ / (I)S7tB(S)’LLS dS + / (I)S)tC(S) dW
0 0

Proof. 1t is elementary that &5, = $o ¢ (@oys)fl. Hence the claim is that we can write

t t
Xy = ®oy [Xo +/ (®o,s) " B(s) us ds+/ (®o,s) " C(s) AW,
0 0

But this is easily verified by Itd’s rule, so we are done. O

The uncontrolled case

We will begin by considering the case where there is no control, i.e., we assume until
further notice that uy = 0. As it turns out, the linear filtering problem has special
structure that will allow us to easily reinsert the controls at the end of the day, so it
is convenient not to bother with them in the beginning. In the absence of control, the
linear filtering problem has a very special property: (X, Y;) is a Gaussian process.
This has an important consequence, which will simplify matters considerably.

Lemma 7.3.3. If X,, — X in L2, and X,, is a Gaussian random variable for every
n, then X is a Gaussian random variable.

Proof. Note that E(eik*x") = eik*“"fk*P"k/z, where p,, and P, are the mean and covari-
ance of X,,. As X,, — X in £2, we find that yt,, — p and P, — P, where p and P are the

mean and covariance of X (which are finite as X € £?). ButE(e™® Xn) — E(e™® X) as ™" *
is bounded and continuous, so E(e** %) = ¢i*"#~F"FPk/2 Hence X is Gaussian. |
Lemma 7.3.4. The finite dimensional distributions of (Xt, Y;) are Gaussian.

Proof. Obvious from lemma 7.3.2 and the previous lemma (where u; = 0). O

Why does this help? Recall that we want to compute E(X;|F) ); in general, this
could be an arbitrarily complicated measurable functional of the observation sample
paths {Y; : s < t}. However, it is a very special consequence of the Gaussian property
of (X;,Y;) that E(X;|FY) must be a linear functional of {Y : s < ¢} (in a sense to
be made precise). This will make our life much simpler, as we can easily parametrize
all linear functionals of {Y; : s < t}; it then suffices, by the least squares property
of the conditional expectation (proposition 2.3.3), to search for the linear functional £
that minimizes the mean square error X = argmin E((X} — L(Y0.4))?)-

Lemma 7.3.5. There exists a non-random R™*P-valued function G(t, s) such that
t

E(X|FY) = E(X)) / G(t, s)H(s)(X, — E(X,)) ds + / G(t, 5)K (s) dB,
0

where fg |G(t,5)||?ds < co. Thus E(X,|FY) is a linear functional of {Ys : s < t}.
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Proof. Define the processes
~ _ ¢ ~ t
Xt = Xt — E(Xy), Yt:/ H(s)Xsdt—l—/ K (s)dBs.
0 0
Clearly FY = ff, ()Z't, 17,5) is a Gaussian process, and we wish to prove that

E(X,|F)) :/OtG(t,s)dYS :/OtG(t,s)H(s)Xs dt+/0t G(t,s)K(s) dBs.

Let us first consider a simpler problem which only depends on a finite number of random
variables. To this end, introduce the o-algebra Gy = o{Yj0—e; — Y3 _1y0—¢, 1 b =1,..., 24},
and note that 7' = ¢{G¢ : £ =1,2,...} (as Y; has continuous sample paths, so only depends
on its values in a dense set of times). Define also the p2°-dimensional random variable

V= (172*@157 ?2»2*@:5 - ?2*%7 ) Y, — ?(172*/%)7

so that B(X¢|G,) = E(X|Y*). But (X;,Y*) is a (p2° + n)-dimensional Gaussian random
variable, and in particular possesses a joint (Gaussian) density with respect to the Lebesgue
measure. It is well known how to condition multivariate Gaussians, so we will not repeat the
computation (it is simply a matter of applying example 7.1.1 to the Gaussian density, and per-
forming explicit 1ntegrat10ns) the result is as follows: if we denote by ¥x X Yyy the covari-
ance matrices of X; and Y*, and by by Xy the covariance between X; and Y*, then E(X;|Y*) =
E(X:) 4+ Zxy (Syy)~ (Yl E(Y*)) (if Zyy is singular, take the pseudoinverse instead).
But for us E(X;) = E(Y*) = 0, so we conclude that E(X;|Y*) = Sxy (Syy) 'Y

Evidently E(X;|Y*) can be written as a linear combination of the increments of ¥ with
deterministic coefficients. In particular, we can thus write

E(X:|Ge) :/Ot G*(t,s)dY, :/Ot G*(t,s)H (s) X5 dt—&—/ot G*(t,s)K(s)dBs,

where s +— G*(t,s) is a non-random simple function which is constant on the intervals s €
[(k — 1)27%, k2~ “t[. To proceed, we would like to take the limit as £ — oco. But note that
E(X:|Ge) — B(X¢|FY) in £2 by Lévy’s upward theorem (lemma 4.6.4). Hence the remainder
is essentially obvious (see [LSO1la, lemma 10.1] for more elaborate reasoning). Od

We can now proceed to solve the filtering problem. Our task is clear: out of all
linear functionals of the form defined in the previous lemma, we seek the one that
minimizes the mean square error. We will turn this problem into an optimal control
problem, for which G(t, s) in lemma 7.3.5 is precisely the optimal control.

Theorem 7.3.6 (Kalman-Bucy, no control). Theorem 7.3.1 holds for uy = 0.

Proof. Let us fix the terminal time 7. For any (non-random) function G : [0, T] — R"™*? with
fOT |G(®)||?dt < oo, we define the F7 -adapted process

LY = E(X:) + /tG(s)H(s)(XS —E(Xy))ds + /t G(s)K(s)dB
0 0

We would like to find such a G that minimizes the cost J, [G] = E((v* (X7 — LE))?) for every
vector v € R™. By proposition 2.3.3 and lemma 7.3.5, v* L3* = E(v* Xr|F¥ ) = v* X7 and
Ju[G.] = v* Pro for every v € R", where G.. is the function that minimizes .J, [G].
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Somewhat surprisingly, this is a linear regulator problem in disguise; we have to do a little
work to make this explicit. The idea is to obtain an equation for X7, in almost the same way as
we did in lemma 7.3.2, such that the resulting expression for X7 — LG contains only stochastic
integrals and no time integrals. Then, using the Ito isometry, we find an expression for J, [G]
that looks like the quadratic cost in the linear regulator problem. To this end, define

LW UG AW - COHN =0 (<), W =1

Applying Itd’s rule to \IIST(Xt — E(X¢)) gives
T T
Xr—E(Xr) = \I/ng(XO—E(XO))+/ G(s)H(s)(XS—E(XS))ds+/ WS rC(s) dWs.
0 0

This gives the following expression fo X7 — L$:

T T
Xr — LY = U1 (Xo — B(Xo)) +/ WS rC(s)dWs — | G(s)K(s)dBs.
0 0

This expression has no time integrals, as desired. We now easily compute
r e 2 2 G oG
Ju[G] :/ {||C(s)*(\I/S’T)*vH + [|K(s)"G(s)™|| } ds +v" Vg Po(¥g 1) 0.
0
Now define a(t) = G(T — t)*v, & = (V§_, 1)*v, so that we can write
d @ * pQU * a
Eft:A(T—t) & —H(T —t)"a(t), & =v,
and we obtain the cost J,[G] = J[a] with
Ju[G] = Ja] =
T A~
/ {(£)°C(T — s)C(T — 8)" €5 + a(s)"K(T — s)K(T — s)"a(s) } ds + (€7)" Po&T.
0

But this is precisely a linear regulator problem for the controlled (non-random) differential
equation &f* with the cost J[a]. The conclusion of the theorem follows easily (fill in the re-
maining steps!) by invoking the solution of the linear regulator problem (theorem 6.5.1).

It remains to verify that the innovations process B; is a Wiener process, as claimed; this
follows immediately, however, from proposition 7.2.9, without any changes in the proof. O

The controlled case

Now that we have obtained the Kalman-Bucy filter without control, it remains to con-
sider the controlled case. Once again, the linear structure of the problem simplifies
matters considerably; it allows us to infer the solution of the controlled filtering prob-
lem from its uncontrolled counterpart, which we have alreay solved! It should be clear
that we could never hope for such a result in the general case, but as the linear filtering
problem has such nice structure we will be happy to shamelessly exploit it.

What is the idea? Recall that, by lemma 7.3.2

¢ t
X =99 X0+ / O, B(s)usds + / O, ,C(s) dWs,
0 0
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where we have attached the label “ to the signal process to denote its solution with the
control strategy v in operation. But then evidently

t
Xt =XxP +/ ®, ¢ B(s)us ds,
0

and in particular the second term is ]-'ty "“-adapted (as us was assumed to depend only
on the observations), where we have denoted the observations under the strategy u by

t t
Y = / H(s)X*ds +/ K(s)dBs, Flv=o{Y¥: s <t}
0 0
Hence we obtain
R t
XU =EXMYF ) = B(X0|F™) —|—/ O, 1 B(s)us ds.
0
If only _7-',5Y = tY . we would easily obtain an equation for X o after all, then
A A t
Xt =X? +/ ®, 1 B(s)us ds,
0

and as we have already found the equation for X 2 we immediately obtain the appropri-
ate equation for Xt“ using It6’s rule. The statement }'ty = ]—'tY % is not at all obvious,
however. The approach which we will take is simply to restrict consideration only
to those control strategies for which .7-"2/ = ftY 0 is satisfied; we will subsequently

show that this is indeed the case for a large class of interesting controls.

Remark 7.3.7. We had no such requirement in the bounded case, where we used
the Kallianpur-Striebel formula to obtain the filter. Indeed this requirement is also
superfluous here: it can be shown that under a straightforward integrability condition
(of purely technical nature), E(X?|F") = E(X?|F}°) always holds regardless of
whether .7-"tY = tY ¥ [Ben92, section 2.4]. It is perhaps not surprising that the proof
of this fact hinges crucially on the Kallianpur-Striebel formula! We will not need this
level of generality, however, as it turns out that ]-'ty = }'ty O fora sufficiently large
class of controls; we will thus be content to stick to this simpler approach.

The following result is now basically trivial.

Theorem 7.3.8 (Kalman-Bucy with control). Suppose thatu. € (\;_ LY (ur xP)
and that fty’u = tY’Ofor allt < oco. Then theorem 7.3.1 holds.

Proof. The integrability condition ensures that X — X7 is in £ (so that the conditional
expectation is well defined). The discussion above gives immediately the equation for X,
which depends on P;. We claim that P, = E((X{ — X{#)(X# — X&)*); but this follows
immediately from X — X;u =X?— X 9Tt remains to show that the innovation BY is still a
Wiener process. But as X" — X = X% — X0, we find that B = B?, which we have already
established to be a Wiener process. Hence the proof is complete. O
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This result is not very useful by itself; it is not clear that there even exist controls
that satisfy the conditions! (Of course, non-random controls are easily seen to work,
but these are not very interesting.) We will conclude this section by exhibiting two
classes of controls that satisfy the conditions of theorem 7.3.8.

The first, and the most important class in the following, consists of those controls
whose value at time ¢ is a Lipschitz function of the Kalman-Bucy filter at time .
This class of separated controls is particularly simple to implement: we can update
the Kalman-Bucy filter numerically, e.g., using the Euler-Maruyama method, and at
each time we simply feed back a function of the latest estimate. In particular, the
complexity of feedback strategies that depend on the entire obsevation path in an
arbitrary way is avoided. As it turns out, controls of this form are also optimal for the
type of optimal control problems in which we are interested (see section 7.5).

Proposition 7.3.9. Let u; = a(t, X;), where o : [0, 00[ x R" — R¥ is Lipschitz and
dX, = A(t) X, dt+B(t)al(t, X;) dt+ P,(K ()" H () K ()" (dY* — H(t)X, dt)

with the initial condition Xo = Xo. Then (X, v, Xt) has a unique solution, u,
satisfies the conditions of theorem 7.3.8, and Xy = X}".

Proof. Set F(t) = K (t)"*H(t). To see that (X{*, Y;*, X;) has a unique solution, write

dXi = (A@) X3 + B(t)a(t, Xt)) dt + C(t) dWr,
dy = H(t)X; dt + K(t) dB,
dXy = (A(t) X, + B(t)a(t, Xy)) dt + PoF(t)"(dBe 4+ F(t)(X{ — X) dt),

and note that this SDE has Lipschitz coefficients. Existence and uniqueness follows from theo-
rem 5.1.3, as well as the fact that u; = a(t, X;) is in £ (ur x P) forall T,
To proceed, consider the unique solution to the equation

dX| = (A(t)X, + B(t)a(t, X})) dt + P.F(t)"dBY,  X{ = Xo,

which is .7-'2’ O_adapted as BY is an .7-'2’ "©_Wiener process and the coefficients are Lipschitz.
Consider the F,""*-adapted control u} = a(t, X7). It is easily seen that

E(XZ/LEY’O) =X+ /t U, B(s)u, ds.
0
Using Ito’s rule, we find that E(Xt“/ | FY9) satisfies the same equation as X{, so apparently
Xi =E(X w |F°) by the uniqueness of the solution. On the other hand, note that
dBY = K(t)7'dY? — F(t)X2dt = K(t)~'dY" — F(t) X, ds,
SO we can write
dX, = (A(t) X} + B(t)a(t, X})) dt + BF ()" (K(t) 'Y — F(t) X ds).
Thus X is f,}/’“,—adapted (e.g., note that X; — fot P.F(s)"K(s)"'dY' satisfies an ODE

which has a unique solution), so u; = «(t, X{) is both .7-'tY 0_and .7-'tY ’“,-adapted. But note that

t s
A :Yt0+/ H(s)/ ®, . B(r)u, drds.
0 0
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Thus F,"° C F," ' as Y is a functional of ¥;*' and uj, both of which are Fr ’“/—adapted.
Conversely F,” v FXO, as v ' is a functional of Y;° and uj, both of which are F,°-
adapted. It remains to note that (X ,Yt ,Xt) satisfies the same SDE as (Xt ,Yt ,Xt)

u} = ut, etc., by uniqueness, and in particular X=X = E(X{ |.7-'Y0) Xt = X! D

The second class of controls that are guaranteed to satisfy the conditions of the-
orem 7.3.8 consists of those strategies which are “nice” but otherwise arbitrary func-
tionals of the observation history. The following result is not difficult to obtain, but as
we will not need it we refer to [FR75, lemma VI.11.3] for the proof. Let us restrict to
a finite interval [0, T'] for notational simplicity (the extension to [0, oo| is trivial).

Proposition 7.3.10. Let o : [0,T] x C([0,T];RP) — R* be a (Borel-)measurable

Sfunction which satisfies the following condtions:

1. Ifys = y. forall s < 1, then a(t,y) = a(t,y’); in other words, a(t,y) only
depends on {ys : s < t} (for fixed t).

2. lat,y) — a(t,y)ll < Kmaxeeo,1|ys — sl for some K < oo and all
t €0, T] andy,y’ € C([0,T); RP); i.e., the function « is uniformly Lipschitz.

3. ||la(t,0)|| is bounded on t € [0,T).

Define the control uy = «a(t,Y.). Then the equation for (X;,Y;) admits a unique
solution which satisfies the conditions of theorem 7.3.8.

7.4 The Shiryaev-Wonham filter

Beside the Kalman filter, there is another important class of finite-dimensionally com-
putable filters. Unlike in the previous sections, the signal process in these filtering
models is not defined as the solution of a stochastic differential equation. Instead,
one considers signal processes which take a finite number of values (and hence have
piecewise constant sample paths)—in particular, finite-dimensional filters arise in the
case that the signal process is any finite state continuous time Markov process, and the
resulting filters are called Wonham filters [Won65, LSO1a]. You can imagine why this
simplifies matters: if X; only takes a finite number of values x1, ..., z, at every time
t, then the knowledge of P(X,; = x;|FY),i = 1,..., nis sufficient to compute any fil-
tered estimate 7, (f). Hence the Wonham filter is a finite-dimensional SDE, driven by
the observations, which propagates the n-dimensional vector 7§ = P(X; = x;|FY).
In a discrete time setting, we have encountered exactly the same idea in example
7.2.10.

Developing the general theory for such filters is not at all difficult, but requires
some knowledge of continuous time Markov chains. Rather than going in this direc-
tion, we will discuss a particularly straightforward special case which dates back to
the early work of Shiryaev [Shi63, Shi73]. We will encounter this filter again in the
next chapter, where it will be combined with optimal stopping theory to develop some
interesting applications in statistics and in finance.
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We consider the following model. We work on the space (2, F,{F;},P), on
which is defined an F;-Wiener process B; and an JFy-measurable random variable 7
with values in [0, co]. We will assume that 7 is distributed as follows:

t
P(r = 0) = pyo, P(r = o0) = poo, P(T§t|0<7<oo):/ pr(s)ds,
0

where 0 < po,Poo < 1, po + Poo < 1, and p,(s) (the density of the continuous part
of 7) is a nonnegative function such that fooo p-(s)ds = 1. You should interpret 7
as the random time at which a sudden change occurs in our system, e.g., a system
failure of some kind. Then pg is the probability that the change occured before we
start observing, p is the probability that the change never occurs, and the probability
that the change occurs in the interval |0, ¢] is (1 — po — poo)P(7 < £]0 < 7 < 00).
Unfortunately, we cannot see directly when the change occurs. Instead, we only
have access to noisy observations of the form y; = v I, <; + o §;, where &, is white

noise; as usual, we will work with the integrated observations

t
Yt:”y/ I,<;ds+ o0 DB;.
0

The goal of the filtering problem is to estimate whether the change has occured by the
current time, given the observations up to the current time; in other words, we seek to
compute 1, = P(7 < t|F)) = E(L <;|FY), where FY = o{Y, : s < t}.

We have all the tools to solve this problem; in fact, compared to some of the more
technical problems which we have encountered in the previous sections, this is a piece
of cake! All that is needed is the Bayes formula and some simple manipulations.

Proposition 7.4.1 (Shiryaev-Wonham filter). 7, = P(r < t|FY) satisfies

(1 —=po — psc) Pr(t)
(1—po —Poc) [ Pr(s) ds + poo

dmy = gﬂ't(l—m) dB;+ (1—=my)dt, 7o = po,

where the innovations process dB;, = o~ (dY; — ym; dt) is an F} -Wiener process.

Proof. Consider the following change of measure:

T 2 T
d(Qi = exp (-1/ IT<S dBs — 7_ I7—<s dS) .
= 2 =
o Jo 202 J,

Clearly Novikov’s condition is satisfied, so by Girsanov’s theorem o~ 'Y, is an Fi-Wiener
process under Qr on the interval [0, T']. In particular 7 and Y are independent, and it is easily
verified that 7 has the same law under Q7 and under . Now note that we obtain

ar g v +
= exp <U2 (Y: — Yinr) 557 (t—m)
after some simple manipulations. Thus, by the Bayes formula and independence of 7 and Y3,

2
Jioney Ts<t xD(Z5 (Vi = Yins) = 5z (t — 5)7) pr (ds)
Ji0,001 OXP(22 (Vi = Yins) = gz (t — 8)F) pir (ds)

m=P(r <t|F) =
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where p- is the law of 7. Let us now evaluate the numerator and denominator explicitly. For
the numerator, we find the explicit expression

2
So= [ T exp(Ga(Ve = Yin) = gorlt = 5)") eld) =
[0,00]
Ty 2y ¢ L (Ye—Ys)— 2 (t—s)
poes? 202 +(1—po—poo)/pr(3)e7“ e s
0
On the other hand, it is easy to see that for the denominator
+° + =
xp(Zs (Vi Yine) = goz(t =5 ) er(ds) = S+ (1=po—pe) [ pels)ds
[0,00] t

It remains to apply 1t6’s rule. First, applying Itd’s rule to 3¢, we obtain the counterpart of the
Zakai equation in the current context:

%, = % St dYi + (1= po — poo) pr(t)dt,  To = po.
Another application of 1t6’s rule gives

(1 = po = pos) P (t) .
(1 =po—pes) [, pr(s)ds + peo (1= m)ds.

dmy = x (1 — m¢) Uﬁl(dYt — yme dt) +
o

It remains to note that dB; = o~ (dY; — ~ym dt) is a Wiener process, which follows exactly
as in proposition 7.2.9 without any change to the proof. O

Remark 7.4.2. The uniqueness of the solution of the Shiryaev-Wonham equation is
not entirely obvious, as its coefficients do not satisfy the global Lipschitz condition.
However, they do satisfy the local Lipschitz condition, so have unique solutions until
an explosion time ¢ (see section 5.6). On the other hand, we know that there exists
at least one solution 7, = P(7 < t|FY) which, by construction, remains in the
interval [0, 1] forever. Hence it must be the case that ( = oo a.s.? This is important,
as it means that we can actually use the Shiryaev-Wonham equation to compute the
filtered estimate 7, (this would not be obvious if the solution were not unique).

An important special case is the setting in which 7 is exponentially distributed, i.e.,
p-(t) = Ae > for some A > 0 and p., = 0. The particular relevance of this choice is
that then I <, becomes a time-homogeneous Markov process, which manifests itself
by the fact that the Shiryaev-Wonham equation becomes time-homogeneous:

dm = X 7e(1 =) o~ (dY; — ympdt) + X (1 — ) dt, To = Po.
o

Models with exponential waiting times are common in applications; they correspond
to the situation where the change is equally likely to occur in every time interval of
fixed length (as P( € ]t,t+A]| 7 > t) = 1—e~*?). This setting will be particularly
convenient in combination with optimal stopping theory in the next chapter.

2This is only true, of course, provided that we start with mg € [0, 1]—the estimate 7¢ must be a
probability! In the meaningless scenario, at least from a filtering perspective, where we try to solve the
Shiryaev-Wonham equation for g ¢ [0, 1], the solutions may indeed explode in finite time.
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7.5 The separation principle and LQG control

Let us now move on from filtering, and investigate systems with noisy observations in
the setting of optimal control. Consider again the system-observation pair

dXP =b(t, X', w) dt + o (t, X', ug) dW,
dY = h(t, X}, us) dt + K (t) dB;.

We would like to design a strategy u; to achieve a certain purpose; consider, for exam-
ple, a cost functional that is similar to the finite horizon cost in the previous chapter:

T
Ju] =E /0 {v(X}) +wlue)}dt + 2(X7)

(The specific type of running cost is considered for simplicity only, and is certainly
not essential.) Our goal is, as usual, to find a control strategy «* that minimizes the
cost J[u]. However, as opposed to the previous chapter, there is now a new ingredient
in the problem: we can only observe the noisy sensor data Y;*, so that the control
signal u; can only be F,“-adapted (where F,"* = o{Y : s < t}). The theory of
the previous chapter cannot account for this; the only constraint which we are able to
impose on the control signal within that framework is the specification of the control
set U, and the constraint that w, is ]—"tY "“-adapted is certainly not of this form. Indeed,
if we apply the Bellman equation, we always automatically obtain a Markov control
which is a function of X' and is thus not adapted to the observations.

The trick to circumvent this problem is to express the cost in terms of quantities
that depend only on the observations; if we can then find a feedback control which is
a function of those quantities, then that control is automatically ]—"tY "“-adapted! It is
not difficult to express the cost in terms of observation-dependent quantities; indeed,
using lemma 7.2.7 and the tower property of the conditional expectation,

T
Jlu] =E [ / {7 (0) + wlug)} dt + T(2)

(provided we assume that u; is _7-',5Y "“-adapted and that we have sufficient integrability
to apply lemma 7.2.7), where 7¥(f) = E(f(X/)|F""). But we can now interpret
this cost as defining a new control problem, where the system X;* is replaced by the
filter }'(+), and, from the point of view of the filter, we end up with a completely
observed optimal control problem. If we can solve a Bellman equation for such a
problem, then the optimal control at time ¢ will simply be some function of the filter
at time ¢. Note that this is nor a Markov control from the point of view of the physical
system X', but this is a Markov control from the point of view of the filter. The idea to
express the control problem in terms of the filter is often referred to as the separation
principle, and a strategy which is a function of the filter is called a separated control.

Remark 7.5.1. You might worry that we cannot consider the filter by itself as an
autonomous system to be controlled, as the filter is driven by the observations Y,
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obtained from the physical system rather than by a Wiener proces as in our usual
control system models. But recall that the filter can also be expressed in terms of the
innovations process: from this point of view, the filter looks just like an autonomous
equation, and can be considered as a stochastic differential equation quite separately
from the underlying model from which it was obtained.

Unfortunately, the separation principle does not in general lead to results that are
useful in practice. We have already seen that in most cases, the filter cannot be com-
puted in a finite-dimensional fashion. At the very best, then, the separation principle
leads to an optimal control problem for a stochastic PDE. Even if the formidable tech-
nical problems along the way can all be resolved (to see that tremendous difficulties
will be encountered requires little imagination), this is still of essentially no practical
use; after all, an implementation of the controller would require us both to propa-
gate a stochastic PDE in real time, and to evaluate a highly complicated function (the
control function) on an infinite-dimensional space! The former is routinely done in a
variety of applications, but the latter effectively deals the death blow to applications
of optimal control theory in the partially observed setting.’

On the other hand, in those cases where the filtering problem admits a finite-
dimensional solution, the separation principle becomes a powerful tool for control
design. In the remainder of this section we will develop one of the most important
examples: the partially observed counterpart of the linear regulator problem. We will
encounter more applications of the separation principle in the next chapter.

We consider the system-observation model

dXy = A(t) X dt + B(t)us dt + C(t) dWs,
dY} = H(t) X} dt + K (t) dB,

where the various objects in this expression satisfy the same conditions as in section
7.3. Our goal is to find a control strategy v which minmizes the cost functional

Jlu] = E / (XY PU)XE + (u)* Q(tur} dt + (X3)* R(XP)|

where P(t), Q(t) and R satisfy the same conditions as in section 6.5. We will insist,
however, that the control strategy wu; is ftY "“_adapted, and we seek a strategy that is
optimal within the class of such controls that satisfy the conditions of theorem 7.3.8.
This is the LQG (Linear, Quadratic cost, Gaussian) control problem.

Theorem 7.5.2 (LQG control). Denote by N, the solution of the Riccati equation

dNy

== AWN: + NA)" = NH() (KOK () H(E)N, + COC()",

3 That is not to say that this setting has not been studied; many questions of academic interest, e.g., on
the existence of optimal controls, have been investigated extensively. However, I do not know of a single
practical application where the separation principle has actually been applied in the infinite-dimensional
setting; the optimal control problem is simply too difficult in such cases, and other solutions must be found.
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Figure 7.2. Figure 0.3 revisited. The schematic on the left depicts the structure of a completely
observed optimal controller, as in the linear regulator problem. The schematic on the right
depicts the structure of a separated controller, as in the LQG problem.

where the initial condition Ny is taken to be the covariance matrix of X, and denote
by M, the solution of the time-reversed Riccati equation

d
= Mo+ A@)" My + My A(t) — M;Bt)Q(t)"'B(t)*M; + P(t) = 0,
with the terminal condition M1 = R. Then an optimal feedback control strategy for
the LQG control problem is given by u} = —Q(t) "' B(t)* M, X;, where
dX; = (A(t) = B()Q(t) " B(t)* M) X, dt

+ N(K@®) T HO) K@)™Y — HH)X dt),  Xo=E(Xo),

and X; = X{* , Ny = P, are the optimal estimate and error covariance for X{* .

Proof. As we assume that our controls satisfy the conditions of theorem 7.3.8, the Kalman-
Bucy filtering equations are valid. We would thus like to express the cost J[u] in terms of the
Kalman-Bucy filter. To this end, note that for any (non-random) matrix G

E((X{)'GX) - B((X?)'GXY) = E(X) - K1) G(XY - X)) = TH[GB).

Thus evidently, the following cost differs from J[u] only by terms that depend on Tr[GP]
(provided we assume that u; is a functional of the observations):

J'[u] =E UO (X" POX + (ue)" Q(t)ur} dt + (X7)" R(XT)

But Tr[GPt] is non-random and does not depend on the control u, so that clearly a strategy u*
which minimizes .J'[u] will also minimize .J[u]. Now note that X}* satisfies the equation

dX = At X dt + B(t)us dt + P.(K () H(t))"dB:,

where B, is a Wiener process. Hence the equation Xz, together with the cost J'[u], defines
a linear regulator problem. By theorem 6.5.1, we find that an optimal control is given by the
strategy uj = —Q(t) "' B(t)* M, X", and this control is admissible in the current setting by
proposition 7.3.9. Moreover, the controlled Kalman-Bucy filter is given precisely by X, in the
statement of the theorem. Hence we are done. a
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Figure 7.3. Simulation of the model of example 7.5.4 with the optimal control strategy in
operation. Shown are the position of the particle x; (blue), the best estimate of the particle
position Z: (green), and the position of the microscope focus —z; (red). For this simulation
T=1,8=100,0 =10,y =5,k = .5, z0 = 0, E(xo) = 0, var(zo) =2, P =1,Q = .5.

Remark 7.5.3. It is worth pointing out once again the structure of the controls ob-
tained through the separation principle (figure 7.2). In the completely observed case
(e.g., the linear regulator), the controller has access to the state of the system, and
computes the feedback signal as a memoryless function of the system state. In the
partially observed case (e.g., the LQG problem), the noisy observations are first used
to compute the best estimate of the system state; the controller then feeds back a mem-
oryless function of this estimate. Evidently the optimal control strategy separates into
a filtering step and a memoryless controller, hence the name “separation principle”.

Example 7.5.4 (Tracking under a microscope IV). Let us return for the last time to
our tracking example. In addition to the previous model, we now have observations:

d
% = Buy, xy = xo + oWy, dys = v (% + 2¢) dt + Kk dBy.

We would like to find a strategy «* which minimizes the cost

T T
Ju] =E P/o ($t+zt)2dt+Q/O (Ut)th]’

but this time we are only allowing our controls to depend on the noisy observations.
As before we will define e; = x; + 24, so that we can work with the system equation
dey = Puy dt+o dWy (as the observations and cost functional depend only on e;). But
we can now directly apply theorem 7.5.2. We find that u} = —Q~'3m; é;, where

2
dé, = —5th &y dt + % (dye —vérdt), & = E(ep),
and my, n; are the solutions of the equations
dmy 52 2 dny 2 '72 2
a QM r=l o =0 e

with mp = 0 and ng = var(ep). A numerical simulation is shown in figure 7.3.
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Remark 7.5.5. Though we have only considered the finite time horizon cost, it is
not difficult to develop also the time-average and the discounted versions of the LQG
problem; see, e.g., [Dav77]. In fact, the usefulness of the separation principle in
the linear setting is not restricted to quadratic costs; we may choose the running and
terminal costs essentially arbitrarily, and the optimal control will still be expressible
as a function of the Kalman-Bucy filter [FR75] (though, like in the completely ob-
served case, there is no analytic solution for the feedback function when the cost is
not quadratic). The quadratic cost has a very special property, however, that is not
shared by other cost functions. Note that for the quadratic cost, the optimal feedback
function for the partially observed case u; = a(t, Xt) is the same function as in the
completely observed case u; = a(t, X;), where we have merely replaced the system
state by its estimate! This is called certainty equivalence. Though the optimal control
problem still separates for linear systems with non-quadratic cost, certainty equiva-
lence no longer holds in that case. In other words, in the latter case we still have
uf = a(t, X;), but for the completely observed problem u¥ = o (£, X;) with o/ # cv.

7.6 Transmitting a message over a noisy channel

We conclude this chapter with a nice control example from communication theory
which does not quite fall within our standard control framework: the transmission
of a message over a noisy channel with noiseless feedback. The problem was briefly
described in the Introduction, but let us recall the basic setting here. We will be content
to treat only the simplest setting and to prove optimality within a restricted class of
strategies; more general results can be found in [LSO1b, section 16.4].

Two parties—a transmitter and a receiver—are connected through a noisy com-
munication channel. This means that when the transmitter sends the signal u; through
the channel, the receiver observes the noisy signal y; = u; + & where &; is white
noise. The transmitter cannot just send any signal u;, however. First, we have a time
constraint: the transmitter only has access to the channel in a fixed time interval [0, T'].
Second, the transmitter has a power constraint: it can only send signals which satisfy

E[%/{Jt(us)zds} <P Vtelo,T],

where P bounds the signal power per unit time. On the other hand, we will presume
that the receiver may send a response to the transmitter in a noiseless manner, i.e., that
there is a noiseless feedback channel. This setup is illustrated in figure 7.4.

Let us now turn to the message. We will investigate the simplest type of mes-
sage: the transmitter has obtained a single Gaussian random variable 6, which is Fy-
measurable and thus independent of By, to transmit to the receiver. We are thus faced
with the following problem: we would like to optimize our usage of the communica-
tion channel by choosing wisely the encoding strategy employed by the transmitter,
the decoding strategy employed by the receiver, and the way in which the receiver and
transmitter make use of the feedback channel, so that the receiver can form the best
possible estimate of § at the end of the day given the time and power constraints.



7.6. Transmitting a message over a noisy channel 202
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Figure 7.4. Figure 0.4 revisited: setup for the transmission of a message over a noisy channel
with noiseless feedback. Further details can be found in the text.

As usual, we will work with the integrated observations,
t
Y = / usds+ By,  FlU=o{Y*:s<t},  F'=o{0,F"},
0

where B, is an F;-Wiener process on the probability space (2, F, {F;},P). As the
transmitter has access to Y;* (by virtue of the noiseless feedback, the receiver can
always forward the received signal Y,* back to the transmitter), we may choose u; to
be _7-',5T "“-adapted. On the other hand, the receiver will only have access to the noisy
observations }'tR ' and at the end of the communication period the receiver will form
an ]—'ﬁ "“_measurable estimate 6% of the message 6. We now have two problems:

o The transmitter must choose the optimal encoding strategy .
o The receiver must choose the optimal decoding strategy o,

By “optimal”, we mean that we wish to minimize the mean square error J'[u, %] =
E((6 — 6*)2) over all encoding/feedback strategies u and all decoding strategies 6.

The second problem—the choice of an optimal decoding strategy—is easy to
solve. After all, we know that at time ¢, the best estimate of & based on the obser-
vation history is given by 6% = E(|F "), regardless of the encoding strategy u
employed by the receiver. In principle, this solves one half of the problem.

In practice, if we choose a complicated encoding strategy, the resulting decoder
(filter) may be very complicated; in particular, it will be difficult to find the optimal
encoding strategy when we have so much freedom. We will therefore restrict ourselves
to a particularly simple class of encoders, which can be written as u; = a;+ b6 where
ag is ]—"tR "“_adapted and b; is non-random. We will seek an optimal encoding strategy
within this class of linear encoding strategies. The advantage of the linear strategies
is that the resulting filters é}f are easily computable; let us begin by doing this.

Lemma 7.6.1. Consider the linear encoding strategy u; = a+ + b0, and define the
simplified strategy u}, = b6. If F&" = F/" forall t € [0,T), then
dpy

dO® = PPby (dY* — ag dt — b0 dt), = — (b P2,

where 0% = E(0) and P = var(6).
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Proof. Foru’, we simply obtain a Kalman-Bucy filter with Xo = 6, A(t) = B(t) = C(t) = 0,
H(t) = by, and K(t) = 1. But 6} = 02" follows trivially from the assumption on the equality
of the o-algebras, so we obtain the result. O

We can now find the optimal strategy within this class.

Proposition 7.6.2. Within the class of linear encoding strategies which satisfy the
condition of lemma 7.6.1 and the power constraint, an optimal strategy u* is given by

uy = %@QHN (9—@?)

The ultimate mean square error for this strategy is E((0 — %)?) = var(0) e~ P7.

Proof. Let u be any linear strategy which satisfies the required conditions. The trick is to find a

lower bound on the estimation error given the power constraint on the signal. The problem then

reduces to seeking a strategy that attains this lower bound and satisfies the power constraint.
Note that for the strategy u, the mean square estimation error is precisely ]5% . Now compute

t
% log(P!) = —bj P = P/ =var(f) exp <—/ b2pY ds) .
0

On the other hand, note that
E((ur)?) = E((ar + b}’ + be(0 — 07))%) = E((ar + b:0})?) + 2B > 03By,

where we have used the properties of the conditional expectation to conclude that we may set
E((a: + b:0¢)(0 — 6')) = 0. But then our power constraint requires that

t t
/ P ds < E [/ (us)2d8] < Pt,
0 0

so we conclude that P > var(f) e~ F*. To find a strategy that attains this bound, note that

d —Pt __ —Pt __ _pi | Pel?
T var(0) e = —Pvar(f)e = <var(t9) e war(@ |

so by = eP’t/2,/P/var(f) gives P} = var(#) e . Thus we must choose this b; to obtain
any optimal strategy, provided we can find an a; such that the resulting strategy satisfies the
power constraint. But for this choice of b;, we find that

t t t t
E [/ (us)2ds] =E V (as +bsé;%)2ds] +/ b2Pds =E V (as +bsé;%)2ds] + Pt,
0 0 0 0

so the power constraint is satisfied if and only if a; + b; él‘ = 0 for all ¢. This yields the strategy
uy. It remains to check that the strategy u; satisfies the condition of lemma 7.6.1; but this is
easily done following the same logic as in the proof of proposition 7.3.9. O

Have we gained anything by using the feedback channel? Let us see what hap-
pens if we disable the feedback channel; in this case, a; can no longer depend on the
observations and is thus also non-random. We now obtain the following result.
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Proposition 7.6.3. Within the class of linear encoding strategies without feedback
which satisfy the power constraint, an optimal strategy u* is given by

* P _
Uy = V&I‘(G) (9 E(G))

The ultimate mean square error for this strategy is B((6 — 0% )2) = var(0)/(1+ PT).

Proof. This is the same idea as in the previous proof, only we now require that a; is non-random
(note that in this case the condition of lemma 7.6.1 is automatically satisfied). The equation for
P! can be solved explicitly: it is easily verified that
Su var(0)
' 1+ var(0) fot(bs)2 ds’

On the other hand, note that
E((u:)?) = E((ar + b B(0) + b:(6 — E(6)))*) = E((ar + b: E(0))*) + (b:)* var(6).

Then we obtain, using the power constraint,

¢ ¢ ~w . var(f
var(e)/o (bs)stgm[/o (us)2ds] <Pt = P'> 1+(P)t'

The remainder of the proof follows easily. O

Remark 7.6.4. Evidently the strategy that uses the feedback channel performs much
better than the strategy without feedback. It is illuminating in this regard to inves-
tigate the particular form of the optimal strategies. Note that in the absence of the
power constraint, we would have no problem sending the message across the noisy
channel; we could just transmit 6 directly over the channel with some large gain fac-
tor, and by cranking up the gain we can make the signal to noise ratio arbitrarily large
(and thus the estimation error arbitrarily small). However, with the power constraint
in place, we have to choose wisely which information we wish to spend our power al-
lowance on. Clearly it is not advantageous to waste power in transmitting something
that the receiver already knows; hence the optimal strategies, rather than transmitting
the message itself, try to transmit the discrepancy between the message and the part
of the message thas is known to the receiver. Here feedback is of great help: as the
transmitter knows what portion of the message was received on the other end, it can
spend its remaining power purely on transmitting the parts of the message that were
corrupted (it does this by only transmitting the discrepancy between the message and
the receiver’s estimate of the message). On the other hand, the feedbackless transmit-
ter has no idea what the receiver knows, so the best it can do is subtract from 6 its
mean (which is assumed to be known both to the transmitter and to the receiver).

Surprisingly, perhaps, these results are not restricted to the linear case; in fact, it
turns out that the encoding strategy of proposition 7.6.2 is optimal even in the class
of all nonlinear encoding strategies. It would be difficult to prove this directly, how-
ever, as this would require quantifying the mean-square error for a complicated set of



7.7. Further reading 205

nonlinear filters. Instead, such a claim is proved by information-theoretic arguments,
which are beyond our scope. The idea of the proof is still the same: we seek to obtain
a lower bound on the mean-square error given the power constraint, and show that our
candidate strategy (the linear strategy of proposition 7.6.2) attains this bound. How-
ever, techniques from information theory can be used to obtain generic lower bounds
on the mean-square error of an estimator which are not specific to a particular type
of filter, so that the complications of the nonlinear case can be avoided. Nonetheless
the filtering theory is crucial in order to demonstrate that the optimal strategy attains
the lower bound, and to give an explicit expression for the estimator (which we have
already done). Further details can be found in [LSO1b, section 16.4], as well as an
extension of these results to more complicated (time-dependent) messages.

7.7 Further reading

There are two main approaches to the nonlinear filtering problem. The first is the ref-
erence probability method which we have used in this chapter. The second approach,
the innovations method, runs almost in the opposite direction. There one begins by
proving that the innovations process is a Wiener process. Then, using a martingale
representation argument (with some delicate technicalities), one can prove that the fil-
ter can be expressed as the sum of a time integral and a stochastic integral with respect
to the innovations. It then remains, using some clever tricks, to identify the integrands.

Both approaches have turned out to be extremely fruitful in various situations.
As you likely realize by this point, an unpleasant feature of the reference probabil-
ity method is that in many cases the Girsanov change of measure A; is not square-
integrable, so that we can not apply a result such as lemma 7.2.7. The result of a
systematic application of the reference probability method can be seen in the book by
Bensoussan [Ben92]: there is a constant need to perform truncation and limiting argu-
ments to circumvent the technical problems. Not quite as detailed, but more elegant,
are the excellent lecture notes by Pardoux [Par91]. This is a great place to start read-
ing about the reference probability method (if you read French). A somewhat different
point of view and setting can be found in Elliott, Aggoun and Moore [EAM95].

The innovations method, which we have not developed here, has less trouble with
the sort of technical issues that the reference probability method suffers from, and is
more convenient when there are correlations between the noise that is driving the sig-
nal process and the observation noise (a case which we have not considered). A very
accessible introduction to the innovations approach is the book by Krishnan [Kri05],
which is highly recommended. The bible of the innovations approach remains the
two-volume extravaganza by Liptser and Shiryaev [LSOla, LSO1b], while the book
by Kallianpur [Kal80] provides another in-depth treatment. A nice discussion of the
innovations approach also appears in the book by Elliott [EII82].

Both approaches, and much more besides (including discrete time filtering), are
treated in a wonderful set of lecture notes by Chigansky [Chi04].

The problem of making sense of the nonlinear filtering equations, such as the Za-
kai equation, as stochastic PDEs, is treated in various places. Good places to look
are Kunita [Kun90], Bensoussan [Ben92], Pardoux [Par82, Par91], and the book by
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Rozovskii [Roz90]. The issue of efficient numerical algorithms is another story; many
references were already mentioned in the chapter, but see in particular the recent re-
view [Cri02]. There are various interesting issues concerning the finite-dimensional
realization of filtering problems; the volumes [HW81, Mit82] contain some interesting
articles on this topic. Another very useful topic which we have overlooked, the robust
or pathwise definition of the filter, is discussed in an article by Davis in [HW&1].

The Kalman-Bucy filter is treated in detail in many places; see, e.g., the book
by Davis [Dav77] and Liptser and Shiryaev [LSOla, LSO1b]. Our treatment, through
stochastic control, was heavily inspired by the treatment in Fleming and Rishel [FR75]
and in Bensoussan [Ben92]. The relations between filtering and stochastic control go
very deep indeed, and are certainly not restricted to the linear setting; on this topic,
consult the beautiful article by Mitter and Newton [MNO3]. The Kalman-Bucy filter
can be extended also to the general conditionally Gaussian case where A(t), B(¢),
C(t), H(t) and K (t) are all adapted to the observations, see Liptser and Shiryaev
[LSO1b], as well as to the case where X has an arbitrary distribution (i.e., it is non-
Gaussian); for the latter, see the elegant approach by Makowski [Mak86].

The Shiryaev-Wonham filter is due to Shiryaev [Shi63, Shi73] and, in a more gen-
eral setting which allows the signal to be an arbitrary finite state Markov process, due
to Wonham [Won65]. Our treatment was inspired by Rogers and Williams [RW0O0b].

On the topic of partially observed control, Bensoussan [Ben92] is a good source of
information and further references. Our treatment was inspired by Fleming and Rishel
[FR75], which follows closely the original article by Wonham [Won68b] (for results
in the finite state setting see Segall [Seg77] and Helmes and Rishel [HR92]). Finally,
the transmission of a message through a noisy channel, and many other applications,
are treated in the second volume of Liptser and Shiryaev [LSO1b].



CHAPTER

Optimal Stopping and Impulse Control

In the previous chapters, we have discussed several control problems where the goal
was to optimize a certain performance criterion by selecting an apppropriate feedback
control policy. In this chapter, we will treat a somewhat different set of control prob-
lems; rather than selecting a continuous control to be applied to an auxiliary input in
the system equations, our goal will be to select an optimal stopping time to achieve a
certain purpose. Such problems show up naturally in many situations where a timing
decision needs to be made, e.g., when is the best time to sell a stock? When should
we decide to bring an apparatus, which may or may not be faulty, in for repair (and
pay the repair fee)? How long do we need to observe an unknown system to be able
to select one of several hypotheses with sufficient confidence? Such problems are
called optimal stopping problems, and we will develop machinery to find the optimal
stopping times. These ideas can also be extended to find optimal control strategies
in which feedback is applied to the system at a discrete sequence of times; we will
briefly discuss such impulse control problems at the end of this chapter.

8.1 Optimal stopping and variational inequalities

The optimal stopping problem

As usual, we work on (2, F, {F, },P) with an m-dimensional F;-Wiener process W,
and we will describe the system of interest by the stochastic differential equation

dX; = b(Xt) dt+J(Xt) dW; (Xt € Rn),

where X is Fy-measurable and b : R” — R”, o : R" — R™*™ satisfy appropriate
conditions that ensure existence and uniqueness of the solution.

207



8.1. Optimal stopping and variational inequalities 208

Remark 8.1.1. As with the infinite time costs in chapter 6, we will find it convenient
to choose b and o to be time-independent. However, time can always be added simply
by considering the (n + 1)-dimensional system X{ = (X, t).

For an F;-stopping time 7, define the cost functional
J[r]=E {/ e M w(Xy)ds + e 2(X,)]
0

where A > 0 is a discount factor (the case A = 0 corresponds to the non-discounted
setting). We will call 7 admissible if J[7] is well defined; any stopping time will be
admissible, e.g., if w, z are nonnegative (or A > 0 and w, z are bounded). The goal of
the optimal stopping problem is to find a stopping time 7* which minimizes J[7]. In
principle, the optimal stopping time 7* can be an arbitrarily complicated functional of
the sample paths of X;. However, there is a special type of stopping time which plays
the same role in optimal stopping theory as did Markov strategies in chapter 6: this is
precisely the class of stopping rules 7 which are the first exit time of X; from some
set D C R, i.e., 7 = inf{t : X; & D}. The set D is then called the continuation
region for the stopping rule 7. Conveniently, it turns out that optimal stopping rules
are of this form, just like optimal control strategies turn out to be Markov.

A heuristic calculation

As in chapter 6, we will mostly concentrate on obtaining a useful verification theorem.
However, to clarify where the equations in the verification theorem come from, it is
helpful to first obtain the appropriate equations in a heuristic manner. Let us do this
now. We will disregard any form of technical precision until further notice.

Let 7 be an admissible stopping rule. We define the cost-to-go J (x) as

J (Xo)=E UOT e M w(Xs)ds + e 2(X,)

x|

Note that J7 () is the cost of the stopping rule 7 when X = z is non-random.

Now suppose, as we did in the corresponding discussion in chapter 6, that there
is a stopping rule 7*, with continuation region D, which minimizes J" (x) for every
x, and define the value function as the optimal cost-to-go V() = J7 (x). We will
try to find an equation for V(x). To this end, let T be any admissible stopping rule,
and define the new stopping rule 7/ = inf{¢t > 7 : X; ¢ D}. Then 7’ is the rule
under which we do not stop until the time 7, and continue optimally afterwards, and
by assumption J[7*] < J[7']. But then it is not difficult to see that

V(Xo) <J7 (Xo) =E [/OT e Mw(X,)ds +e V(X))

X0:| )

where we have used the stong Markov property of X, (see remark 5.2.3) and the tower
property of the conditional expectation. On the other hand, we obtain an equality in
this expression, rather than an inequality, if we choose 7 < 7* (why?).
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Now suppose that V() is sufficiently smooth to apply It6’s rule. Then

e MV(X,) = V(Xo) +/ e MLV (X,) = AV(X,)}ds +/ <o dWs.
0 0
If additionally the expectation of the last term vanishes, then

V(Xy) = E [/O eMIAVX,) — LV(X)} ds + e~ V(X,)

X
First, suppose that 7 < 7*. Then we obtain the equality

0=E [/ e MLV (X,) — AV(X,) + w(X,)} ds

x|

As this holds for any 7 < 7%, we must have .2V (Xy) — AV (Xp) + w(Xo) = 0
provided T > 0, i.e., for Xg € D; for Xg ¢ D this expression is identically zero,
and we do not learn anything from it! But for z ¢ D, clearly V(z) = z(z); hence

LV (x) = A\V(zx)+w(x)=0 forxe D, V(z) =2(z) forz ¢ D.

Now consider the case that 7 is arbitrary. Proceeding in the same way as above, we
obtain £V (xz) — AV (z) + w(x) > 0; on the other hand J[7*] < J[0] (we can do at
least as well as stopping immediately), so that in particular V' (x) < z(x). Hence

LV (z) = A\V(x) +w(x) >0, V(z) < z(z) for all z.
Evidently V (z) satisfies the following equation:
min{ LV (z) — A\V(z) + w(z), z(z) — V(x)} = 0.

This is not a PDE in the usual sense; it is called a variational inequality. Just like
in the optimal control case, where the Bellman equation reduces the optimization
problem to a pointwise minimization over all possible control actions, the variational
inequality reduces the optimal stopping problem to a pointwise minimization over
our two options: to continue, or to stop. It is important to note that if V(x) is a
unique solution to the variational inequality, then we can completely reconstruct the
continuation region D: it is simply D = {z : V(x) < z(z)}. Hence it suffices, as in
the optimal control setting, to solve a (nonlinear, variational inequality) PDE for the
value function, in order to be able to construct the optimal strategy.

Remark 8.1.2. There are much more elegant treatments of the optimal stopping the-
ory which can be made completely rigorous with some effort. One of these methods,
due to Snell, is closely related to the martingale dynamic programming principle in
optimal control (see remark 6.1.7) and works in a general setting. Another method,
due to Dynkin, characterizes the optimal cost of stopping problems for the case where
X, is a Markov process. Both these methods are extremely fundamental to optimal
stopping theory and are well worth studying; see, e.g., [PS06].
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A verification theorem

The previous discussion is only intended as motivation. We have made various en-
tirely unfounded assumptions, which you should immediately discard from this point
onward. Rather than making the story above rigorous, we proceed, as in chapter 6,
in the opposite direction: we will assume that we have found a sufficiently smooth
solution to the appropriate variational inequality, and prove a verification theorem that
guarantees that this solution does indeed give rise to an optimal stopping rule.

Proposition 8.1.3. Let K C R" be a set such that X, € K for all t. Suppose there is
a function V : K — R, which is sufficiently smooth to apply It0’s rule, such that

min{ ZV(z) — \V(z) + w(x), z(x) = V(z)} =0,

and |E(V (Xo))| < oo. Define the set D = {x € K : V(z) < z(z)}, and denote by
R the class of admissible stopping rules T such that T < oo a.s. and

- [T ov :
—As 1k k|
ZZ/O e (Xs)o (Xs)dwsl =0

i=1 k=1

E

Suppose that 7* = inf{t : X, & D} isin R Then J[7*] < J[r| for any 7 € & and
the optimal cost can be expressed as E(V (Xy)) = J[r*].

Remark 8.1.4. Often K = R", but we will use the more general statement later on.

Proof. Applying Itd’s rule to e~**V (X;) and using the condition on strategies in £, we obtain
E(V(Xo)) =E {/ ef’\s{)\V(Xs) — LV (Xs)}ds+ e V(X7)
0

for 7 € K. But the variational inequality implies V' (z) < z(z) and AV (z) — £V (z) < w(x),
so we find that E(V (X)) < J[r]. On the other hand, for 7 = 7%, we these inequalities
become equalities, so we find that J[7*] = E(V(Xo)) < J[r]. This establishes the claim. [

In this verification result, we required that V'(x) “is sufficiently smooth to apply
1t6’s rule”. It would seem that we should just assume that V' is in C?, as this is the
requirement for Itd’s rule. Unfortunately, hardly any optimal stopping problem gives
rise to a value function in C2. The problems occur on the boundary 9D of D: often
V(x)is C% on K\OD, but on 9D it is only C'. We thus need to extend Itd’s rule to
this situation. There are various technical conditions under which this is possible; the
most elegant is the following result, which holds only in one dimension.

Proposition 8.1.5 (Relaxed Ito6 rule in one dimension). Suppose thatV : R — R is
C"' and admits a (not necessarily continuous) second derivative in the sense that there
exists a measurable function 8>V /0x? such that

oV ov 92V
%(ff)—%(o)— ; W(y)dy, r eR.

Then It6’s rule still applies to V (X).
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For the proof of this statement, see [RW0O0b, lemma IV.45.9]. The proof is a little
too difficult to us; it requires, in essence, to show that X, does not spend any time at
the discontinuity points of 32V /922 (i.e., the amount of time spent at the discontinuity
points has Lebesgue measure zero). For generalizations to the multidimensional case,
see [Kry80, section 2.10] and particularly [PS93] (see also [(@ks03, theorem 10.4.1]
and [Fri75, theorem 16.4.1]). For our purposes proposition 8.1.5 will suffice, as we
will restrict ourselves to one-dimensional examples for simplicity.

Remark 8.1.6 (The principle of smooth fit). The fact that V(x) is generally not C2
is not surprising; on the other hand, the fact that V' (z) should be C 1 is not at all obvi-
ous! Nonetheless, in many cases it can be shown that the gradient of V' (z) does indeed
need to be continuous on the boundary 0D; this is called the principle of smooth fit
(see, e.g., [PS06, DKO03] for proofs). This turns out to be an extremely useful tool
for finding an appropriate solution of the variational inequality. In general, there are
many solutions to the variational inequality, each leading to a different continuation
set D; however, it is often the case that only one of these solutions is continuously
differentiable. Only this solution, then, satisfies the conditions of the verification the-
orem, and thus the principle of smooth fit has helped us find the correct solution to the
optimal stopping problem. We will shortly see this procedure in action.

Let us treat an interesting example (from [(Jks03]).

Example 8.1.7 (Optimal resource extraction). We are operating a plant that extracts
natural gas from an underground well. The total amount of natural gas remaining
in the well at time ¢ is denoted R; (so the total amount of extracted natural gas is
Ry — R;). Moreover, the rate at which we can extract natural gas from the well is
proportional to the remaining amount: that is, when the plant is in operation, the
amount of natural gas in the well drops according the equation

d

— Ry = -\ Ry,

P t
where A > 0 is the proportionality constant. After the gas has been extracted, it is
sold on the market at the current market price P;, which is given by the equation

dPt:/LPtdt-FO'Ptth,

where 1 > 0. However, it costs money to operate the plant: in order to keep the plant
running we have to pay K dollars per unit time. The total amount of money made by
time ¢ by extracting natural gas and selling it on the market is thus given by

t t
/ P,d(Ry — R,) — Kt = / (ARP, — K) ds.
0 0

It seems inevitable that at some point in time it will no longer be profitable to keep the
plant in operation: we will not be able to extract the natural gas sufficiently rapidly to
be able to pay for the operating costs of the plant. We would like to determine when
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would be the best time to call it quits, i.e., we would like to find a stopping time 7*
which maximizes the expected profit —J|[7] up to time 7. We thus seek to minimize

Jir]=E [/OT(K — AR,P,) ds] :

This is precisely an optimal stopping problem of the type we have been considering.
The problem can be simplified by noting that the cost functional depends only on
the quantity Sy = R; P;. Using It6’s rule, we find that

dSy = (n— A)Spdt + 05 dWy, J[T]:EU (K—)\SS)ds]
0

As S; > 0 as. for all ¢, we can apply proposition 8.1.3 with K = [0,00[. The
variational inequality for this problem can be written as
o?z% 0%V (z) oV (x)
n{ 2 QOa? (1= A)z Ox

+ K -z, —V(a:)} =0.

Thus on D¢, we must have V(z) = 0 and £V (z) + K — Az = K — Az > 0; in
particular, if x € D¢, then x < K/, so we conclude that | /A, oo C D. Let us now
try to solve for V' (z) on D. To this end, consider the PDE

o?x? 9%V (z) oV (z)
2 Ox? (= Az Ox

Let us try a solution of the form

+ K — Xz =0.

Klog(x) N Az N
pw—A—02/2  p—X\

Ve(z) = c.
If V(z) = V.(z) on D, then it must be that V.(z) < 0 on |K/\, oo[; in particular,
this means that we must require that ¢+ < A. Intuitively this makes sense: if the price
of natural gas were to grow at a faster rate than the rate at which we deplete our well,
then it would always pay off to keep extracting more natural gas!

Let us thus assume that 4 < A, and we are seeking a solution of the form V' (z) =
Ve(z) on D and V(z) = 0 on D°. To determine the appropriate ¢ and D, we will try
to paste the solutions V,.(z) and 0 together in such a way that the result is C*—i.e.,
we are going to use the principle of smooth fit. To this end, note that the derivative of
V must vanish on the boundary of D (as V' (z) = 0 on D¢). But

dve Kz~1 A K - A
H—A—0

dz __,LL—)\—UQ/2+,LL—/\:

Thus D must be of the form ]z*, co[ (note that z* < K/, so this indeed makes
sense). On the other hand, V' (z) must be continuous at z*, so if V(z) = V,(x) we
should have V_.(z*) = 0. This allows us to select the appropriate value ¢* of ¢:

K log(z*) Az*
Ve (#) =0 =— ¢ = _ .
(z%) ¢ pw—A—02/2 pu-—2X
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We have thus shown that the variational inequality is solved by the value function
V(z) =0forz < z*,and V(x) = Ve (x) for z > z*; note that V (z) is C'* on [0, oo
and C? on [0, oo[\{z*}. Our candidate stopping rule is thus 7* = inf{t : X; < 2*}.

To conclude that 7* is indeed optimal, it remains to show that 7* € R. This is
indeed possible whenever p1 < A using a more refined version of the optional stopping
theorem than we have discussed; see [RW00a, theorems I1.69.2 and I1.77.5]. For sake
of simplicity, let us verify that 7% € £ under the more restrictive assumption that
p— A+ 0%/2 < 0. Recall that we must assume that E(V (S)) is finite, and we will
also assume without loss of generality that Sy > z* a.s.

First we will establish that E(7*) < co. To this end, note that

log(Siare) = log(So) 4 (4 — A — 0% /2)t AT + 0 Wipnr-.

As E(V(Sp)) is finite, E(log(Sp)) is finite also, and we find that E(log(Sia-+)) =
E(log(So)) + (4 — A — 02 /2) E(t A 7*). In particular, by monotone convergence,
(

E(log(S0)) — limy— oo E(log(Sinr-))

E(r*) = Py R w—

But E(log(Sia-+)) > logz*, so E(7*) < co. Next, we need to show that

oV

E
0 8:10(

Sy) o S, dW]

/ (Ch S, + OQ)dWS] ~0,
0

where C; and Cs are the appropriate constants. The integral over C5 has zero expec-
tation by lemma 6.3.4. To deal with the integral over S, note that for m < n

nAT* 2 nAT* [eS)
E / Ss dWs =E / (Ss)* ds E {/ (Ss)? ds] .
mAT* mAT* 0

But you can verify using 1t6’s rule that the term on the right is finite whenever we have
i — X+ a2 /2 < 0. Hence if this is the case, we find using dominated convergence

nAT* T T
/ Sy dW, — / S.dW, inf£? = E l / S dWS] =0
0 0 0

(use that the integral is a Cauchy sequence in £2). This is what we set out to show.

It is often useful to be able to introduce an additional constraint in the optimal
stopping problem; we would like to find the optimal stopping time prior to the time
when the system exits a predetermined set K. We will see an example of this below.
The corresponding extension of proposition 8.1.3 is immediate, and we omit the proof.

Proposition 8.1.8. Let K' C R" be a fixed open set, with closure K and boundary
0K = K\K, and assume that Xy € K a.s. Suppose there is a function V : K — R
which is sufficiently smooth to apply It6’s rule, such that V(x) = z(z) on 0K,

min{ ZV(z) — \V(z) + w(x), z(x) = V(z)} =0,
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and |E(V(Xy))| < oo. Define D = {x € K : V(x) < z(x)}, and let & be the class
of admissible stopping rules T with T < oo a.s., 7 < 7 = inf{t : X; & K}, and

S / e ‘Wi (X,) o™ (X,) dWE| = 0.
i=1k=1"0 Oz

Suppose that T = inf{t : X; & D} isin & Then J[7*] < J[1] for any 7 € R, and
the optimal cost can be expressed as E(V (X)) = J[7*].

E

Note that if K has compact closure, then lemmas 6.3.4 and 6.3.3 can be used to
deal with the technical condition, thus avoiding some amount of trench work.

Markov chain approximations

As in the setting of optimal control, most optimal stopping problems do not admit
analytic solution. However, as before, Markov chain approximations provide an ef-
fective method to approximate the solution of an optimal stopping problem. Let us
demonstrate this method through an important example in mathematical finance.

Example 8.1.9 (Optimal exercise for an American put option). We are holding a
certain amount of stock, whose price at time ¢ is given by the usual equation

dSt = ,USt dt + O'St th

At some point in the future we might want to sell our stock, but this is risky: by that
point the stock price may have tanked, in which case we would not be able to sell the
stock for a reasonable price on the stock market. To mitigate this risk, we may take
out a form of insurance on our stock: a put option. This is a contract which guarantees
that we will be able to sell our stock at some time in the future for a predetermined
price K. A European put option works precisely in this way: we fix 7" and K, and the
contract guarantees that we may sell our stock for the price K at time 7. Hence the
payoff from such an option is (K — S7)* (because if the stock price is larger than K,
we retain the right to sell our stock on the stock market instead).

European put options are not our only choice, however; there are options which
allow us more flexibility. In this example, we will investigate an American put option.
Like in the European case, we fix a price K and a terminal time 7". In contrast with
the European option, however, an American put option can be exercised at any point
in time in the interval [0, T']: that is, after purchasing the option at time zero, we may
decide at any stopping time 7 < T to sell our stock for the price K. If we choose
to exercise at time 7, then the payoff from the option is (K — S,)*. The question
now becomes: when should we choose to exercise to maximize our payoff from the
option? This problem is naturally formulated as an optimal stopping problem.

In general, there is also a bank account involved which gives an interest rate 7. It
is customary to try to maximize the discounted payoff, i.e., we will normalize all our
prices by the amount of money we could have made by investing our money in the
bank account rather than in the risky stocks. This gives rise to the following optimal
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stopping problem: we wish to maximize E(e~"" (K — S;)1) over all stopping times
7 < T. In other words, we want to minimize the following cost:

Jlr] = E(—e""(K — 8,)%).

Remark 8.1.10 (Pricing of American options). An important problem in practice is
to determine how an American option should be priced, i.e., how much money should
the seller of the option charge for agreeing to issue this contract? Arbitrage pricing
theory shows that there is only one fair price for an American option in the current
setting; if any other price is charged, either the buyer or the seller of the option can
make money for nothing, which is by definition not “fair”. Moreover, it turns out that
in order to compute the price, we need to solve the above optimal stopping problem
for the case u = r, and the payoff of the optimal stopping rule is then precisely
the fair price of the option. The replacement y +— r corresponds to a change of
measure, which allows us to replicate the payoff of the option by a suitable trading
strategy using the martingale representation theorem. The details of this procedure
are not difficult, but as they are not directly related to the optimal stopping problem
itself we will forgo a discussion here; see, e.g., [DufO1, section 8G]. Suffice it to say
that the pricing problem for American options makes the solution of optimal stopping
problems of the type which we are considering an important practical problem in real-
world finance (though obviously we are here restricting to the very simplest case).

Let us begin by expressing our optimal stopping problem as a variational in-
equality. As we are seeking stopping times 7 which are guaranteed to be less than
T, we need to apply proposition 8.1.8 by considering the two-dimensional process
X: = (t,St) and the stopping set K = {(¢t,z) : ¢ < T'}. We thus seek a function
V(t, x), defined on the set K, which obeys the following variational inequality:

9 o%x? 9? 0
min{(a + 5 9.2 + ux e T) Vit,z), —(K —x)" — V(t,x)} = 0.
If we can find a suitable function V (¢, x), then the continuation region for the optimal
stopping rule is givenby D = {(¢,z) € K : V(t,x)+ (K —z)" < 0}. Unfortunately,
there is no analytical solution to this problem, so we need to proceed numerically.

Let us define a grid on K. We will split the interval [0, T'] into intervals of length
A =T/N,i.e., we will work with the times kA, k = 0, ..., N. Placing a suitable grid
on the stock price is more difficult, as it is unbounded from above. Let us therefore
shrink K to the smaller set K/ = {(¢,z) : t < T, x < R} for some R < oo, and we
discretize [0, R] into intervals of length § = R/M, i.e., we work with the stock prices
kd, k=0,..., M.If we choose R sufficiently large, then we expect that the solution
of the optimal stopping problem in the set K’ will be close to the solution in the set
K. In the following we will thus consider the optimal stopping problem in K.

We now proceed by introducing finite differences. Let us set

oV(t, x) s Vsa(t,z) — Vsalt — A x)
ot A

for the time derivative,
oV (t,x) . Vsalt,z+0) — Vs alt, z)
ox 1)
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for the spatial derivative, and we approximate the second derivative by

0*V(t,x) _ Vsa(t,x 4+ 0) —2Vsa(t,x) + Vsa(t,z —9)
0z 62 '

Now note that the variational inequality can equivalently be written as

, o oz §? 0 —(K—2)t =V(t,z) _
mln{(a—kTW—i—uz%—r)V(t,x), A }—0

(convince yourself that this is true!), and we can shift time by A in the second term
without modifying the A — 0 limit (we will shortly see why this is desirable). Sub-
stituting into the variational inequality and rearranging gives

2,2
Vhalt = Ava) =min{ (K - ), (1- 255 - 22 ar) iateo
Ac?2z?  Apzx Ac?z?
<_252 + =5 ) Vsalt,z+0) + == Vsalt,z - 5)} -

Note that this is a backwards in time recursion for V5 a(¢,x)! (It is for this reason
that we shifted the terminal cost term in the variational inequality by A: if we did not
do this, the right hand side would depend on Vs A (t — A, x)). It remains to specify
boundary conditions, but this follows directly from proposition 8.1.8: we should set
Vs.a(t,z) = —(K — )" on the boundary of K, i.e., whenevert = T or z = R.
We now claim that this discretized equation is itself the dynamic programming
equation for an optimal stopping problem for a discrete time Markov chain on a finite
state space, provided that A is sufficiently small that 1 — Ac?M? — AuM — Ar > 0.

Proposition 8.1.11. Let xx, k = 0,..., N be a Markov chain on the state space
{nd :n=0,..., M} with the following transition probabilities forn < M:

— Ag2n2 _ _
P(xy = nd|zr—1 = nd) = 1—Ac*n® — Aun — Ar

1—Ar ’
Ao?n? +2A
P(ze = (n+1)d|zr—1 = nd) = W’
Ao?n?
]P)((Ek = (’I’L — 1)(5|.’Ek_1 = ’I’L(S) = m,

and all other transition probabilities are zero. For the state n = M (so nd = R), let
P(xy, = R|zk—1 = R) = 1 (so the boundary R is an absorbing state). Moreover, let

H[r]=E [—(1 —Ar)"(K — zq.)ﬂ

for any stopping time T < N for the filtration generated by xj, (so T isan {0,..., N }-
valued random variable). Denote D = {(k,nd) : Vs a(kA,né) + (K — z,)* < 0}.
Then 7 = inf{k : (k,z) & D} is an optimal stopping rule for the cost H[t]| in the
sense that H[m*| = E(V5 A (0,x0)) < H|[r] for any stopping time T < N.
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Figure 8.1. Numerical solution of example 8.1.9 with 7' = 1, K = 100, 0 = .3, u = r = .05,
and R = 200. In the left plot, the boundary D of the continuation region D is plotted in
blue, while the contract price K is shown in green (the horizontal axis is time, the vertical axis
is price). A single sample path of the stock price, started at So = 100, is shown in red; the
optimal stopping rule says that we should stop when the stock price hits the curve 0D. In the
right plot, the value function —V' (¢, ) is plotted in blue for ¢ = 0 (the horizontal axis is stock
price, the vertical axis is payoff). For an initial stock price of 100 dollars, we see that the option
should be priced at approximately ten dollars. Note that the exercise boundary 0D intersects
the line ¢ = 0 precisely at the point where —V (0, z) and (K — x)" (shown in green) diverge.

Proof. Let us write Pp,p, = P(zr = nd|xr—1 = md). Then

E(V&A((k — I)A,xkfl) — (1 — AT)VgVA(kA, :ck)|:ck,1 = m5)
=Vsa((k— 1)A,mé) — (1= Ar) > PunVsa(kA,nd) <0,

where we have used the equation for V5 a ((k — 1)A, md). In particular, we find that
E(Vs,a((k— 1A, zp—1) — (1 — Ar) Vs a(kA, z) | Fr—1) <0

by the Markov property, where 7, = o{z¢ : £ < k}. Now note that I, >, is Fj_1-measurable,
as 7 is a stopping time. Multiplying by I;>x (1 — Ar)k ~! and taking the expectation gives

E({(1 — Ar)* ' Vsa((k — DA, zp-1) — (1 — Ar)* Vs a(kA, z1)} Irsi) < 0.
Now sum over k from 1 to N. This gives
E(Vs.a(0,20)) <E((1— A7) Vsa(tA,z,)) <E(—(1 — Ar) (K —z,)") = H[7],

where we have used the equation for Vs A (¢, ) again. But repeating the same argument with
7" instead of 7, the inequalities are replaced by equalities and we find that E(V5 A (0, z0)) =
H[7*]. Thus 7" is indeed an optimal stopping time for the discrete problem. O

The numerical solution of the problem is shown in figure 8.1. Evidently the bound-
ary 0D of the continuation region is a curve, and D is the area above the curve. The
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optimal time to exercise the option is the time at which the stock price first hits 0D
(provided that the inital stock price lies above the curve), and we can read off the
optimal cost (and hence the fair price of the option) from the value function V (0, x).

8.2 Partial observations: the modification problem

Just as in stochastic control, we do not always have access to the system state X, in
optimal stopping problems. When only a noisy observation process Y; is available,
our only option is to base our stopping decisions on that process. In other words,
in this case we wish to minimize the cost J[7] over all F} -stopping times 7 (where
FY = o{Y, : s < t}), rather than over all F;-stopping times. By definition, this
ensures that {w : 7(w) < t} € FY, so that we can decide when to stop based purely
on the observation history. We will encounter examples of such problems in the next
two sections, where we discuss applications of optimal stopping in statistics.

We will solve the partial observation problem, as usual, by using the separation
principle. However, there is a subtlety in applying this procedure to optimal stopping
problems. Recall that we are working with the cost functional

Jir] =E UOT e w(X,) ds + e Z(XT)} ,

and assume that 7 is an Y -stopping time. As before, we would like to use the tower
property of the conditional expectation to express this cost directly in terms of the
filter. Consider first the integral term. If w is nonnegative, for example (so we can
apply Fubini’s theorem—clearly this can be weakened), we obtain

E UOT e M w(X,) ds} =E UOOO Lier e M w(Xy) ds}
= [ Bl e wx)ds = [T Bl e N E(X)12)) ds

-E {/OOO Ioer eAS]E(w(XsM}-Z)dS} =E [/0

where we have used that I, is F, SY -measurable. The second term is more difficult,
however. Define 7, (f) = E(f(X;)|FY ). Ultimately, we would like to write

T

e’\SIE(w(XS)|}'SY)ds] :

Jr]=E {/OT e M mg(w) ds 4 e wf(z)] ;

if this is true, then the partially observed problem reduces to a completely observed
optimal stopping problem for the filter. However, it is not at all obvious that

E(e ™ 2(X2)) = (e ™ m (2) = E(e ™ E(2(X0)|F) )= ).

In fact, at this point, this expression is neither true or false—it is meaningless!

To understand this point, let us revisit the definition of the conditional expectation.
Recall that for any random variable X € L' and o-algebra F, the conditional expec-
tation E(X|F) is defined uniquely up to a.s. equivalence. In particular, there may
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well be two different random variables A and B, both of which satisfy the definition
of E(X|F); however, in this case, we are guaranteed that A = B a.s.

Now consider the stochastic process t — (). For every time ¢ separately, 7:(f)
is defined uniquely up to a.s. equivalence. But this means that the process 7 ( f) is only
defined uniquely up to modification; in particular, two processes A; and B; may both
satisfy the definition of 7, (f), but nonetheless P(A, = B, Vt) < 1 (after all, we are
only guaranteed that P(A, = B;) = 1 forall ¢ € [0, co[, and [0, co[ is an uncountable
set). In this case, there may well be a stopping time 7 such that A, # B,: modi-
fication need not preserve the value of a process at stopping times. See section 2.4
for a discussion on this point. Unfortunately, this means that E(z(X;)|F} )|i=- is a
meaningless quantity; it may take very different values, even with nonzero probability,
depending on how we choose to define our conditional expectations.

Does this mean that all is lost? Not in the least; it only means that we need
to do a little more work in defining the process 7;(f). As part of the definition of
that process, we will select a particular modification which has the following special
property: 7, (f) = E(f(X,)|FY) for all 7} -stopping times 7 (with 7 < oo a.s.).
The process 7 (f) is then no longer “just” the conditional expectation process; this
particular modification of the conditional expectation process is known as the optional
projection of the process f(X;) onto the filtration FY . Provided that we work with
this particular modification, we can complete the separation argument. After all,

E(e " 2(X,)) = E(e " E(2(X,)|F))) = E(e ™ m-(2),

where we have used that 7 is F -measurable. Hence the problem is now finally
reduced to an optimal stopping problem for the filter—that is, if the filter does indeed
compute the optional projection 7+(z) (which, as we will see, is the case).

Remark 8.2.1. A general theory of optional projections is developed in detail in Del-
lacherie and Meyer [DM82, section VI.2] (a brief outline can be found in [RW0Ob,
section VI.7]). We will have no need for this general theory, however; instead, we will
follow a simple argument due to Rao [Rao72], which provides everything we need.

Let us begin by recalling the definition of the o-algebra 7} of events up to and in-
cluding time 7. We have encountered this definition previously: see definition 2.3.16.

Definition 8.2.2. We define FY = {A: AN{r <t} € FY forallt < oo} for any
F) -stopping time 7. Then, in particular, 7 is Y -measurable.

To demonstrate where we want to be going, consider our usual observation model
dY: = h(X,)dt + K dBy.

In the previous chapter, we found filtering equations for m;(f) = E(f(X;)|FY) for
several different signal models; in all these filters, 74 (f) was expressed as the sum of
E(f(Xo)), a time integral, and a stochastic integral with respect to the observations.
But recall that we have defined both the time integral and the stochastic integrals
to have continuous sample paths; thus the m.(f) obtained by solving the filtering
equations of the previous chapter is not just any version of the conditional expectation:
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it is the unique modification of the conditional expectation process that has continuous
sample paths (uniqueness follows from lemma 2.4.6). We are going to show that it is
precisely this modification that is the optional projection.

Proposition 8.2.3. Let X; be a process with right-continuous sample paths, and let
f be a bounded continuous function. Suppose there is a stochastic process 7i(f)
with continuous sample paths such that 7,(f) = E(f(X)|F)) for every t. Then
7-(f) = E(f(X,)|FY) for all FY -stopping times T < oo.

Remark 8.2.4. The “suppose” part of this result is superfluous: it can be shown that
a continuous modification of E(f(X;)|FY ) always exists in this setting [Rao72]. We
will not need to prove this, however, as we have already explicitly found a continuous
modification of the conditional expectation process, viz. the one given by the filtering
equations, in all cases in which we are interested.

To prove this statement, we will begin by proving it for the special case that 7
only takes a countable number of values. In this case, the result is independent of
modification: after all, the problem essentially reduces to discrete time, where two
modifications are always indistinguishable (see section 2.4).

Lemma 8.2.5. Proposition 8.2.3 holds for any modification of ¢ (f ) whenever T takes
values only in a countable set times {t1,ta,...}.

Proof. We need to show that E(, (f) Iz) = E(f(X,) Ig) forevery B € F. , and that 7, ( f)
is F -measurable. This establishes the claim by the Kolmogorov definition of the conditional
expectation. We begin by demonstrating the first claim. Note that B = J,., BN {7 =ti}, so

E(r-(f) I) = ZE(m(f) Ipngr—tyy),  E(f(X:)Ip) = ZE(f(Xr) Inngret,)-

Hence it suffices to prove E(7-(f) Ipn{r=t,}) = E(f(X+) Ipn{r=¢,}) for every B € FY
and ¢ > 1. But by definition, B; = BN {1 =1t;} € .7-'2:, so we do indeed find that

E(mr(f) Ip;) = E(me, (f) I;) = B(f(X+,) IB,) = B(f(X+) IB,).

To show that 7 (f) is F -measurable, note that

{re () € Ay = J{m(f) € Aand 7 = 1.} = | J{m, (f) € A} N {7 =t}

i>1 i>1

for every Borel set A; hence {7-(f) € A} n{r =t;} € }?; C F7 forevery j < 4, s0 it
follows easily that {7, (f) € A} € FY (take the union over j < 7). We are done. |

To prove proposition 8.2.3 in its full glory, we can now proceed as follows. Even
though 7 does not take a countable number of values, we can always approximate
it by a sequence of stopping times 7,, such that every 7, takes a countable number
of values and 7, \, 7. We can now take limits in the previous lemma, and this is
precisely where the various continuity assumptions will come in. Before we complete
the proof, we need a an additional lemma which helps us take the appropriate limits.
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Lemma 8.2.6 (A version of Hunt’s lemma). Let X,, be a sequence of random vari-
ables such that X, — X in L2, let F,, be a reverse filtration F_1 O Fp D
Fot1 D -+, and denote by Foo = (), Fn. Then E(X,|F) — E(Xoo| Foo) in L2

Proof. Note that we can write |E(Xn|Fn) — E(Xoo|Fo)|lz2 < |JE(Xn — Xoo|Fn)ll2 +
|E(Xoo|Fn) — E(Xoo|Foo)||2. But for the first term, we obtain using Jensen’s inequality
IE(X7n — Xoo|Fn)ll2 < | Xn — Xoo||2 — 0 by assumption. Hence it remains to prove that the
second term converges to zero. To this end, let us write F, = E(Xoo|Fr ). Then form < n

E((Fm — F»)?) = B(F2) + E(F?) — 2E(F,Fy,)
=E(F2) +E(F)) — 2B(F, E(Fn|Fn)) = E(Fr) — E(F2).

But then we find, in particular, that

S E((Fks — Fo)?) = B(F2) — E(F?) < 2B(X2) < oo,

k=m-+1

so we conclude (let n — oo, then m — o0) that F), is a Cauchy sequence in £2. But then
F,, must converge in £2 to some random variable Fs., and it remains to verify that Fr, =
E(Xoo|Foo). To this end, note that for every A € Foo C Fp, we have

E(Foo I4) = lim E(F,Ia) = lim E(Xeo Ia) = E(Xo 14)

by dominated convergence. On the other hand, {F, }n>m is a sequence of F,,-measurable
random variables, so the limit (in £2) of this sequence is also F,-measurable. But Fi is the
limit of every such sequence, so F is F,, measurable for every m, i.e., Fis is Foo-measurable,
and this establishes the claim by the Kolmogorov definition of the conditional expectation. [

We can finally proceed to the proof of proposition 8.2.3.

Proof of proposition 8.2.3. Define the stopping times 7, = 27"(|2"7| 4+ 1). Then 7, \, 7,
and each 7, takes a countable number of values. By lemma 8.2.5, we find that 7, (f) =
E(f(X-,)|FY) for every n. We would like to take the limit of this expression as 7 — co. The
left-hand side is easy: m-, (f) — m-(f) by the continuity of the sample paths of 7+(f) (which
we have assumed). It remains to tackle the right-hand side.
First, we claim that }'3; > FY To see this, let A € F, Y

Tn+4+1° Tn+4+1

be arbitrary. Then
AN{rn <t} = AN {mp1 <t} N{m <t} e F,

where we have used that 7,41 < 7,, the definition of F. Y and that 7,, is an .7—'ty -stopping

Tn+1
time. But this holds for every ¢, so the claim follows by the definition of .7-'3; . We can thus

conclude by lemma 8.2.6, the boundedness of f and the right-continuity of f(X¢), that

E(f(Xr)IF7,) “=5 B(f(Xo)IG) inL?, G =) 77,

n>1

We now have to show that B( f(X,)|G) = E(f(X+)|FY ) as. Clearly FY C G (as T < T, for
all n), so it suffices to show that E(E(f(X,)|G)|FY) = E(f(X~)|G) a.s. But we know that
E(f(X-)|G) = 7+ (f) a.s. Hence we are done if we can show that 7, (f) is . -measurable.
To see that this is the case, define the stopping times o, = 7, — 2~ ". Then o, < 7, and
on — Tasn — o0. Butm,,, (f)is .7-'32 -measurable (see the proof of lemma 8.2.5), so it is F -
measurable for every n (as o, < 7 implies F2 C FY). But then 7, (f) = limn— oo 7o, (f)
(by the continuity of the sample paths) must be . -measurable. O
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8.3 Changepoint detection

We are now ready to treat a statistical application: the detection of a sudden change in
white noise. This is known as a changepoint detection problem.

The problem is as follows. Our system—and industrial process, a stock, a com-
puter network, etc.—has a parameter which undergoes a sudden change at some ran-
dom time 7 (in the above examples, e.g., a machine breakdown, a stock crash, a
denial-of-service attack, etc.). We will assume that 7 is exponentially distributed, i.e.,
P(r = 0) = 7o and P(7 > t|7 > 0) = e~ *'. In an ideal world, we would intervene
as soon as the sudden change occurs, i.e., we would like to take some action to correct
for the change. Unfortunately, we can not actually see when the change happens; all
that is available to us is the noisy observation process

dYy =y L <y dt + o dB;, fty =o{Ys:s <t}

where B, is a Wiener process independent of 7. Our goal is thus to find an F} -
stopping time 4, i.e., a stopping time that is decided purely on the basis of the obser-
vations, that is as close as possible to the changepoint 7 in a suitable sense.

In deciding on a stopping strategy ¢, however, we have two competing goals. On
the one hand, we would like to intervene as soon as possible after the changepoint
T occurs, i.e., we would like to minimize the expected delay E((9 — 7)%). On the
other hand, it is bad if we decide to intervene before the change has actually occured,
i.e., we would like to minimize the probability of false alarm P(9 < 7). As you can
imagine, these goals are in some sense mutually exclusive: if we do not care about
false alarms then it is always best to stop at ©J = 0 (as the delay time is then zero!),
while if we do not care about delay then we should intervene at ¥ = oo (7 < o0 a.s.,
so if we wait long enough we are sure that there will be no false alarm). Generally,
however, there is a tradeoff between the two, and it is in this case that the problem
becomes nontrivial. To quantify the tradeoff, let us introduce the cost functional

JW) =P < ) + cE((® — 7)*).

The constant ¢ > 0 allows us to select the relative merit of minimizing the false
alarm probability or the delay time. Our goal is to find an F} -stopping rule ¥* which
minimizes J[¢]. Using the Shiryaev-Wonham filter, we can turn this into an ordinary
optimal stopping problem to which proposition 8.1.3 can be applied.

Remark 8.3.1. There are various variations on the changepoint detection problem,
some of which we will discuss at the end of this section. For the time being, however,
let us concentrate on solving the problem in this basic form.

Define m, = P(7 < t|F}), and recall that the Shiryaev-Wonham filter gives
dry = L(1— ) dBy + N1 — ) dt,  dBy = o~ (dY; — vy dt).
o

If we write I-<; = X, then we obtain the more familiar cost

J[ﬁ]—Elc/oﬁXsds+(l—Xﬁ)] —E[/Oﬁcwsds+(1—ﬁﬁ)],
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where we have used the result of the previous section (note that I-<; does not have
continuous sample paths, but it does have right-continuous sample paths). We can
thus apply proposition 8.1.3 with K = [0, 1], and the variational inequality reads

. {72502(1 —2)? 92V ()

202 Ox?

oV (z)
ox

+A(1—x)

+ cx, l—x—V(m)}:O.

Perhaps remarkably, this problem has a (somewhat) explicit solution.

To begin, recall that once we have obtaind a suitable solution V' (z) to this problem,
the interval [0, 1] is divided into the continuation region D = {x : V(z) < 1 — a}
and the stopping region D¢ = {z : V(z) = 1 — x}. On the former, we must have
LV (x)+cx = 0, while on the latter we must have £V (z)+cx > 0. In particular, we
can use the latter requirement to find a necessary condition on the set D: substituting
V(z) = 1 — z into the inequality, we find that it must be the case that z > \/(c + X)
for any « € D°. In particular, this implies that [0, A/(c + \)[ C D.

Let us now try to solve for V(z) on D. Note that LV (z) + cx = 0 gives

T a® ¢
oU(z) _ 2 (ﬁU(m)—&—m) (z>0), U©O)=0,

oxr 2
where U(x) = 0V (z)/0x. This is an (admittedly nasty) ordinary differential equa-

tion, which does however have locally Lipschitz coefficients on ]0, 1[; if we require’
U(z) — 0asz — 0 (so that V(x) is C* at 2 = 0), we obtain the unique solution

2(7')\ Y 1

202 23 (10 1 22 (log(+255) =)

UCe 2 A(] (= ;)/ e dy.
0

y(1—y)?
Let us verify some elementary properties of this equation.

Lemma 8.3.2. The function U(x), as defined above, has the following properties:

1. U(z) <

2. ()zsC’lon[O 1[;

3. U(z) = 0asx\,0; and
4. U(z) - —occasx /1.

Proof. That U(x) < 0 is trivial. It is easily verified that the integrand of the integral in the
expression for U(z) is bounded on every set of the form [0, #] with < 1. Thus U(z) is clearly
well-defined for every « € ]0, 1, and it follows directly that U () is C"* in ]0, 1[. The behavior
of U(x) asx \, 0Oorxz /1 follows by an application of I’'Hospital’s rule (with the integral in
the numerator and the exponential prefactor in the denominator). It remains to show that U (z)
is differentiable at z = 0 (so U (z) is C* on [0, 1[); this follows by applying I’Hospital’s rule to
U(zx)/x (with the integral in the numerator and the prefactor in the denominator). |

Here is another very useful property of U (x), which is not immediately obvious.

! We have to require this to apply proposition 8.1.3, as we know that 0 € D and V (z) must be C'1.
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Lemma 8.3.3. U(x) is strictly decreasing.
Proof. Using the differential equation satisfied by U (), it follows that

U (x)
ox

C xT
<0 = _U(‘r)<X1—:p'

We would like to show that this is in fact the case. Using the expression for U (z), this becomes

202 (log(125)— 1)

202\ 6*2%3*(1051;)7%) /f e 2 -y
72 0 y(1—y)?

The trick is to note that we have the identity

2022 y 1
202)\ e%(log(ﬂ)*g)

2022 ¥y y_ 1
d 22 Goe(sL)—5) _

dy 2 vl-y)

so that it evidently remains to prove that

02 X T 62
6*2W2’\(log(1,m)*%)/ y 4 2o estp)-g) g o T
o 1—ydy 1—x

But this is clearly true for all 0 < = < 1, and thus the proof is complete. O

We can now finally complete the solution of the optimal stopping problem. We
need to use the principle of smooth fit to determine D. Note that for z on the boundary
of D, we must have U(z) = —1 in order to make V' (x) be C''. But the previous
lemmas demonstrate that there is a unique point 7* € |0, 1] such that U(7*) = —1:
there is at least one such point (as U(0) > —1 > U(1)), and uniqueness follows
as U(x) is decreasing. We have thus established, in particular, that the continuation
region must be of the form D = [0, 7*[, and the remainder of the argument is routine.

Theorem 8.3.4 (Changepoint detection). Ler 7* € |0, 1 be the unique point such

that U(n*) = —1, and define the concave function V (x) as
_[1-m+ [ U@ dy forz € (0,7,
V(I)_{ 1—= forz € [n*,1].

Then V (x) is Ct on [0, 1], C% on [0, 1]\{7*}, and

min{'yzxz(l — )2 0%V (x) A —a) oV (x)

52 By 5 +ex, 1 —z— V(LE)} =0.
In particular, the stopping rule 9* = inf{t : m & [0,7*[} is optimal in that it
minimizes the cost J[V] in the class of F} -stopping times.

Proof. The various smoothness properties of V'(z) follow from the lemmas proved above. That
V(x) is concave follows as its second derivative is nonpositive. Next, let us show that (as
expected) 7° > A/(c + A). To this end, it suffices to substitute U(z) = —1 into the equation
for OU (x) /O, and to use the fact that the latter is negative. But then it follows directly that the
variational inequality is satisfied on [7*, 1]. That £V (z) + cz = 0 on [0, 7*[ follows from the
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definition of U(x), while that V(z) < 1 — z on [0, 7] follows from the concavity of V(z).
Hence we have established that the variational inequality is satisfied on [0, 1].

We now invoke proposition 8.1.3 with K = [0, 1]. Clearly V' (x) is sufficiently smooth,
and as V(z) and both its derivatives are bounded, it remains by lemma 6.3.4 to show that
E(¥*) < oo. To this end, define oy = —log(1 — 7). Then It6’s rule gives

2
doe = Yy dBy + Ndt + L 72 dt.
o 202

(o}

Hence we obtain, in particular,
E(at/\g*) > o + )\E(t N 19*).
But aiag < —log(l — ), so E(¢*) < oo by monotone convergence. We are done. d

We now have a complete solution to the basic changepoint detection problem for
our model. The rest of this section discusses some variations on this theme.

Example 8.3.5 (Variational formulation). We have discussed what is known as the
“Bayesian” form of the changepoint detection problem: we have quantified the trade-
off between false alarm probability and expected delay by minimizing a weighted sum
of the two. Sometimes, however, a “variational” form of the problem is more appro-
priate. The latter asks the following: in the class of F} -stopping rules ¥ with a false
alarm probability of at most « € |0, 1, what is the stopping rule that minimizes the
expected delay? With the solution to the Bayesian problem in hand, we can now solve
the variational problem using a method similar to the one used in example 6.4.7.

Corollary 8.3.6. Let o € |0, 1[. Then amongst those F} -stopping times 1 such that
P(¥ < 1) < a, the expected delay is minimized by ¥* = inf{t : m; € [0,1 — «[}.

Proof. First, we claim that we can choose the Bayesian cost J[¥] in such a way that 7* = 1 —«
in the previous theorem, i.e., there exists a constant ¢ > 0 such that U(1 — o) = —1 for
¢ = cq. This is trivially seen, however, as U(z) is directly proportional to ¢. Denote by Jo[¥]
the cost with ¢ = ¢q; evidently ¥ = inf{¢ : m¢ & [0, 1 — [} minimizes Jq [¥].

Next, we claim that P(¢* < 7) = a whenever mo < 1 — a. To see this, note that using
proposition 8.2.3, we can write P(9* < 7) = 1 — E(P(7 < 9%|F3)) = 1 — E(mg+) = a.
Whenever mop > 1 — «, it must be the case that ¥* = 0, so we find P(9* < 7) = 1 — mo.
For the latter case, however, the result holds trivially. To see this, note that ¥* = 0 satisfies
P(¢ < 7) < a, while the expected delay is zero for this case. As a smaller delay is impossible,
¥* = 0 is indeed optimal in the class of stopping rules in which we are interested.

It thus remains to consider the case when mp < 1 — «. To this end, let 9 be an arbitrary
FY -stopping time with P(¢ < 7) < a. Then Jo[9%] < Jo[9] gives

a+caB((0* —7)T) =PW* <7)+ca B(9* —7)T)
<P <T)+caB((0—7)") < a4 caB((W—7)T).
Thus E((9*—7)1) < E((9—7)"), so cannot have a smaller delay than 9¥*. We are done. [

Note that the variational problem is, in some sense, much more intuitive than its
Bayesian counterpart: given that we can tolerate a fixed probability of false alarm «,
it is best not to stop until the conditional probability of being in error drops below «.
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Example 8.3.7 (Expected miss criterion). The cost J[¢] is quite general, and con-
tains seemingly quite different cost functionals as special cases. To demonstrate this
point, let us show how to obtain a stopping rule ¥* that minimizes the expected miss
criterion J'[¥] = E(]9 — 7|). In the absence of explicit false alarm/expected delay
preferences, this is arguably the most natural cost functional to investigate!

The solution of this problem is immediate if we can rewrite the cost J'[¢] in terms
of J[¢] (for some suitable ¢). This is a matter of some clever manipulations, combined
with explicit use of the Shiryaev-Wonham filter. We begin by noting that

(Aﬂ1—2h<Jd%,

where we have used E(7) = (1 — m)/A. Using the the tower property, we obtain

Aim—ﬂ—mﬂﬁm

1—
7TQ+IE

JW] =E(r+9—27A0) =

1 1

p— ”9 —
J) = —"°4E /{2IT<S—1}ds L, )
) TS )

Now note that the Shiryaev-Wonham equation gives

J 9
7T19:7T0—|—)\/ (1—775)d5+1/ 7s(1 — ms) dBs.
0 0

g

In particular, if we restrict to stopping times ¥ with E(¢) < oo (this is without loss of
generality, as it is easy to see that J'[)] = oo if E(¢) = 00), then lemma 6.3.4 gives

)\J/[19]21—7T0—|—]E

9
/ ATs ds + mo — 7T19‘| = J\[9],
0

where J)[¢] is our usual cost J[9] with ¢ = A. Evidently J'[9] and J»[J] differ only
by a constant factor, and hence their minima are the same. It thus remains to invoke
theorem 8.3.4 with ¢ = ), and we find that 9* = inf{¢ : m; & [0, 7*[} for suitable 7*.

Let us complete this section with an interesting application from [RHO6].

Example 8.3.8 (Optimal stock selling). The problem which we wish to consider is
how to best make money off a “bubble stock”. Suppose we own a certain amount of
stock in a company that is doing well—the stock price increases on average. However,
at some random point in time 7 the company gets into trouble (the “bubble bursts™),
and the stock price starts falling rapidly from that point onward. Concretely, you can
imagine a situation similar to the dot-com bubble burst in early 2000.

It seems evident that we should sell our stock before the price has dropped too far,
otherwise we will lose a lot of money. However, all we can see is the stock price: if
the stock price starts dropping, we are not sure whether it is because the bubble burst
or whether it is just a local fluctuation in the market (in which case the stock price will
go up again very shortly). The problem is thus to try to determine, based only on the
observed stock prices, when is the best time to sell our stock.
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Let us introduce a simple model in which we can study this problem. The total
amount of money we own in stock is denoted S, and satisfies

dSt = ,UtSt dt + O'St th

Prior to the burst time 7, the stock is making money: we set yuy = a > 0 fort < 7.
After the burst, the stock loses money: we set iy = —b < 0 for 7 < t. In particular,

dSt = (a It<7- — bITSt)St dt + O'St th

Denote by F° = o{S, : s < t} the filtration generated by the stock price, and we
choose 7 to be an exponentially distributed random variable, i.e., P(t = 0) = m( and
P(r > t|7 > 0) = e~*!, which is independent of the Wiener process W;. Our goal
is to maximize the expected utility E(u(Sy)) from selling at time 9, i.e., we seek to
minimize the cost J'[9] = E(—u(Sy)) in the class of F,’-stopping rules (see example
6.2.4 for a discussion of utility). For simplicity we will concentrate here on the Kelly
criterion u(z) = log(z) (the risk-neutral case can be treated as well, see [RHO6]).
We begin by rewriting the cost in a more convenient form. We will restrict our-
selves throughout to stopping times with E() < oo (and we seek an optimal stopping
rule in this class), so that we can apply lemma 6.3.4. Using Itd’s rule, we then obtain

9 2
/ {% —alser + bIT<s} d.;| - 1Og(SO)’
0

where we presume that Sy (our starting capital) is non-random. It follows that

J'[9) =E

T = E l/oﬂ {"; a4 (a+b)B(r< s|f§)}ds 1og(So),

where we have used the tower property of the conditional expectation.
Let us now introduce the process Y; = log(S;) — log(So) + (30 — a) t. Then

A, = —(a+b) Ly dt+ o0 dWy =y Lcpdt + odWy, v =—(a+b).

But clearly we can transform back and forth between S; and Y; without losing any
information, so in particular 7y = F} = o{Y, : s < t}, and we can thus conclude
that P(7 < t|F7) = P(r < t|FY) = m, satisfies the Shiryaev-Wonham equation:

d7Tt = 1 7Tt(1 - ﬂ't) dBt + A(l - ﬂ't) dt, dBt = O'il(d}/t — YTt dt)
g

We can now transform the cost J'[¢] into the cost J[1}] of the changepoint detection
problem as in the previous example. To this end, we rewrite J'[1J] suggestively as

J') =E /019{<%2 —a) (1—ms)+ (%2 +b> ﬂ's}ds_ — log(Sp)-

Using the Shiryaev-Wonham equation, we obtain

T = E % <a - ";) (0 — 9) + /019 <"; +b) rods] log(S0).
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Figure 8.2. Solution of example 8.3.8 witha = 1,b = 2,0 = .6, So = 100, A = 1, and
mo = 0. The left plot shows V() of theorem 8.3.4; note that the threshold 7* is precisely the
point where V (z) and 1 — z diverge. A simulation on the time interval [0, 2] of the stock price
St (which starts tanking at time 7) and the filter 7r;, with the optimal stopping strategy in action,
is shown on the right. The optimal time to sell is the first time the filter exceeds 7.

Things are starting to look up—this is almost the changepoint detection problem!

To proceed, we need to distinguish between two cases. The first case is when
2a < ¢, In this case, the problem becomes essentially trivial; indeed, you can read
of from the expression for J'[¢J] above that the optimal stopping rule for this case tries
to simultaneously minimize the expected delay, and maximize the probability of false
alarm. This is easily accomplished by setting 9* = 0, and this is indeed the optimal
stopping rule when 2a < ¢2. It thus remains to consider the nontrivial case 2a > 2.

Define the constants ¢ = (2a — 02)/2) and ¢ = (02 + 2b)/2q, and note in
particular that ¢, ¢ > 0 when 2a > o2 (which we now assume). Then we can write

¢ Y =E

0
1—7r19+/ Cﬂ'SdS‘| —q tlog(So) +mo — 1.
0

In particular, we find that J'[J] = ¢ J[J] — log(Sy) — ¢ (1 — mp), where J[V] is our
usual changepoint detection cost (with ¢ = (02 + 2b)/2¢g). But as ¢ > 0, it is clear
that the F;-stopping rule ¥* that minimizes J'[¢J] coincides with the F} -stopping
rule that minimizes J[¢]. Hence the optimal time ¥* to sell our stock can be found
directly by substituting the appropriate values into theorem 8.3.4.

The function V() of theorem 8.3.4 is shown in figure 8.2 for a particular set of pa-
rameter values for the stock selling problem. Note that the value function does indeed
have the desired behavior, and we can read off the boundary 7* of the continuation
region. A numerical simulation shows the stock selling problem in action.
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8.4 Hypothesis testing

Another classic optimal stopping problem from statistics is the sequential testing of
hypotheses. We will develop this theory here in the simplest continuous time setting.

The model in this case is very simple. Suppose that we are sent a single bit through
a noisy channel. The observation process is then given by

dY; =~vX dt +0dB;,  F) =o{Y,:s<t},

where X (the bit) is either zero or one. We would like to determine the value of X on
the basis of the observations, i.e., we would like to accept one of the two hypotheses
X =0or X =1, and we would like to do this in such a way that the probabilities of
selecting the wrong hypothesis (we accept the hypothesis X = 0 when in fact X =1,
and vice versa) are as small as possible. On a fixed time horizon [0, T, it is well
known how to do this: the Neyman-Pearson test characterizes this case completely.

The problem becomes more interesting, however, when we do not fix the obser-
vation interval [0, T'], but allow ourselves to decide when we have collected enough
information from the observations to accept one of the hypotheses with sufficient con-
fidence. A decision rule in this problem consists of two quantities: an F -stopping
time 7 (the decision time) and a {0, 1}-valued F -measurable random variable H
(the accepted hypothesis, i.e., H = 1 means we think that X = 1, etc.) We are now
faced with the competing goals of minimizing the following quantities: the probabil-
ity that = 1 when in fact X = 0; the probability that I = 0 when in fact X = 1;
and the observation time 7 required to determine our accepted hypothesis H. The
question is, of course, how to choose (7, H) to achieve these goals.

Remark 8.4.1. A simple-minded application might help clarify the idea. We wish to
send a binary message through a noisy channel using the following communication
scheme. At any point in time, we transmit the current bit “telegraph style”, i.e., the
receiver observes y; = v X +0 &, where &; is white noise and X is the value of the bit
(zero or one). One way of transmitting a message is to allocate a fixed time interval
of length A for every bit: i.e., we send the first bit during ¢t € [0, A[, the second
bit during [A, 2A[, etc. The Neyman-Pearson test then provides the optimal way for
the receiver to determine the value of each bit in the message, and the probability of
error depends purely on A. If we thus have an upper bound on the acceptable error
probability, we need to choose A sufficiently large to attain this bound.

Now suppose, however, that we allow the receiver to signal back to the transmitter
when he wishes to start receiving the next bit (e.g., by sending a pulse on a feedback
channel). Given a fixed upper bound on the acceptable error probability, we should
now be able to decrease significantly the total amount of time necessary to transmit
the message. After all, for some realizations of the noise the observations may be rela-
tively unambiguous, while for other realizations it might be very difficult to tell which
bit was transmitted. By adapting the transmission time of every bit to the random
fluctuations of the noise, we can try to optimize the transmission time of the mes-
sage while retaining the upper bound on the probability of error. This is a sequential
hypothesis testing problem of the type considered in this section.
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Bayesian problem

As in the changepoint detection problem, we will begin by solving the “Bayesian”
problem and deduce the variational form of the problem at the end of the section.
To define the Bayesian problem, we suppose that X is in fact a random variable,
independent of By, such that P(X = 1) = m (where my € 10, 1], otherwise the
problem is trivial!). For any decision rule (7, H), we can then introduce the cost

JrH =E(t)+aP(X =1land H=0)+bP(X =0and H = 1),

where @ > 0 and b > 0 are constants that determine the tradeoff between the two
types of error and the length of the observation interval. The goal of the Bayesian
problem is to select a decision rule (7*, H*) that minimizes J[r, H].

Remark 8.4.2. Nothing is lost by assuming that E(7) < oo, as otherwise the cost is
infinite. We will thus always make this assumption throughout this section.

To convert this problem into an optimal stopping problem, our first goal is to
eliminate H from the problem. For any fixed stopping rule 7, it is not difficult to
find the hypothesis H* that minimizes H — J [, H]. If we substitute this optimal
hypothesis into the cost above, the problem reduces to a minimization of the cost
functional .J[7] = J[r, H*] over 7 only. Let us work out the details.

Lemma 8.4.3. Denote by m; the stochastic process with continuous sample paths such
that 1y = P(X = 1|~.7-'2/) for every t. Then for any fixed F}Y -stopping time T with
E(7) < oo, the cost J[r, H] is minimized by accepting the hypothesis

H' = 1 if amr 2 b(1 — 77),
10 if amr < b(1 —7,).

Moreover, the optimal cost is given by

J[r] = J[r, H] = E(T + am, Ab(1 — m,)).

T

Proof. As T is fixed, it suffices to find an ]—'3/ -measurable H that minimizes E(a Ix=1lg=o +
bIx—olr—1). But using the tower property of the conditional expectation and the optional
projection, we find that we can equivalently minimize E(a 7 (1 — Ig=1) +b(1 —7-) Ig=1).
But clearly this expression is minimized by H;, as a7, (1 — IH¢:1) +b(1—m) I <
amr (1 —Ig=1)+b(l —m;)Ig= as. for any other H. The result now follows directly. O

The filter m; can be obtained in various ways; we have computed it explicitly
in example 7.1.9, and we can easily apply Itd’s rule to this expression to obtain a
stochastic differential equation. Alternatively, the current case is simply the Shiryaev-
Wonham equation with pg + po = 1, so we immediately obtain the equation

dﬂ't: Zﬂ't(l—ﬂt)d.ét, dBt:U_l(dY;g—’)/Trtdt).
o

By the previous lemma, we are seeking a stopping time 7 that minimizes

J[T]ZEUOT dt + amy AB(1—7,)
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This is precisely an optimal stopping problem as formulated in proposition 8.1.3. To
solve the problem, we consider as usual the corresponding variational inequality:

2.2 2 92
. [y (1 —x)* 0V (x)
min{ T

+1, ax/\b(l—x)—V(x)} =0.

Recall that once we have obtained a suitable solution V'(z), the interval [0, 1] is di-
vided into the continuation region D = {x : V(z) < axAb(1—z)}, on which we must
have £V (z) + 1 = 0, and the stopping region D¢ = {z : V(x) = ax A b(1 — z)},
on which 2V (z) + 1 > 0. Moreover, the function V' (x) should be C'! across the
boundary 0D, if we are going to be able to apply proposition 8.1.3.

We begin by seeking solutions to the equation £V () + 1 = 0. This is simply a
matter of integrating twice, and we find at once the general solution on 0, 1[:

202 x
Vea(z) = e (1 -2z) log (m) +cx+d.

Note that regardless of ¢,d, the function V. 4(x) is strictly concave and satisfies
V(z) - —occasz N\, 0orz / 1. In particular, this implies that 0V, 4(z)/0x
takes every value in R exactly once on x € |0, 1].

The constants ¢, d and the continuation region D remain to be found. To this end,
we will apply the principle of smooth fit. Let us first narrow down the form of the
continuation region. Note that as no V. q(z) can be made continuous at = 0 or
x = 1, the continuation region D must exclude at least some neighborhood of these
points. On the other hand, the continuation region must include at least z = b/(a+b),
as otherwise V(z) could not be C* at this point (why?). Hence the boundary of D
must consist of points in the interval |0,b/(a + b)[ and in the interval |b/(a + b), 1.
But on the former, the principle of smooth fit requires that 9V (x)/dz = a, while on
the latter it must be the case that OV (z)/0x = —b. As the derivative of V(z) takes
every value in R only once, the principle of smooth fit forces the continuation region
to be of the form 7%, 71| with 7° € ]0,b/(a + b)[ and 7! € |b/(a + 1), 1].

We now need to determine ¢, d, 7°, 7!. Once we have found 7%, we can directly
eliminate ¢ and d; after all, the principle of smooth fit requires that V (7°) = a7 and
OV (2)/0x|,—ro = a. Thus, given 7°, we must have

Viz) =T(z) — \11(770) + (a— 1/)(71'0)) (x — 7r0) +an® (forz € ]ﬂ'o, 7T1D,

where we have written

202 x 0V (z)
v =2 a-wog (1) v = T
The trick is now to select 7° and 7! in such a way that V() is C! at 7r!. This gives
aVv
vy =s-xt), DBy ) pa= .
T g=n1

We now have two equations relating two unknowns 7° and 7!; if we can show that a
solution exists, then the problem is essentially solved (up to minor technicalities). We
will show that there is in fact a unique solution; the proof is illustrated in figure 8.3.
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0.4 V()
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O0 1 0 - IO.S - 1

Figure 8.3. Illustration of lemma 8.4.4. If 7 is chosen too small then V() does not touch the
line b(1 — z) at all (first figure), while if 7 is too large then the maximum of V () — b(1 — z)
lies above zero (second figure). For the correct choice of 7°, the curve V (z) will be precisely
tangent to b(1 — x) (third figure). The final construction of the value function (as in theorem
8.4.5) is shown in the last figure. For these plots v = 1,0 = .4,a =1 and b = 1.5.

Lemma 8.4.4. There is a unique 7°, 7' with 0 < 7% < b/(a+b) < w' < 1 such that

U(rh) — (7)) + (a — (7)) (7! = 7%) +a7x® = b(1 — 71),
() —p(r') = a+0.

Proof. Consider the function W (z) = V(z) — b(1 — x) (recall that this equation depends on
7°). Note that W (x) is strictly concave for every 7° and satisfies W (z) — —oc as x \, 0 or
x /" 1. Hence W (x) has a maximum in the interval ]0, 1] for every 7°.

For 7° = b/(a + b) the maximum lies above zero: after all, in this case W (7%) = 0,
while OW (2)/0x|,—r0 = a is positive. As 7° — 0, however, the maximum of W (z)
goes below zero. To see this, note that W (z) attains its maximum at the point ™ such that
OW () /0| sz = P(2*) —p(7®) +a+b =0, and )(7°) — oo as 7 — 0; hence z* — 0
as well. On the other hand, W (z) < ax — b (1 — ) everywhere by concavity, so as z* — 0 we
obtain at least W (z*) < —b/2. Now note that 1(z*) — ¢(7°) + a + b = 0 implies that z* is
strictly decreasing as 7° decreases. Hence there must thus be a unique 0 < 7° < b/(a+b) such
that * is precisely zero. But then for that 7°, V (z*) = b (1—=*) and OV () /0| s=z+ = —b,
so we have found the desired 7° and 7' = x*. Note that 7' > b/(a + b) necessarily, as
V(z) < ax everywhere (so V(z*) = b(1 — ™) means b(1 — z*) < az™). d

The remainder of the argument is now routine.

Theorem 8.4.5 (Sequential hypothesis testing). Define the concave function

ax for0 <z <70,
V(z) = U(x) — V(7 + (a — () (x — %) +an®  forn® <z <7t
b(l —x) for tt <z <1,

where 0 < 70 < aLer < 7! < 1 are the unique points such that V (r') = b(1 — 7t)
and Y(7°) — p(nt) = a +b. Then V(x) is C* on [0, 1], C% on [0, 1]\{7°, 7'}, and

min{%x?(l — )% 0%V () +1, ax Ab(1 —z) — V(x)} =0.

202 Ox?
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In particular, the decision strategy

* . 01 « )1 if amre > b(1 — o),
r=inf{t:m g7}, H _{ o Fom 20

is optimal in that is minimizes the cost .J [, H] over all decision rules.

Proof. The various smoothness properties of V' (z) hold by construction, while V' (z) is easily
seen to be concave as its second derivative is nonpositive. Now clearly ZV(z) +1 = 0
on |7°, 7! [, while on the remainder of the interval V(z) = az A b(1 — z). Moreover, as
V(z) is concave and V() is tangent to ax A b(1 — x) at 7° and 7', we must have V (z) <
az A b(1 — x) everywhere; on the other hand, it is immediately verified that £V (z) +1 > 0
everywhere. Hence the variational inequality is satisfied. We now invoke proposition 8.1.3
with K = [0, 1]. Clearly V(x) is sufficiently smooth, and as V'(z) and both its derivatives are
bounded, it remains by lemma 6.3.4 to show that E(7*) < oo; but this follows immediately
from lemma 6.3.3, and the claim is thus established. We are done. O

Variational problem

We now consider the variational version of the problem. Rather than minimizing a
cost functional, which trades off between the error probabilities and the length of the
observation interval, we now specify fixed upper bounds on the probability of error.
We then seek a decision strategy that minimizes the observation time within the class
of strategies with acceptable error probabilities. In many situations this is the most
natural formulation, and we will see that also this problem has an explicit solution.

We first need to define the problem precisely. To this end, let us denote by A, g
the class of decision rules (7, H) such that

PH=0X=1)<a,  PH=1X=0)<§8.

For fixed «, 3, our goal is to find a decision rule (7%, H*) that minimizes E(7)
amongst all decision rules in A, g. We will need the following lemmas.

Lemma 8.4.6. When o € |70, 7|, the rule (7%, H*) of theorem 8.4.5 satisfies

0o 1 __
]p>(H*:0|X:1):7T A P(H*=1X =0)

mo L — 70’

1—7t g —a°

1—mg 7t — 79’

Proof. We will consider P(H* = 0|X = 1); the remaining claim follows identically. Note
that P(H* =0/X =1)=P(H*=0and X =1)/P(X =1) =P(H* =0and X = 1)/mo.
Using the tower property of the conditional expectation and the optional projection, we find that
P(H* =0and X = 1) = E(/p==omr+) = E(/_,—pomr+) = 7O P(m,~ = 7°). To evaluate
the latter, note that 7, « is a {z*, 7' }-valued random variable; hence

1
E(mm) = 70 P(r = 7TO)—|-7T1(1—]P)(7I'-,—* = 7TO)) =m0 = P(r~= 7r0) = H,

as ¢ is a bounded martingale. This establishes the result. O
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Lemma 8.4.7. Given 0 < o+ 3 < 1 and o € |0, 1], there are unique constants
a,b > 0 in the Bayesian cost J[t, H| such that (7*, H*) of theorem 8.4.5 satisfies
P(H*=0|X =1) = aand P(H* = 1|X = 0) = 3; moreover, for these a,b we find

1—
20 — o ol — mo(1 — @)

(1 =mo)(1 = B) + moar’ (1 —m)B+mo(l —a)’

where it is easily verified that 0 < 7° < 19 < 7t < 1.

Proof. The 7° and 7' in the lemma are obtained by setting P(H* = 0|X = 1) = « and
P(H* = 1|X = 0) = {3 in the previous lemma, then solving for 7° and 7*. It is easily verified
that 0 < a+/3 < 1and o € ]0, 1[ ensures that 0 < 7° < 7o < w* < 1. It remains to find a, b
that give rise to these 7°, 7!; but substituting 7°, 7! into lemma 8.4.4, we find a linear system
of equations for a, b which clearly has a unique solution. Thus the claim is established. O

We can now proceed to solve the variational problem as in corollary 8.3.6.

Lemma 8.4.8. For any my € )0, 1], the optimal Bayesian decision rule (7%, H*) with
a, b as in the previous lemma is optimal for the variational problem.

Proof. Note that (7%, H*) € A, g by construction. It remains to show that for any (7, H) €
Aq g, we have E(7*) < E(7). But as (7%, H™) is optimal for the Bayesian problem,

E(T*) + amoar + b(1 —mo) B = j[T*7 H*] < j[ﬂ H] <E(7) 4+ amoa + b(1 — m0) 3,
so it is indeed the case that E(7*) < E(7). This establishes the claim. |

Though this result does, in principle, solve the variational problem, the true struc-
ture of the problem is still in disguise. It is illuminating to remove the somewhat
strange dependence of the stopping boundaries 7°, 77! on 7y = P(X = 1) through a
change of variables. To this end, let us define the likelihood ratio

m 1—mg ol ~?
= = =Y, ——t
=T T T P <U2 b 202 > ’

where the latter equality can be read off from example 7.1.9. As x/(1 — x) is strictly
increasing, the stopping rule (7*, H*) of lemma 8.4.8 can be equivalently written as

. ' o 1—« - 1 lf(PT*Z(l_a)/ﬂ7
T—lnf{twpwz}maT{} H_{O if o« <a/(1-0).

Evidently the optimal variational decision rule (7*, H*) can be computed without any
knowledge of 7g; after all, both the functional ¢, and the stopping boundaries no
longer depend on my. Hence we find that unlike in the Bayesian problem, no prob-
abilistic assumption needs to be made on the law of X in the variational problem.
Indeed, we can consider the value of X simply as being “unknown”, rather than “ran-
dom”. This is very much in the spirit of the Neyman-Pearson test, and the two methods
are in fact more closely related than our approach indicates (see [Shi73, section IV.2]).
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8.5 Impulse control

In many ways optimal stopping problems are optimal control problems—they involve
the choice of a strategy which, if followed, achieves a particular goal; this is in essence
what control is all about! However, techniques very similar to the ones used in optimal
stopping theory can also be useful in conjunction with more traditional types of con-
trol. For example, one could investigate a combination of the indefinite cost control
problem of chapter 6 and an optimal stopping problem, where the goal is to optimize
simultaneously over the time at which the control is terminated and the continuous
control strategy followed up to that time. A description of such combined problems
can be found, for example, in [#S05, chapter 4].

In this final section we will discuss a different combination of optimal control
and optimal stopping techniques. We are interested in the situation where there is
no terminal time—we will control the system of interest on the infinite time horizon.
However, unlike in chapter 6, where we applied a control continuously in time, we
will only apply a control action at a sequence of stopping times, i.e., we allow our-
selves to give the system impulses at suitably chosen times; this is called an impulse
control problem. Such problems are important in a variety of applications, including
resource management (when should we cut down and replant a forest to maximize the
yield?), inventory management (when should we restock our warehouse?), production
planning (when to start and stop production?), and economic applications.?

Before we can solve the control problem, we need to make precise what we mean
by an impulse control strategy. For times prior to the first intervention time ¢ < 7y,
the system evolves according to the stochastic differential equation

t t
X3=X0+/ b(X ™) d8+/ o(X%) dW,,
0 0

where X is Fo-measurable and b : R” — R", o : R” — R™*™ satisfy appropriate
conditions that ensure existence and uniqueness of the solution. At the stopping time
71, we impulsively change the system state from X _ to X* =I'(X* _, (1), where
I' : R x U — R” is a given control action function and U is the control set. The

control (; is assumed to be F,, -measurable, i.e., the control strategy is adapted.

Remark 8.5.1. As the state of the system jumps at the intervention time, we need to
have notation that distinguishes between the state just prior and just after the interven-
tion. In the following, we will denote by X, _ the state just prior to the intervention
time 7, and by X, the state just after the intervention time 7. We will thus always
have X, = T'(X,_, (), where ( is the control applied at time 7.

2 An interesting economic application is the following. Due to various economic factors, the exchange
rate between two currencies (say, the dollar and some foreign currency) fluctuates randomly in time. It is
not a good idea, however, to have the exchange rate be too far away from unity. As such, the central bank
tries to exert its influence on the exchange rates to keep them in a certain “safe” target zone. One way in
which the central bank can influence the exchange rate is by buying or selling large quantities of foreign
currency. The question then becomes, at which points in time should the central bank decide to make a large
transaction in foreign currency, and for what amount, in order to keep the exchange rate in the target zone.
This is an impulse control problem. See [Kor99] for a review of impulse control applications in finance.
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We left off just after the first intervention time 7;. For times after 7; but before the
second intervention time 7, > 71, we solve the stochastic differential equation

t t
X=X +/ b(Xd)ds +/ o(X2) dWs.
T1 T1

We will assume that such an equation has a unique solution starting from every finite
stopping time, so that we can solve for X; between every pair 7; < T;41.

Remark 8.5.2. This is indeed the case when b, o satisfy the usual Lipschitz condi-
tions; this follows from the strong Markov property, but let us not dwell on this point.

At time 7o we apply another control action (2, etc. We now have the following.
Definition 8.5.3. An impulse control strategy u consists of

1. asequence of stopping times {7;};=1,2.... such that 7; < co a.s. and 7; < Tj41;

yeen

2. asequence {(;};=1,2,... suchthat(; € Uand (; is F;,-measurable.

The strategy u is called admissible if the intervention times 7; do not accumulate, and
X} has a unique solution on the infinite time interval [0, co].

Let us investigate the discounted version of the impulse control problem (a time-
average cost can also be investigated, you can try to work this case out yourself or
consult [JZ06]). We introduce the following discounted cost functional:

Jlu] =E / N w(Xy)ds + Y e u(Xr, )
0 j=1

Here w : R™ — R is the running cost, v : R™ x U — R is the intervention cost, and
A > 0 is the discounting factor. We seek an admissible impulse control strategy u*
that minimizes the cost J[u]. To this end we will prove a verification theorem.

Proposition 8.5.4. Assume that w and v are either both bounded from below, or both
bounded from above. Let K C R™ be a set such that X, € K for all t, and suppose
thereisaV : K — R, which is sufficiently smooth to apply Ito’s rule, such that

min{ LV (z) — AV (x) + w(x), XV (zx)—V(x)} =0,
where the intervention operator ¢ is defined as

HV(x) = glei{}{V(I‘(az, a)) +v(z,a)}.

Assume that |[E(V(Xo))| < oo, and denote by R the class of admissible strategies u
such that E(e=*7i V(X)) —— 0and such that
J—00

ii/Tj 8‘/ (Xu) (X:) dWSk =0 forallj.
i=1 k=1
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Define the continuation set D = {x € K : Z'V(x) > V(x)} and strategy u* with

T =inf{t > X ¢ D}, ¢ €argmin, o {V(D(XE_, o) +o(XE_, o)}

Tj—?

If u* defines an admissible impulse control strategy in R, then J[u*| < J[u] for any
u € R, and the optimal cost can be written as E(V (X)) = J[u*].

Proof. We may assume without loss of generality that w and v are both nonnegative or both
nonpositive; otherwise this can always be accomplished by shifting the cost by a constant. We
now begin by applying It&’s rule to e ~** V (X;*). Familiar manipulations give

B(e V(XY )~ Ble MMV(X, L)) =

Tn—1

JA

n—1

MV (XY —:fV(X;%)}ds] <E [/T e“w(x;‘)ds] .

Summing n from 1 to j (set 7o = 0), we obtain
E(V(Xo)) — E(e V(XY )
<E [/” e (XYY ds + S e V(X ) — V(X”))] .
0 i=1
But V(X)) = V(I'(Xr,—,G)) > AV (Xr,—) — v(Xr,—,) by the definition of the in-

tervention operator, so V(X,,-) — V(X,) < V(Xr,—-) = ZV(Xr-) + v(Xr-,G) <
v(Xr,—, i) using the fact that # 'V (z) — V(z) > 0. Hence

E(V(Xo)) — B(e MV(XE ) <E [/O” e w(X ") ds + i e o(Xr )

Now let t, 5 — o0, using monotone convergence on the right and the assumption on u € K on
the left (recall that as u is admissible, the intervention times cannot accumulate so 7; " 00).
This gives E(V(Xo)) < J[u]. Repeating the same arguments with v* instead of w gives
E(V(Xo)) = J[u"], so the claim is established. |

Remark 8.5.5. The equation for the value function V' (z) is almost a variational in-
equality, but not quite; in a variational inequality, the stopping cost z(z) was indepen-
dent of V(x), while in the current problem the intervention cost .#V (z) very much
depends on the value function (in a nontrivial manner!). The equation for V(z) in
proposition 8.5.4 is known as a quasivariational inequality.

Let us treat an interesting example, taken from [Wil98].

Example 8.5.6 (Optimal forest harvesting). We own a forest which is harvested for
lumber. When the forest is planted, it starts off with a (nonrandom) total biomass
xo > 0; as the forest grows, the biomass of the forest grows according the equation

dXt = ,U/Xt dt + O'Xt th, X() =29 (M > O)

At some time 71, we can decide to cut the forest and sell the wood; we then replant
the forest so that it starts off again with biomass x. The forest can then grow freely
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until we decide to cut and replant again at time 79, etc. Every time 7 we cut the forest,
we obtain X ,_ dollars from selling the wood, but we pay a fee proportional to the
total biomass aX,_ (0 < a < 1) for cutting the forest, and a fixed fee @) > 0 for
replanting the forest to its initial biomass xo. When inflation, with rate> A > y, is
taken into account, the expected future profit from this operation is given by

E Z e ((1—a)Xr- — Q)
j=1

Our goal is to choose a harvesting strategy 71, T2, . . . which maximizes our expected
profit, i.e., we wish to choose an impulse control strategy «* which minimizes

Ju] =E Ze"\Tf(Q -(1-a)X; )
j=1

For this impulse control problem, U consists of only one point (so we can essentially
ignore it) and the control action is I'(z, ) = x( for any z. Note, moreover, that
X; > 0 always, so we can apply proposition 8.5.4 with K = ]0, oo].

To solve the impulse control problem, we consider the quasivariational inequality

. {02502 0%V () oV (z)
min
where § = 1 — . The first thing to note is that in order to obtain a meaningful impulse
control strategy, the initial biomass x¢ must be in the continuation set D) if this is not
the case, then replanting the forest is so cheap that you might as well immediately
cut down what has just been planted, without waiting for it to grow. To avoid this
possibility, note that 29 € D requires zg < Q//3. We will assume this from now on.
Now consider £V () — AV (z) = 0, which must hold on the continuation region
D. The general solution to this equation is given by V' (z) = cya"+ + c_a"—, where

02 =2+ /(02 —2p)% + 802X

T+ = 952

Note that v > 1 (due to A > w), while y_ < 0.

We could proceed to analyze every possible case, but let us make a few educated
guesses at this point. There is nothing lost by doing this: if we can find one solution
that satisfies the conditions of the verification theorem, then we are done; otherwise
we can always go back to the drawing board! We thus guess away. First, it seems
unlikely that it will be advantageous to cut the forest when there is very little biomass;
this will only cause us to pay the replanting fee (Q, without any of the benefit of selling
the harvested wood. Hence we conjecture that the continuation region has the form
D =10, y[ for some y > x¢. In particular, this means the V (z) = c; 27+ +c_z7- for

3 If the inflation rate were lower than the mean growth rate of the forest, then it never pays to cut down
the forest—if we are patient, we can always make more money by waiting longer before cutting the forest.
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x €0, y[. But as the second term has a pole at zero, we must choose ¢ = 0; after all,
c— > 0 is impossible as the cost is bounded from above, while c_ < 0 would imply
that we make more and more profit the less biomass there is in the forest; clearly this
cannot be true. Collecting these ideas, we find that V' (z) should be of the form

| cxn+ forz <y,
V(x)—{ Q- Br+cxyt forxz > y.

The constants ¢ and y remain to be determined. To this end, we apply the principle of
smooth fit. As V() should be C'! at y, we require

Yreyt = -5, eyt =Q—By+cay’.

Hence we obtain the candidate value function

[ () forz <y, _ By (= o
V(z) = { Q — Bz + Y(x0) forz >y, o) = v <_> 7

where y > z( solves the equation

_ 14Q — By (wo/y)*
Bly+ —1)

To complete the argument, it remains to show (i) that there does exist a solution y >
xo; and (ii) that the conditions of proposition 8.5.4 are satisfied for V' (z).

Let us first deal with question (i). Let f(z) = B(v4 — 1)z + Bz (x0/2)7+ — 74+ Qs
then y satisfies f(y) = 0. It is easily verified that f(z) is strictly convex and attains
its minimum at z = x¢; furthermore, f(zo) < 0 as we have assumed that zy < Q/0.
Hence f(z) has exactly two roots, one of which is larger than x¢. Hence we find that
there exists a unique y > x that satisfies the desired relation.

We now verify (ii). Note that V() is, by construction, C'! on ]0, co[ and C?
on ]0, oo[\{y}. Hence V() is sufficiently smooth. The running cost w is zero in our
case, while the intervention cost v is bounded from above. By construction, £V () —
AV(z) = 0on D = ]0,y[, while V(z) = £V (x) on D°. It is easily verified by
explicit computation that £V (z) — AV (z) > 0 on D¢ and that V(z) < £V (x) on
D. Hence the quasivariational inequality is satisfied. It thus remains to show that the
candidate optimal strategy u™* is admissible, and in particular that it is in &.

To show that this is the case, we proceed as follows. First, we claim that 7; <
oo a.s. for every j. To see this, it suffices to note that for the uncontrolled process
E(X;) = mp " — o0, so there exists a subsequence t,, such that X;, — 0o a.s., so
that in particular X; must eventually exit D a.s. Furthermore, due to the continuity of
the sample paths of X, we can immediately see that 7;,_; < 7;. Now note that our
process X' restarts at the same, non-random point at every intervention time 7;. In
particular, this means that 7; — 7;_; are independent of each other for every j, and as
T; —T;j—1 > 0, there must exist some € > 0 such that P(7;—7;_1 > ¢) > 0. These two
facts together imply that P(7; — 7,1 > € 1.0.) = 1 (see, for example, the argument in
the example at the end of section 4.1). But then we conclude that the stopping times
7; cannot accumulate, and in particular 7; " co. Thus ©* is admissible.
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Figure 8.4. Simulation of the optimal impulse control strategy of example 8.5.6. One sample
path of the controlled process X;* is shown in blue; the intervention threshold y is shown in
green. The parameters for this simulation were y = 0 =1, A =Q =2, a = .1,and o = 1.

To show that ©* is also in R is now not difficult. Indeed, as D has compact closure,
X} is a bounded process. Hence E(e =™ V(XY _)) — 0, while
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follows from the fact that the integrand is square-integrable on the infinite time horizon

(being the product of a decaying exponential and a bounded process). Thus all the

requirements of proposition 8.5.4 are satisfied, and we are convinced that we have

indeed found an optimal impulse control strategy, as we set out to do (see figure 8.4).
More elaborate optimal harvesting models can be found in [Wil98] and in [Alv04].

8.6 Further reading

The recent book by Peskir and Shiryaev [PS06] is an excellent resource on optimal
stopping theory, and covers in depth the fundamental theory, methods of solution, and
a wide range of applications; if you wish to learn more about optimal stopping, this
book is very highly recommended. Shiryaev’s older monograph [Shi73] is also still a
classic on the topic. Both these references develop in detail the connections between
optimal stopping problems and so-called free boundary problems, which is what is
obtained when the variational inequality is combined with the principle of smooth fit.
The name should be obvious: these are PDEs whose boundary conditions live on a
“free” boundary, which is itself a part of the solution. For much more on this topic,
see Bensoussan and Lions [BL82, Ben82, BL84] and Friedman [Fri75]. @ksendal
[@ks03] and Pksendal and Sulem [#S05] contain some useful verification theorems.
The fundamental theory of optimal stopping is still being developed after all these
years; see, e.g., Dayanik and Karatzas [DKO03] for a recent contribution.

Numerical methods for optimal stopping problems, using Markov chain approxi-
mations, are detailed in Kushner [Kus77] and Kushner and Dupuis [KDO1]. A discus-
sion of optimal stopping for discrete time, discrete state space Markov chains can be
found in [Kus71]; a nice introduction to this topic is also given in [Bil86].
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An in-depth study of the optional projection and friends (who we did not intro-
duce) can be found in Dellacherie and Meyer [DMS82]. For more on the separation
principle in the optimal stopping setting see, e.g., Szpirglas and Mazziotto [SM79].

Our treatment of both the changepoint detection problem and the hypothesis test-
ing problem come straight from Shiryaev [Shi73], see also [PS06]. For more on the
expected miss criterion see Karatzas [Kar03], while the stock selling problem is from
Rishel and Helmes [RHO6], where the risk-neutral version can also be found. Many
interesting applications of changepoint detection can be found in Basseville and Niki-
forov [BN93]. An extension of the hypothesis testing problem to time-varying signals
can be found in Liptser and Shiryaev [LSO1Db, section 17.6].

Our discussion of the impulse control problem is inspired by @ksendal and Sulem
[@S05] and by Brekke and @Jksendal [B@94]. An extension of example 8.1.7 to the
impulse control setting can be found in the latter. The time-average cost criterion is
discussed, e.g., in Jack and Zervos [JZ06]. Finally, the classic tome on quasivaria-
tional inequalities, and a rich source of examples of impulse control applications in
management problems, is Bensoussan and Lions [BL84]. Markov chain approxima-
tions for the solution of impulse control problems can be found in Kushner [Kus77].



APPENDIX

Problem sets

A.1 Problem set 1

Q. 1. Let (22, F,P) be a probability space on which is defined a sequence of i.i.d.
Gaussian random variables &1, &2, . . . with zero mean and unit variance. Consider the
following recursion:

Ty = eVt ro =1,

where a and b are real-valued constants. This is a crude model for some nonnegative
quantity that grows or shrinks randomly in every time step; for example, we could
model the price of a stock this way, albeit in discrete time.

1. Under which conditions on a and b do we have x,, — 0in £LP?

2. Show that if z,, — 0 in LP for some p > 0, then z,, — 0 a.s.

Hint: prove z,, — 0in £/ = 1z, — 0in probability = z,, — 0 as.
3. Show that if there is no p > 0 s.t. z,, — 0 in LP, then z,, /4 0 in any sense.

4. If we interpret z,, as the price of stock, then z,, is the amount of dollars our stock
is worth by time n if we invest one dollar in the stock at time 0. If z,, — 0 a.s.,
this means we eventually lose our investment with unit probability. However, it
is possible for @ and b to be such that z,, — 0 a.s., but nonetheless our expected
winnings E(x,,) — oo! Find such a, b. Would you consider investing in such a
stock? [Any answer is acceptable, as long as it is well motivated. |

Q. 2. We work on the probability space (R, B(R), P), where the probability measure
P is such that the canonical random variable X : w — w is a Gaussian random variable
with zero mean and unit variance. In addition to P, we consider a probability measure

242
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Q under which X — a is a Gaussian random variable with zero mean and unit variance,
where a € R is some fixed (non-random) constant.

1. Isit true that Q < P, and if so, what is the Radon-Nikodym derivative dQ/dP?
Similarly, is it true that P < Q, and if so, what is dP/dQ?

We are running a nuclear reactor. That being a potentially dangerous business, we
would like to detect the presence of a radiation leak, in which case we should shut
down the reactor. Unfortunately, we only have a noisy detector: the detector generates
some random value £ when everything is ok, while in the presence of a radiation leak
the noise has a constant offset a + &£. Based on the value returned by the detector, we
need to make a decision as to whether to shut down the reactor.

In our setting, the value returned by the detector is modelled by the random vari-
able X. If everything is running ok, then the outcomes of X are distributed according
to the measure P. This is called the null hypothesis Hy. If there is a radiation leak,
however, then X is distributed according to Q. This is the alternative hypothesis H.
Based on the value X returned by the detector, we decide to shut down the reactor if
f(X) =1, withsome f : R — {0, 1}. Our goal is to find a suitable function f.

How do we choose the decision function f? What we absolutely cannot toler-
ate is that a radiation leak occurs, but we do not decide to shut down the reactor—
disaster would ensue! For this reason, we fix a tolerance threshold: under the measure
corresponding to H, the probability that f(X) = 0 must be at most some fixed
value o (say, 10712). That is, we insist that any acceptable f must be such that
Q(f(X) = 0) < a. Given this constraint, we now try to find an acceptable f that
minimizes P(f(X) = 1), the probability of false alarm (i.e., there is no radiation leak,
but we think there is).

Claim: an f* that minimizes P(f(X) = 1) subjectto Q(f(X) =0) < v is

f*(x):{ 1 if 4 (z) > B,

0 otherwise,

where 5 > 0 is chosen such that Q(f*(X) = 0) = «a. This is called the Neyman-
Pearson test, and is a very fundamental result in statistics (if you already know it, all
the better!). You are going to prove this result.

2. Let f : R — {0, 1} be an arbitrary measurable function s.t. Q(f(X) = 0) < .
Using Q(f(X) =0) < aand Q(f*(X) = 0) = «, show that

Q(f*(X) =1and f(X) =0) < Q(f"(X) =0and f(X) = 1).
3. Using the definition of f*, show that the previous inequality implies
P(f*(X)=1and f(X)=0) <P(f*(X) =0and f(X) =1).

Finally, complete the proof of optimality of the Neyman-Pearson test by adding
a suitable quantity to both sides of this inequality.
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A better detector would give a sequence X1, ..., Xy of measurements. Under the
measure P (everything ok), the random variables X7, ..., X are independent Gaus-
sian random variables with zero mean and unit variance; under the measure Q (radi-
ation leak), the random variables X; — aj,..., Xy — ay are independent Gaussian
random variables with zero mean and unit variance, where a1, . .., ay is a fixed (non-
random) alarm signal (for example, a siren a,, = sin(nn/2).)

4. Construct X1, ..., Xy, P and Q on a suitable product space. What is dQ/dP?
How does the Neyman-Pearson test work in this context?

5. Bonus question: Now suppose that we have an entire sequence X1, Xo,.. .,
which are i.i.d. Gaussian random variables with mean zero and unit variance
under P, and such that X; —ay, Xo—asq, ... arei.i.d. Gaussian random variables
with mean zero and unit variance under Q. Give a necessary and sufficient
condition on the non-random sequence a1, ag, . .. so that Q < P. In the case
that Q <« P, give the corresponding Radon-Nikodym derivative. If Q £« P,
find an event A so that P(4) = 0 but Q(A) # 0. In theory, how would you
solve the hypothesis testing problem when Q < P? How about when Q £ P?

A.2 Problem set 2

Q. 3. Let W, be a Wiener process.

1. Prove that W, = W, /c2 18 also a Wiener process for any ¢ > 0. Hence the
sample paths of the Wiener process are self-similar (or fractal).

2. Define the stopping time 7 = inf{¢ > 0 : W; = x} for some = > 0. Calculate
the moment generating function E(e~*7), A > 0 by proceding as follows:

a) Prove that X; = e(Y"*Wi=>t i 4 martingale. Show that X; — 0 a.s.
as t — oo (first argue that X; converges a.s.; it then suffices to show that
X, — 0a.s. (n € N), for which you may invoke Q.1 in homework 1.)

b) It follows that Y; = XA, is also a martingale. Argue that Y; is bounded,
ie., Y; < K forsome K > 0 and all £, and that Y; — X a.s. ast — oc.

c¢) Show that it follows that E(X ) = 1 (this is almost the optional stopping
theorem, except that we have not required that 7 < oo!) The rest is easy.

What is the mean and variance of 7? (You don’t have to give a rigorous argu-
ment.) In particular, does W, always hit the level x in finite time?

Q. 4 (Lyapunov functions). In deterministic nonlinear systems and control theory,
the notions of (Lyapunov) stability, asymptotic stability, and global stability play an
important role. To prove that a system is stable, one generally looks for a suitable
Lyapunov function, as you might have learned in a nonlinear systems class. Our goal
is to find suitable stochastic counterparts of these ideas, albeit in discrete time.
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We work on a probability space (2, F,P) on which is defined a sequence of i.i.d.
random variables &1, &2, . . . We consider a dynamical system defined by the recursion

Tn = F(zn-1,&) (n=1,2,...), T is non-random,

where F' : § x R — S is some continuous function and S' is some compact subset of
R? (compactness is not essential, but we go with it for simplicity). Let us assume that
F(z*,€) = «* forsome z* € Sand all £ € R.

The following notions of stability are natural counterparts of the deterministic
notions (see your favorite nonlinear systems textbook). The equilibrium x* is

e stable if for any ¢ > 0 and « €]0, 1], there exists a § < e such that we have
P(sup,,>q [|7n —2*[| <€) > a whenever ||z¢ — z*|| < & (“if we start close to
x*, then with high probability we will remain close to x* forever”);

e asymptotically stable if it is stable and for every @ €10, 1], there exists a
such that P(x,, — z*) > a whenever |zg — z*|| < K (“if we start sufficiently
close to x*, then we will converge to x* with high probability”);

e globally stable if it is stable and x,, — z* a.s. for any z.

1. Prove the following theorem:

Theorem A.2.1. Suppose that there is a continuous function V : S — [0, co],
with V(x*) = 0 and V (x) > 0 for x # x*, such that

E(V(F(x,&))) —V(z) =k(z) <0 forall x€S.
Then x* is stable. (Note: as &, are i.i.d., the condition does not depend on n.)

Hint. Show that the process V' (z,,) is a supermartingale.
2. Prove the following theorem:

Theorem A.2.2. Suppose that there is a continuous function V : S — [0, 00|
with V(z*) = 0 and V (z) > 0 for x # x*, such that

E(V(F(z,&))) — V(z) = k(z) <0 whenever x# x™.
Then x* is globally stable.

Hint. The proof proceeds roughly as follows. Fill in the steps:
a) Write V(zo) —E(V (x,)) as a telescoping sum. Use this and the condition
in the theorem to prove that k(x,,) — 0 in probability “fast enough”.

b) Prove that if some sequence s, € S converges to a point s € S, then
k(sn) — k(s), i.e., that k(x) is a continuous function.

¢) As k(z,) — 0 as., k is continuous, and k(s,) — 0 only if s,, — z*
(why?), you can now conclude that z,, — z* a.s.
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3. (Inverted pendulum in the rain) A simple discrete time model for a controlled,
randomly forced overdamped pendulum is

Ont1 =0, + (14 &) sin(0,)A + up1 A mod 27,

where 6,, is the angle (§ = 0 is up) of the pendulum at time nA, A is the
time step size (be sure to take it small enough), u,1 an applied control (us-
ing a servo motor), and &, are i.i.d. random variables uniformly distributed on
[0,1]. The sin#,, term represents the downward gravitational force, while the
term &, sin 6,, represents randomly applied additional forces in the downward
direction—i.e., the force exerted on the pendulum by rain drops falling from
above. (This model is completely contrived! Don’t take it too seriously.)

Let us represent the circle § € S* as the unit circle in R?. Writing x,, = sin0,,,
Yn = cos0p, and f(x, & u) = (1 + &)xA + ul\, we get

Tn+1 = Tn COS(f(ZZJn, fna un+1)) + Yn sin(f(zn, gna un+1))?
Yn+1 = Yn COS(f(xm &ns Un-i—l)) — Tn sin(f(:z;n, én, un+1))'

Find some control law w,,+1 = g(Zy, y» ) that makes the inverted position § = 0
stable. (Try an intuitive control law and a linear Lyapunov function; you might
want to use your favorite computer program to plot k(-).)

4. Bonus question: The previous results can be localized to a neighborhood.
Prove the following modifications of the previous theorems:

Theorem A.2.3. Suppose there is a continuous function V : S — [0, oo[ with
V(z*) = 0and V(x) > 0 for x # z*, and a neighborhood U of x*, such that

E(V(F(x,&))) — V(z) = k(x) <0 whenever x € U.
Then x* is stable.

Theorem A.2.4. Suppose there is a continuous function V : S — [0, co[ with
V(z*) =0and V(z) > 0 for x # x*, and a neighborhood U of x*, such that

E(V(F(x,&.))) — V(z) = k(x) <0 whenever x € U\{z*}.
Then x* is asymptotically stable.

Hint. Define a suitable stopping time 7, and apply the previous results to £y -

You can now show that the controlled pendulum is asymptotically stable.

A.3 Problem set 3

Q. 5. Let W; be an n-dimensional Wiener process on a probability space (2, F,P).
Fornon-randomz € R", we call the process W,* = x+ ¥/, a Brownian motion started
at x. We are going to investigate the behavior of this process in various dimensions.
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1. Consider the annulus D = {z : r < ||z|| < R} forsome 0 < r < R < oo,
and define the stopping time 7, = inf{¢t : W ¢ D}. For which functions
h:R™ — Ris h(W{,, ) a martingale for all z € D? You may assume that h
is C? in some neighborhood of D. (Such functions are called harmonic).

2. Using the previous part, show that h(z) = |z| is harmonic forn = 1, h(x) =
log ||z|| is harmonic for n = 2, and h(z) = ||x||>~" is harmonic for n > 3.

3. Letus write 72 = inf{t : |W{¥|| > R} and 7 = inf{t : [|[W{|| < r}. What is
P(r; < 7ff) forn =1,2,3,...7 [Hint: W2 || can only take values r or R.]

4. What is P(7] < 00)? Conclude the Brownian motion is recurrent for dimen-
sions 1 and 2, but not for 3 and higher. [Hint: {7 < oo} = g, {75 < 78}]

Q. 6. We consider a single stock, which, if we were to invest one dollar at time
zero, would be worth S; = e(r=0"/2t+eWi dollars by time ¢; here u > 0 (the re-
turn rate) and o > 0 (the volatility) are constants, and W is a Wiener process on
(Q, F,{F:},P). We also have a bank account, which, if we were to deposit one dol-
lar at time zero, would contain R; = e"! dollars at time ¢, where r > 0 (the interest
rate) is constant.

If we invest o dollars in stock and 3y dollars in the bank at time zero, then at time
t our total wealth is X; = oS + By R; dollars. We can decide to reinvest at time ¢, so
to put a; Sy dollars in stock and B¢ R; dollars in the bank. However, if our investment
is self-financing, then we should make sure that X; = Sy + Bo Ry = oSt + B Ry
(i.e., the total amount of invested money is the same: we have just transferred some
money from stock to the bank or vice versa, without adding in any new money). Note
that we will allow oy and (; to be negative: you can borrow money or sell short.

1. Show that if we modify our investment at times ¢1, to, . . ., then

n

th+1 = oo+ 60 + Z Qg (Sti+1 - Stl) + Z/Btz (Rti+1 - Rti)’

1=0 =0

provided our strategy is self-financing. Show that this expression is identical to

tn+1 tn+1
Xty = Xo+ /0 (uasSs + rBsRs) ds + /0 oagSs dWs,

where o and ; are the simple integrands that take the values o, and 3, on
the interval [t;, t; 1], respectively. [Assume that vy, and 3, are F;,-measurable
(obviously!) and sufficiently integrable.]

The integral expression for X; still makes sense for continuous time strategies with
oSy and By Ry in L2 (u7 x P) (which we will always assume). Hence we can define
a self-financing strategy to be a pair ay, (3; that satisfies this expression (in addition to
Xy = Sy + B Ry, of course). You can see this as a limit of discrete time strategies.

In a sensible model, we should not be able to find a reasonable strategy o, 3; that
makes money for nothing. Of course, if we put all our money in the bank, then we
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will always make money for sure just from the interest. It makes more sense to study
the normalized market, where all the prices are discounted by the interest rate. So we
will consider the discounted wealth X; = X;/R; and stock price S; = S;/R;. We
want to show that there does not exist a trading strategy with Xo=a, X; > aas.,
and P(X; > a) > 0. Such a money-for-nothing opportunity is called arbitrage.

2. Show that the discounted wealth at time ¢ is given by
X=Xy + / (u—r)asSsds+ / oagSs dWs.
0 0

3. Find a new measure Q such that Q < P, P < Q, and X is a martingale under
Q (for reasonable o). Q is called the equivalent martingale measure.

4. The equivalent martingale measure has a very special property: Eg(X;) =
Xo (assuming our initial wealth X is non-random), regardless of the trading
strategy. Use this to prove that there is no arbitrage in our model.

We are going to do some simple option pricing theory. Consider something called
a European call option. This is a contract that says the following: at some predeter-
mined time 7" (the maturity), we are allowed to buy one unit of stock at some prede-
termined price K (the strike price). This is a sort of insurance against the stock price
going very high: if the stock price goes below K by time 7" we can still buy stock at
the market price, and we only lose the money we paid to take out the option; if the
stock price goes above K by time 7', then we make money as we can buy the stock
below the market price. The total payoff for us is thus (ST — K)™T, minus the option
price. The question is what the seller of the option should charge for that service.

5. If we took out the option, we would make (S7 — K)™ dollars (excluding the
option price). Argue that we could obtain exactly the same payoff by imple-
menting a particular trading strategy o, 3;, a hedging strategy, provided that
we have sufficient starting capital (i.e., for some X, oy, 3, we actually have
X1 = (St — K)™T). Moreover, show that there is only one such strategy.

6. Argue that the starting capital required for the hedging strategy is the only fair
price for the option. (If a different price is charged, either we or the seller of the
option can make money for nothing.)

7. What is the price of the option? [Hint: use the equivalent martingale measure.]

Congratulations—you have just developed the famous Black-Scholes model!

Q. 7 (Bonus question: baby steps in the Malliavin calculus). Very roughly speak-
ing, whereas the It6 calculus defines integrals f -+ - dW; with respect to the Wiener
process, the Malliavin calculus defines derivatives “d - -- /dW,” with respect to the
Wiener process. This has applications both in stochastic analysis (smoothness of den-
sities, anticipative calculus) and in finance (computation of sensitivities and hedging
strategies, variance reduction of Monte Carlo simulation, insider trading models, etc.)
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This is a much more advanced topic than we are going deal with in this course. As
we have the necessary tools to get started, however, I can’t resist having you explore
some of the simplest ideas (for fun and extra credit—this is not a required problem!).

We work on (§2, F,P), on which is defined a Wiener process W; with its natural
filtration F; = o{W; : s < t}. We restrict ourselves to a finite time interval ¢ € [0, T.
An Fr-measurable random variable X is called cylindrical if it can be written as
X = f(Wy,,...,W,) fora finite number of times 0 < ¢; < - -+ < t,, < T and some
function f € C§°. For such X, the Malliavin derivative of X is defined as

1. For cylindrical X, prove the Clark-Ocone formula:
T
X =E(X) +/ E(D: X |F;) dW;.
0

Hint: look at the proofs of lemma 4.6.5 and lemma 3.1.9.

As any Fr-measurable random variable Y in £2(IP) can be approximated by cylin-
drical functions, one can now extend the definition of the Malliavin derivative to a
much larger class of random variables by taking limits. Not all such Y are Malli-
avin differentiable, but with a little work one can define a suitable Sobolev space of
differentiable random variables. If you want to learn more about this, see [Nua95].

Let us take a less general approach (along the lines of Clark’s original result),
which allows a beautiful alternative development of the Clark-Ocone formula (the idea
is due to Haussmann and Bismut, here we follow D. Williams). Let f : C([0,T]) — R
be a measurable map. We will consider random variables of the form X = f(W.)
(actually, any Fpr-measurable random variable can be written in this way.)

2. Letu; be bounded and F;-adapted, and let ¢ € R. Prove the invariance formula
. -
E(f(W)) _ E|:f (W _ 5/ Us dS) estTus AW — 5 fOT(uS)2ds
0

We are now going to impose a (Fréchet) differentiability condition on f. We
assume that for any continuous function = and bounded function « on [0, T], we have

f(a: —|—€/O. Qs ds> — f(z.) = E/OTf’(s,z.)asds—l-o(e),

where [’ : [0, T]xC([0,T]) — Ris some measurable function. Then for X = f(W.),
we define the Malliavin derivative of X as D: X = f/(¢t, W.).

3. Show that this definition of DX coincides with our previous definition for
cylindrical random variables X .
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4. Let X = f(W.), and assume for simplicity that f(z.) and f’(¢, x.) are bounded.
By taking the derivative with respect to ¢, at ¢ = 0, of the invariance formula
above, prove the Malliavin integration by parts formula

T T
X/ Ug dWS} =E l/ us DX ds]
0 0

for any bounded and F;-adapted process u;. Show, furthermore, that

T
E [X/ udeS] =E
0

5. Using the Itd representation theorem, prove that there is a unique F;-adapted
process C; such that for any bounded and F;-adapted process u

T T
X/ udeslel/ us Cs ds
0 0

Conclude that the Clark-Ocone formula still holds in this context.

E

T
/ us E(Ds X |Fs) ds] .
0

E

A.4 Problem set 4

This problem set involves some programming; you may use whatever you want for
this, but I strongly recommend you use either Mat 1ab (or something similar, such
as R) or a compiled programming language (e.g., C++) for this purpose. If you have
never done any programming, please contact me and we will figure something out.

Q. 8. Consider the stochastic differential equations
dX] = sin(X])dW} + cos(X])dW?, X§ =r, Ay =dw}, Y =r,
where 7 € R is non-random and (W}, W2) is a two-dimensional Wiener process.

1. Show that X/ has the same law as Y,” for every fixed time ¢.

[Hint: investigate the Kolmogorov backward equations for X, and Y;".]

2. Show that X has independent increments. Together with the previous part, this
implies that { X[ } is a one-dimensional Brownian motion started at r.
[Hint: show that E(f(X] — X])|F,) = E(f(X] — 2)|Fs)|.=xr = g(X]) is
constant, i.e., the function g(x) is independent of = (you do not need to prove

the first equality; it follows as in the proof of lemma 3.1.9). Then show why this
implies E(f(X] — XI)Z) = E(f(X] — X)) E(Z) for any Fs-measurable Z.]

X7 is thus a Brownian motion started at ~—what more can be said? Surprisingly,
X7 and Y," behave very differently if we consider multiple initial points 71,...,7,
simultaneously, but driven by the same noise. In other words, we are interested in

Y, = (YY) = (AW W, Xy = (X[, ..., X[,
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where the latter is the solution of the n-dimensional SDE every component of which
satisfies the equation for X/ above.

3. Use the Euler-Maruyama method to compute several sample paths of X; and
of Y} in the interval ¢ € [0, 10], with (r1,...,7,) = (—3,—-2.5,—2...,3) and
with step size At = .001. Qualitatively, what do you see?

Apparently the SDEs for X and Y, are qualitatively different, despite that for ev-
ery initial condition their solutions have precisely the same law! These SDEs generate
the same Markov process, but a different flow r — X, r — Y;". Stochastic flows are
important in random dynamics (they can be used to define Lyapunov exponents, etc.),
and have applications, e.g., in the modelling of ocean currents.

Q. 9. We are going to investigate the inverted pendulum of example 6.6.5, but with a
different cost functional. Recall that we set

dfy = c1sin(6}) dt — co cos(0y) uy dt + o dWy.

As the coefficients of this equation are periodic in 6, we may interpret its solution
modulo 27 (i.e., 8} evolves on the circle, which is of course the intention).

Our goal is to keep 6} as close to the up position # = 0 as possible on some
reasonable time scale. We will thus investigate the discounted cost

Jiu] =E [/ e {p (us)* + q (1 — cos(8“))} ds| .
0
This problem does not lend itself to analytic solution, so we approach it numerically.

1. Starting from the appropriate Bellman equation, develop a Markov chain ap-
proximation to the control problem of minimizing J[u] following the finite-
difference approach of section 6.6. Take the fact that 6} evolves on the circle
into account to introduce appropriate boundary conditions.

[Hint: it is helpful to realize what the discrete dynamic programming equa-
tion for a discounted cost looks like. If z7 is a controlled Markov chain with
transition probabilies P;”; from state ¢ to state j under the control c, and

Koul=E

o0
Zg"w(xz,unﬂ)] , 0<o<1,
n=0

then the value function satisfies V(i) = minaevu{o)_; PV (j) + w(i, a)}.
You will prove a verification theorem for such a setting in part 2.]

2. To which discrete optimal control problem does your numerical method corre-
spond? Prove an analog of proposition 6.6.2 for this case.

3. Using the Jacobi iteration method, implement the numerical scheme you devel-
oped, and plot the optimal control and the value function.

You can try, for example, ¢y = c; =0 = .5, p = ¢ = 1, A = .1; a grid which
divides [0, 27| into 100 points; and 500 iterations of the Jacobi method (but play
around with the parameters and see what happens, if you are curious!)
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A.5 Problem set 5

Q. 10. A beautiful butterfly is fluttering around a patch of tasty flowers. At a certain
time, the butterfly decides that it has got the most out of its current flower patch, and
flies off at a rapid rate in search of fresh flowers. We model the position x; of the
butterfly at time ¢ (in one dimension for simplicity, i.e., z; € R') by the equation

dry =vI,<;dt + o dBy, To =1,

where o determines the vigorousness of the butterfly’s fluttering, 7 is the time at which
it decides to fly away, ~ is the speed at which it flies away, and B, is a Wiener process.
We will assume that 7 is exponentially distributed, i.e., that P(7 > t) = e~
Beside the butterfly the forest also features a biologist, who has come equipped
with a butterfly net and a Segway. The biologist can move around at will on his
Segway by applying some amount of power u.; his position z;* is then given by

dditt = [Bug, Zo = 2.
Mesmerized by the colorful butterfly, the biologist hatches a plan: he will try to in-
tercept the butterfly at a fixed time 7', so that he can catch it and bring it back to his
laboratory for further study. However, he would like to keep his total energy consump-
tion low, because he knows from experience that if he runs the battery in the Segway
dry he will flop over (and miss the butterfly). As such, the biologist wishes to pursue
the butterfly using a strategy « that minimizes the cost functional

T
Jlu] =E P/ (w)?dt +Qar — ). P.Q>0,
0

where the first term quantifies the total energy consumption and the second term quan-
tifies the effectiveness of the pursuit. The entire setup is depicted in figure A.1.

Note that this is a partially observed control problem: the control u is allowed to
be F¥ = o{xzs : s < t}-adapted, as the biologist can see where the butterfly is, but
the biologist does not know the time 7 at which the butterfly decides to leave.

1. Define the predicted interception point r, = E(zp|F}). Show that
T
re = + 7/ P(r < s|FY)ds.
t

2. Prove that for s > t, we have 1 — P(7 < s|FZ) = e A0 (1 — P(7 < t|FP)).
Now obtain an explicit expression for r; in terms of z; and 7, = P(7 < ¢|Ff).

3. Using Itd’s rule and the appropriate filter, find a stochastic differential equation
for (r,m) which is driven by the innovations process B; and in which 7 no
longer appears explicitly.
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Figure A.1. Schematic of problem 10 (“Der Schmetterlingsjager”, Carl Spitzweg, 1840).

4. Define €} = r; — z}*. Obtain a stochastic differential equation for (e}, ;)
which is driven by By, and rewrite the cost J[u] in terms of (e!, ;). You have
now converted the partially observed control problem into one with complete
observations. What is the corresponding Bellman equation?

5. We are now faced with the difficulty of solving a nonlinear control problem,
but nonetheless we will find an analytic solution for the optimal control. To
this end, try substituting into the Bellman equation a value function of the form
V(t,e,m) = a(t) e2+b(t, ), and find equations for a(t) and b(t, ). Use this to
determine the optimal control strategy. You may assume that the equation you
find for b(¢, w) admits a sufficiently smooth solution (this is in fact the case).

6. Roughly speaking, how could you interpret the optimal strategy? (This is not a
deep question, give a one or two line answer.)

A more general version of this problem can be found in [HR92].



[Alv04]

[Apo69]
[Arn74]

[Bac00]

[BD9S]

[Ben82]

[Ben92]

[BHL99]

[Bic02]

[Bil86]
[Bil99]
[Bir67]
[Bis81]

[BJ87]

[BK29]

Bibliography

L. H. R. Alvarez, Stochastic forest stand value and optimal timber harvest-
ing, SIAM J. Control Optim. 42 (2004), 1972-1993.

T. M. Apostol, Calculus. Volume 11, Wiley, 1969.

L. Amold, Stochastic differential equations: Theory and applications, Wi-
ley, 1974.

L. Bachelier, Théorie de la spéculation, Ann. Sci. E.N.S. Sér. 3 17 (1900),
21-86.

M. Boué and P. Dupuis, A variational representation for certain functionals
of Brownian motion, Ann. Probab. 26 (1998), 1641-1659.

A. Bensoussan, Stochastic control by functional analysis methods, North
Holland, 1982.

, Stochastic control of partially observable systems, Cambridge
University Press, 1992.

D. Brigo, B. Hanzon, and F. Le Gland, Approximate nonlinear filtering by
projection on exponential manifolds of densities, Bernoulli 5 (1999), 495—
534.

K. Bichteler, Stochastic integration with jumps, Cambridge University
Press, 2002.

P. Billingsley, Probability and measure, second ed., Wiley, 1986.

, Convergence of probability measures, second ed., Wiley, 1999.
G. Birkhoff, Lattice theory, third ed., AMS, 1967.

J.-M. Bismut, Mécanique aléatoire, Lecture Notes in Mathematics 866,
Springer, 1981.

R. S. Bucy and P. D. Joseph, Filtering for stochastic processes with appli-
cations to guidance, second ed., Chelsea, 1987.

S. Banach and C. Kuratowski, Sur une généralisation du probleme de la
mesure, Fund. Math. 14 (1929), 127-131.

254



Bibliography 255

[BL8&2]

[BL84]

[BMO4]

[BN93]

[B@94]

[Bor00]

[Bor05]

[BROS5]

[Bro28]

[BS73]

[Chi04]

[CL97]

[Cri02]

[Dav77]

[Dav79]

A. Bensoussan and J. L. Lions, Application of variational inequalities in
stochastic control, North Holland, 1982.

, Impulse control and quasi-variational inequalities, Gauthier-
Villars, 1984.

A. J. Berglund and H. Mabuchi, Feedback controller design for tracking a
single fluorescent molecule, Appl. Phys. B 78 (2004), 653—-659.

M. Basseville and 1. V. Nikiforov, Detection of abrupt
changes. theory and application, Prentice Hall, available at
www.lrisa.fr/sisthem/kniga/, 1993.

K. A. Brekke and B. @ksendal, Optimal switching in an economic activity
under uncertainty, SIAM J. Control Optim. 32 (1994), 1021-1036.

C. Borell, Diffusion equations and geometric inequalities, Potential Anal.
12 (2000), 49-71.

V. S. Borkar, Controlled diffusion processes, Probab. Surv. 2 (2005), 213—
244,

A. Beskos and G. O. Roberts, Exact simulation of diffusions, Ann. Appl.
Probab. 15 (2005), 2422-2444.

R. Brown, A brief account of microscopical observations made in the
months of June, July and August, 1827, on the particles contained in the
pollen of plants; and on the general existence of active molecules in or-
ganic and inorganic bodies, Phil. Mag. 4 (1828), 161-173.

F. Black and M. Scholes, The pricing of options and corporate liabilities,
J. Polit. Econ. 81 (1973), 637-654.

P. Chigansky, Introduction to nonlinear filtering, lecture notes, available at
www.wisdom.weizmann.ac.il/~pavel/,2004.

D. Crisan and T. Lyons, Nonlinear filtering and measure-valued processes,
Probab. Th. Rel. Fields 109 (1997), 217-244.

D. Crisan, Numerical methods for solving the stochastic filtering problem,
Numerical methods and stochastics (Toronto, ON, 1999), Fields Inst. Com-
mun., vol. 34, AMS, 2002, pp. 1-20.

M. H. A. Davis, Linear estimation and stochastic control, Chapman and
Hall, 1977.

, Martingale methods in stochastic control, Stochastic control the-
ory and stochastic differential systems, Lecture Notes in Control and Infor-
mation Sci., vol. 16, Springer, 1979, pp. 85-117.




Bibliography 256

[Dav80]

[DE97]

[DEO6]

[Del04]

[DKO3]

, The representation of functionals of diffusion processes as
stochastic integrals, Trans. Cam. Phil. Soc. 87 (1980), 157-166.

P. Dupuis and R. S. Ellis, A weak convergence approach to the theory of
large deviations, Wiley, 1997.

M. H. A. Davis and A. Etheridge, Louis Bachelier’s theory of speculation:
The origins of modern finance, Princeton University Press, 2006.

P. Del Moral, Feynman-Kac formulae, Springer, 2004, Genealogical and
interacting particle systems with applications.

S. Dayanik and 1. Karatzas, On the optimal stopping problem for one-
dimensional diffusions, Stochastic Process. Appl. 107 (2003), 173-212.

[DKWO01] H. Deng, M. Krsti¢, and R. J. Williams, Stabilization of stochastic nonlin-

[DM78]

[DM82]

[DO9%4]

[Doo53]

[Dud02]

[Duf01]

[Dyn06]
[EAM95]

[Ein05]

[EKS86]

[E1182]
[FM83]

ear systems driven by noise of unknown covariance, IEEE Trans. Automat.

Control 46 (2001), 1237-1253.

C. Dellacherie and P.-A. Meyer, Probabilities and potential, North-
Holland, 1978.

, Probabilities and potential. B, North-Holland, 1982.

P. Dupuis and J. Oliensis, An optimal control formulation and related nu-
merical methods for a problem in shape reconstruction, Ann. Appl. Probab.
4 (1994), 287-346.

J. L. Doob, Stochastic processes, Wiley, 1953.

R. M. Dudley, Real analysis and probability, Cambridge University Press,
2002.

D. Duffie, Dynamic asset pricing theory, third ed., Princeton University
Press, 2001.

E. B. Dynkin, Theory of Markov processes, Dover, 2006.

R.J. Elliott, L. Aggoun, and J. B. Moore, Hidden Markov models, Springer,
1995.

A. Einstein, Uber die von der molekularkinetischen Theorie der
Weérme geforderte Bewegung von in ruhenden Fliissigkeiten suspendierten
Teilchen, Ann. Phys. 17 (1905), 549-560.

S. N. Ethier and T. G. Kurtz, Markov processes: Characterization and con-
vergence, Wiley, 1986.

R. J. Elliott, Stochastic calculus and applications, Springer, 1982.

W. H. Fleming and S. K. Mitter, Optimal control and nonlinear filtering for
nondegenerate diffusion processes, Stochastics 8 (1982/83), 63-77.



Bibliography 257

[FR75]

[Fri75]

[FS06]

[FWO8]

[GP84]

[GS96]

[GSO1]

[Han07]

[Has80]

[HC99]

[Hid80]

W. H. Fleming and R. W. Rishel, Deterministic and stochastic optimal con-
trol, Springer, 1975.

A. Friedman, Stochastic differential equations and applications, Academic
Press, 1975.

W. H. Fleming and H. M. Soner, Controlled Markov processes and viscosity
solutions, second ed., Springer, 2006.

M. L. Freidlin and A. D. Wentzell, Random perturbations of dynamical sys-
tems, second ed., Springer, 1998.

A. Germani and M. Piccioni, A Galerkin approximation for the Zakai equa-
tion, System modelling and optimization (Copenhagen, 1983), Lecture
Notes in Control and Inform. Sci., vol. 59, Springer, 1984, pp. 415-423.

I. I. Gikhman and A. V. Skorokhod, Introduction to the theory of random
processes, Dover, 1996.

G. R. Grimmett and D. R. Stirzaker, Probability and random processes,
third ed., Oxford University Press, 2001.

F. B. Hanson, Applied stochastic processes and control for jump-diffusions:
Modeling, analysis and computation, SIAM, to appear, draft available at
www2.math.uic.edu/~hanson/,2007.

R. Z. Has’minskii, Stochastic stability of differential equations, Sijthoff &
Noordhoff, 1980.

J. L. Hibey and C. D. Charalambous, Conditional densities for continuous-
time nonlinear hybrid systems with applications to fault detection, IEEE
Trans. Automat. Control 44 (1999), 2164-2169.

T. Hida, Brownian motion, Springer, 1980.

[H@UZ96] H. Holden, B. Bksendal, J. Ubge, and T. Zhang, Stochastic partial differ-

[HR92]

[HW81]

[1t644]

ential equations. A modeling, white noise functional approach, Birkhiuser,
1996.

K. Helmes and R. W. Rishel, The solution of a partially observed stochastic
optimal control problem in terms of predicted miss, IEEE Trans. Automat.
Control 37 (1992), 1462-1464.

M. Hazewinkel and J. C. Willems (eds.), Stochastic systems: the mathemat-
ics of filtering and identification and applications, NATO Advanced Study
Institute Series C: Mathematical and Physical Sciences, vol. 78, D. Reidel,
1981.

K. Itd, Stochastic integral, Proc. Imp. Acad. Tokyo 20 (1944), 519-524.



Bibliography 258

[TW89]

[JZ06]

[Kal80]

[Kal97]
[Kar03]

[KDO1]

[Kha02]
[Kor99]

[KP92]

[KriO5]

[Kry80]
[KS72]

[KS91]

[KS98]

[Kung84]

[Kun90]

[Kus67]
[Kus71]

[Kus72]

N. Ikeda and S. Watanabe, Stochastic differential equations and diffusion
processes, second ed., North-Holland, 1989.

A. Jack and M. Zervos, Impulse control of one-dimensional Ito diffusions
with an expected and a pathwise ergodic criterion, Appl. Math. Opt. 54
(2006), 71-93.

G. Kallianpur, Stochastic filtering theory, Springer, 1980.
O. Kallenberg, Foundations of modern probability, Springer, 1997.

I. Karatzas, A note on Bayesian detection of change-points with an expected
miss criterion, Statist. Decisions 21 (2003), 3—14.

H. J. Kushner and P. Dupuis, Numerical methods for stochastic control
problems in continuous time, second ed., Springer, 2001.

H. K. Khalil, Nonlinear systems, third ed., Prentice Hall, 2002.

R. Korn, Some applications of impulse control in mathematical finance,
Math. Meth. Oper. Res. 50 (1999), 493-518.

P. E. Kloeden and E. Platen, Numerical solution of stochastic differential
equations, Springer, 1992.

V. Krishnan, Nonlinear filtering and smoothing: An introduction to martin-
gales, stochastic integrals and estimation, Dover, 2005.

N. V. Krylov, Controlled diffusion processes, Springer, 1980.

H. Kwakernaak and R. Sivan, Linear optimal control systems, Wiley, 1972,
avaliable at www . ieeecss.org/PAB/classics/.

1. Karatzas and S. E. Shreve, Brownian motion and stochastic calculus,
second ed., Springer, 1991.

, Methods of mathematical finance, Springer, 1998.

H. Kunita, Stochastic differential equations and stochastic flows of dif-
feomorphisms, Ecole d’Eté de Probabilités de Saint-Flour XII (P. L. Hen-
nequin, ed.), Lecture Notes in Mathematics 1097, Springer, 1984.

, Stochastic flows and stochastic differential equations, Cambridge
University Press, 1990.

H. J. Kushner, Stochastic stability and control, Academic Press, 1967.

, Introduction to stochastic control, Holt, Rinehart and Winston,
1971.

, Stochastic stability, Stability of Stochastic Dynamical systems
(R.F. Curtain, ed.), Lecture Notes in Mathematics, vol. 294, Springer, 1972,
pp- 97-123.




Bibliography 259

[Kus77] , Probability methods for approximations in stochastic control and
for elliptic equations, Academic Press, 1977.

[Kus84] , Approximation and weak convergence methods for random pro-
cesses, with applications to stochastic systems theory, MIT Press, 1984.

[Kus90] , Numerical methods for stochastic control problems in continuous

time, SIAM J. Control Optim. 28 (1990), 999-1048.

[KV86] P. R. Kumar and P. Varaiya, Stochastic systems: Estimation, identification
and adaptive control, Prentice Hall, 1986.

[LarO5] S. Larsson, Numerical methods for stochastic ODEs, lecture notes, avail-
able at www.math.chalmers.se/~stig/,2005.

[Let88] G. Letta, Un exemple de processus mesurable adapté non-progressif, Sém.
Probab. Strasbourg 22 (1988), 449-453.

[LLO1] E.H. Lieb and M. Loss, Analysis, second ed., American Mathematical So-
ciety, 2001.

[LMR97] S. Lototsky, R. Mikulevicius, and B. L. Rozovskii, Nonlinear filtering re-
visited: a spectral approach, SIAM J. Control Optim. 35 (1997), 435-461.

[LSOla] R.S. Liptser and A. N. Shiryaev, Statistics of random processes I. General
theory, second ed., Springer, 2001.

[LSO1b]

, Statistics of random processes II. Applications, second ed.,

Springer, 2001.

[Mak86] A. M. Makowski, Filtering formulae for partially observed linear systems
with non-Gaussian initial conditions, Stochastics 16 (1986), 1-24.

[McK69] H.P. McKean, Stochastic integrals, Academic Press, 1969.

[Mer71] R. C. Merton, Optimum consumption and portfolio rules in a continuous-

time model, J. Econ. Th. 3 (1971), 373-413.

[Mit82] S. K. Mitter, Lectures on nonlinear filtering and stochastic control, Nonlin-
ear filtering and stochastic control (Cortona, 1981), Lecture Notes in Math.,
vol. 972, Springer, 1982, pp. 170-207.

[MNO3] S.K. Mitter and N. J. Newton, A variational approach to nonlinear estima-
tion, SIAM J. Control Optim. 42 (2003), 1813-1833.

[MP0O6] P. Morters and Y. Peres, Brownian motion, draft book, available at
www.stat .berkeley.edu/users/peres/bmbook.pdf,2006.

[Nev75] . Neveu, Discrete-parameter martingales, North-Holland, 1975.

[Nua95] D. Nualart, The Malliavin calculus and related topics, Springer, 1995.



Bibliography 260

[@ks03]
[DS05]

[Par91]

[Par82]

[Pet06]

[Pol02]

[Pro04]

[PS93]

[PS06]

[Rao72]

[RHO6]

[Rob83]

[Roz90]
[RS80]

[RWO00a]

[RWO0O0b]

[RY99]

B. @ksendal, Stochastic differential equations, sixth ed., Springer, 2003.

B. @ksendal and A. Sulem, Applied stochastic control of jump diffusions,
Springer, 2005.

E. Pardoux, Filtrage non linéaire et équations aux dérivées partielles
stochastiques associées, Ecole d’Eté de Probabilités de Saint-Flour XIX—
1989, Lecture Notes in Math., vol. 1464, Springer, 1991, pp. 67-163.

, Equations du filtrage non linéaire, de la prédiction et du lissage,

Stochastics 6 (1981/82), 193-231.

I. R. Petersen, Minimax LQG control, Int. J. Appl. Math. Comput. Sci. 16
(2006), 309-323.

D. Pollard, A user’s guide to measure theoretic probability, Cambridge Uni-
versity Press, 2002.

P. Protter, Stochastic integration and differential equations, second ed.,
Springer, 2004.

P. Protter and J. San Martin, General change of variable formulas for semi-
martingales in one and finite dimensions, Probab. Th. Rel. Fields 97 (1993),
363-381.

G. Peskir and A. N. Shiryaev, Optimal stopping and free-boundary prob-
lems, Birkh&user, 2006.

M. Rao, On modification theorems, Trans. AMS 167 (1972), 443-450.

R. Rishel and K. Helmes, A variational inequality sufficient condition for
optimal stopping with application to an optimal stock selling problem,

SIAM J. Control Optim. 45 (2006), 580-598.

M. Robin, Long-term average cost control problems for continuous time
Markov processes: a survey, Acta Appl. Math. 1 (1983), 281-299.

B. L. Rozovskil, Stochastic evolution systems, Kluwer, 1990.

M. Reed and B. Simon, Functional analysis, second ed., Academic Press,
1980.

L. C. G. Rogers and D. Williams, Diffusions, Markov processes, and mar-
tingales. Vol. 1, Cambridge University Press, 2000.

, Diffusions, Markov processes, and martingales. Vol. 2, Cambridge
University Press, 2000.

D. Revuz and M. Yor, Continuous martingales and Brownian motion, third

ed., Springer, 1999.



Bibliography 261

[Seg77] A. Segall, Optimal control of noisy finite-state Markov processes, IEEE
Trans. Automat. Control AC-22 (1977), 179-186.

[She91] S. J. Sheu, Some estimates of the transition density of a nondegenerate
diffusion Markov process, Ann. Probab. 19 (1991), 538-561.

[Shi63] A. N. Shiryaev, On optimum methods in quickest detection problems, The-
ory Probab. Appl. 8 (1963), 22-46.

[Shi73] , Statistical sequential analysis, AMS, 1973.

[SM79] . Szpirglas and G. Mazziotto, Théoréme de séparation dans le probleme
d’arrét optimal, Sém. Probab. Strasbourg 13 (1979), 378-384.

[Ste01] J. M. Steele, Stochastic calculus and financial applications, Springer, 2001.

[SV72] D. W. Stroock and S. R. Varadhan, On the support of diffusion processes
with applications to the strong maximum principle, Proc. 6th Berkely Sym-
pos. Math. Statist Prob., vol. III, 1972, pp. 333-368.

[Twa96] K. Twardowska, Wong-Zakai approximations for stochastic differential
equations, Acta Appl. Math. 43 (1996), 317-359.

[Wie23] N. Wiener, Differential space, J. Math. Phys. 2 (1923), 131-174.

[Wil74]  A. S. Willsky, Fourier series and estimation on the circle with applications
to synchronous communication—Part I: Analysis, IEEE Trans. Inf. Th. I'T-
20 (1974),577-583.

[Wil91] D. Williams, Probability with martingales, Cambridge University Press,
1991.

[Wil98] Y. Willassen, The stochastic rotation problem: a generalization of Faust-
mann’s formula to stochastic forest growth, J. Econ. Dyn. Control 22
(1998), 573-596.

[Won65] W. M. Wonham, Some applications of stochastic differential equations to
optimal nonlinear filtering, SIAM J. Control 2 (1965), 347-369.

[Won68a] , On a matrix Riccati equation of stochastic control, SIAM J. Con-

trol 6 (1968), 681-697.

[Won68b] , On the separation theorem of stochastic control, STAM J. Control

6 (1968), 312-326.

[WZ65] E.Wong and M. Zakai, On the convergence of ordinary integrals to stochas-
tic integrals, Ann. Math. Stat. 36 (1965), 1560-1564.

[YZ99] . Yong and X. Y. Zhou, Stochastic controls, Springer, 1999.



	Preface
	Contents
	Introduction
	Review of Probability Theory
	Probability spaces and events
	Some elementary properties
	Random variables and expectation values
	Properties of the expectation and inequalities
	Limits of random variables
	Induced measures, independence, and absolute continuity
	A technical tool: Dynkin's -system lemma
	Further reading

	Conditioning, Martingales, and Stochastic Processes
	Conditional expectations and martingales: a trial run
	The Radon-Nikodym theorem revisited
	Conditional expectations and martingales for real
	Some subtleties of continuous time
	Further reading

	The Wiener Process
	Basic properties and uniqueness
	Existence: a multiscale construction
	White noise
	Further reading

	The Itô Integral
	What is wrong with the Stieltjes integral?
	The Itô integral
	Some elementary properties
	The Itô calculus
	Girsanov's theorem
	The martingale representation theorem
	Further reading

	Stochastic Differential Equations
	Stochastic differential equations: existence and uniqueness
	The Markov property and Kolmogorov's equations
	The Wong-Zakai theorem
	The Euler-Maruyama method
	Stochastic stability
	Is there life beyond the Lipschitz condition?
	Further reading

	Optimal Control
	Stochastic control problems and dynamic programming
	Verification: finite time horizon
	Verification: indefinite time horizon
	Verification: infinite time horizon
	The linear regulator
	Markov chain approximation
	Further reading

	Filtering Theory
	The Bayes formula
	Nonlinear filtering for stochastic differential equations
	The Kalman-Bucy filter
	The Shiryaev-Wonham filter
	The separation principle and LQG control
	Transmitting a message over a noisy channel
	Further reading

	Optimal Stopping and Impulse Control
	Optimal stopping and variational inequalities
	Partial observations: the modification problem
	Changepoint detection
	Hypothesis testing
	Impulse control
	Further reading

	Problem sets
	Problem set 1
	Problem set 2
	Problem set 3
	Problem set 4
	Problem set 5

	Bibliography

